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Abstract—Byzantine Fault Tolerant (BFT) systems are used in
applications that need to maintain high availability even in the
presence of failures or compromises. BFT systems are typically
designed to tolerate a preconfigured threshold number of faulty
replicas (f ), where the f faulty replicas may behave arbitrarily
(potentially maliciously). However, as BFT system designs become
more complex, it is important to evaluate the impact of such
designs on the overall system availability with respect to standard
crash faults. In this paper, we analyze three BFT systems that
are designed to withstand both system compromises and network
attacks: Spire, Confidential Spire, and Decoupled Spire. These
network-attack-resilient BFT systems utilize a combination of
on-premises and data center replicas to reduce cost and simplify
deployment for system operators. We develop an availability
model that accounts for differences between the availability of on-
premises and data center replicas and analyze Spire, Confidential
Spire, and Decoupled Spire under this model. Key system design
insights from the analysis are that network-attack-resilient BFT
configurations can meet the availability requirements of critical
systems, as they provide higher availability than Classical BFT
with less available servers. We show also that network-attack-
resilient BFT configurations with fewer geographic sites provide
higher availability, and that Confidential Spire has the highest
availability, followed by Spire and then Decoupled Spire.

I. INTRODUCTION

Many critical systems in sectors such as health, finance,
transportation, utilities, and national security require high
availability, including the ability to operate without inter-
ruptions even in presence of failures or attacks [1] [2]. To
support such requirements, Byzantine Fault Tolerant (BFT)
system designs have been introduced to allow systems to keep
working correctly despite attacks that succeed in compromis-
ing part of the system [1]. BFT systems are typically based
on replication, where N server replicas participate in a BFT
agreement protocol that can tolerate up to a threshold number
f of faulty replicas. The faulty replicas may behave arbitrarily
and potentially maliciously; the system can continue to operate
correctly as long as a quorum of replicas remain correct and
available [1].

As the operating environment for critical infrastructure
systems has become more hostile, with attacks becoming more
frequent and more sophisticated, more complex BFT system
designs have been introduced to address broader threat models.
Network-attack-resilient BFT systems have been introduced to
tolerate network attacks that aim to disrupt communication
between replicas and system clients in addition to faulty
replicas [3]. These systems distribute replicas across multiple
geographic sites, and typically require a higher total number of
replicas. For example, the work in [3] proposes a configuration

of their Spire network-attack-resilient BFT system that uses 12
replicas distributed across 4 sites to simultaneously tolerate
one compromised replica (f = 1) and one entire site that may
be disconnected from the network due to a denial of service
attack. In comparison, to tolerate one compromised replica,
Classical BFT systems use 4 replicas in a single site [1].
Due to the additional sites and replicas needed to tolerate
the expanded threat model, there has been work on making
network-attack-resilient BFT more practical to deploy. The
Spire system is designed for power grid Supervisory Control
and Data Acquisition (SCADA) systems [3]. To fit existing
power grid architectures that use two control centers, Spire
uses two control centers (on-premises sites managed by power
grid operators) and augments them with additional data center
sites that host replicas that participate in the BFT agreement
protocol but do not have full capabilities for communicating
with system clients [3]. Confidential Spire builds on this by
introducing an architecture in which the data center replicas
do not have access to the system state: they operate on
encrypted client requests and store encrypted state checkpoints
so that system operators can keep their data confidential [4].
Decoupled Spire goes further by completely separating the
responsibilities of data center and on-premises replicas: data
center replicas only run a generic BFT agreement protocol
(operating on encrypted requests), while on-premises replicas
only communicate with clients and execute requests (and do
not participate in the agreement protocol) [5].

Each of these works shows that the resulting system can
support the desired threat model (tolerating a threshold number
f of compromised replicas and a disconnected site), and can
meet the performance requirements of SCADA systems (e.g. in
terms of request latency). However, none considers the impact
of their design choices on system availability with respect to
standard crash faults. In this paper, we address this gap by
analyzing the availability of Spire, Confidential Spire, and
Decoupled Spire, and comparing them to a Classical BFT
baseline.

Some insights from our analysis are that the network-attack-
resilient systems typically exhibit higher availability than Clas-
sical BFT systems, and that, of the network-attack-resilient
systems, Confidential Spire has the highest availability, fol-
lowed by Spire and then Decoupled Spire. While Decoupled
Spire’s separation of replicas’ responsibilities may simplify
deployment, it introduces a tradeoff in terms of availability.

The main contributions of our work are:
• We develop an availability model for network-attack-
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resilient BFT systems that describes the impact of non-
malicious failures on the agreement protocol.

• We evaluate the availability of Spire, Confidential Spire,
and Decoupled Spire using the developed model, com-
paring them to each other as well as to Classical BFT,
and identify which system design choices affect overall
availability.

• We provide guidelines for the individual replica avail-
abilities required to achieve a target system availability
of 5-nines (99.999%).

II. BFT SYSTEM BACKGROUND

Here we describe the BFT systems we analyze and the
specific conditions required for each system to be available.

A. Classic BFT

Classical BFT systems use 3f+1 replicas to tolerate f faulty
replicas [1]. For such a system to be available, a quorum of
2f+1 replicas out of the 3f+1 total replicas must be available,
correct, and able to communicate with one another to run the
BFT agreement protocol [1]. We denote the total number of
replicas participating in the BFT agreement protocol as N , and
the required quorum size as rmin. For example, for f = 1, at
least rmin = 3 correct available replicas are required out of
the N = 4 total replicas.

B. Network-Attack-Resilient BFT

Additional work on BFT has developed systems that are
more resilient to attacks, but also more complex. Proactive re-
covery allows replicas to be periodically rebooted and restored
to a known correct state, to eliminate potentially undetected
intrusions [1]. To support proactive recovery without any
interruption in availability, systems with 3f + 1 replicas are
extended to use 3f+2k+1 replicas to simultaneously tolerate
f faulty replicas and k replicas that may be unavailable
because they are going through proactive recovery [6]. Such
systems require a quorum of 2f + k+1 replicas to be correct
and available for the system to remain available [6].

We focus on three BFT systems that are designed to support
proactive recovery, and to tolerate network attacks that may
isolate an entire geographic site from the rest of the network
through sophisticated denial of service attacks: Spire [3],
Confidential Spire [4], and Decoupled Spire [5].

The Spire system introduced network-attack-resilient
BFT [3]. The key idea is to distribute replicas across multiple
sites, such that even if one site is disconnected, there is still a
quorum of replicas available to keep the overall system oper-
ating correctly [3]. To make their multi-site architectures more
feasible to deploy, the authors of [3] proposed augmenting ex-
isting on-premises sites (control centers in [3]) with additional
data center sites. In Spire, replicas in both the on-premises
sites and the data center sites participate in the BFT agreement
protocol, but only on-premises replicas can communicate with
clients to accept requests and issue responses [3], as shown in
Figure 1a. Confidential Spire (Figure 1b) uses the same basic
model but addresses a privacy concern for system operators by

keeping system state confidential from the data center replicas:
data center replicas only receive encrypted client requests
and state [4]. Decoupled Spire (Figure 1c) aims to simplify
deployment by completely decoupling responsibilities of data
center and on-premises replicas: only on-premises replicas
execute client requests and communicate with clients, and
only data center replicas participate in the BFT agreement
protocol [5].

All three systems include So on-premises sites containing
No on-premises replicas, and Sd data center sites containing
Nd data center replicas. We use N to refer to the total number
of replicas participating in the BFT agreement protocol, and
Sa to refer to the number of sites hosting these agreement
replicas. In Spire and Confidential Spire, N = No + Nd,
while in Decoupled Spire, N = Nd. To be available, these
systems require: (1) a quorum rmin out of the N agreement
replicas must be correct and available (so the BFT protocol can
operate), and (2) a threshold number of on-premises replicas
romin out of the No on-premises replicas must be correct and
available (so clients can issue requests and receive responses).

Table I provides the formulas for calculating the total num-
bers of replicas and the rmin and romin

thresholds. Table II
provides the results for configurations using Sa = 4 agreement
sites and tolerating f = 1, 2, or 3 faulty replicas. For full
explanations of these formulas, see [3]–[5]; here we provide
an overview.

1) On-premises replicas (romin
): To communicate with

clients, Spire requires that at least romin
= 1 on-premises

replica is correct and available. To meet this threshold when 1
on-premises site is disconnected and another contains f faulty
replicas and 1 recovering replica, Spire places at least f + 2
replicas in each of 2 on-premises sites [3].

In Confidential Spire, in addition to not communicating with
clients, data center replicas do not execute client requests.
Thus, to generate responses that clients can verify as correct
(i.e. endorsed by one non-faulty replica), Confidential Spire
requires that at least romin

= f + 1 on-premises replicas
are correct and available. To meet this threshold when 1 on-
premises site is disconnected and the other contains f faulty
replicas and 1 recovering replica, Confidential Spire places at
least 2f + 2 replicas in each of 2 on-premises sites [4].

Decoupled Spire requires romin = f + 1 correct available
on-premises replicas, just like Confidential Spire. However,
because Decoupled Spire uses privacy firewalls to restrict what
messages can leave a site (see [5]), it requires all f+1 replicas
to be in the same site (while Confidential Spire allows them
to be distributed across the on-premises sites).

2) Agreement replicas (rmin): Spire re-purposes the k
parameter of [6] to represent the total number of replicas it
allows to be simultaneously unavailable either because they
are going through proactive recovery, or because they are
located in a disconnected site. To tolerate 1 proactive recovery
and 1 disconnected site, Spire sets k to be one more than the
size of the largest site. Note that the size of the largest site
may be determined by the required number of replicas per
on-premises site (f + 2 for Spire, as discussed above), or the
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TABLE I: Configuration Attribute Formulas

BFT System Type

Attributes Spire [3] Confidential Spire [4] Decoupled Spire [5]

Number of Agreement Sites (Sa) So + Sd Sd

Tolerated number of unavailable agreement
replicas (k) max(f + 3, ⌈ 3f+Sa+1

Sa−2
⌉) max(2f + 3, ⌈ 3f+Sa+1

Sa−2
⌉) ⌈ 3f+Sa+1

Sa−2
⌉

Total number of Agreement replicas (N ) 3f + 2k + 1

Number of replicas in a single on-premises
site (NSo ) max(f + 2, ⌈ N

Sa
⌉) max(2f + 2, ⌈ N

Sa
⌉) 2f + 2

Required number of available Agreement
replicas (rmin) 2f + k + 1

Required number of available on-premises
replicas (romin ) 1 f + 1 f + 1 (all in the same site)

Total number of on-premises replicas (No) So ×NSo

Total number of data center replicas (Nd) N −No N

Table Description: The system configurations depend on the given number of on-premises sites (So), number of data center sites (Sd), and tolerated
number of faulty replicas (f ). In Decoupled Spire, the number of faulty replicas can be specified as fo for on-premises sites and fd for data centers [5], but
we only consider fo = fd = f for simplicity; we also only consider configurations tolerating one site disconnection and one proactive recovery.

(a) Spire (b) Confidential Spire (c) Decoupled Spire

Fig. 1: Network-attack-resilient BFT configurations with f = 1, So = 2, Sa = 4

result of evenly distributing replicas across the sites. Table I
gives the resulting formula for k; for a full explanation see [3].
Then, the total number of agreement replicas is calculated as
N = 3f +2k+1, with a quorum size rmin = 2f + k+1, as
in [6].

Confidential Spire and Decoupled Spire take the same basic
approach. However, for Confidential Spire, the number of
replicas required per on-premises site is larger (2f + 2).
For Decoupled Spire, on-premises sites are not part of the
agreement protocol, so the required number of on-premises
replicas does not affect the k calculation.

III. BFT AVAILABILITY MODELS

A standard approach to studying the availability/reliability
of systems is based on reliability block diagrams (RBD),
which assumes the components are statistically independent
[7]. Our BFT availability models are based on k-out-of-n
majority voting systems, an RBD approach that computes
the probability that at least k components out of n total
components are operational (note that this use of k is unrelated

to the number of unavailable replicas k) [7]. The RBD model
basically follows the BFT configurations of Figure 1 and dis-
tinguishes between the availability of on-premises replicas and
data center replicas to compute the overall system availability.
In our models, the availability of a replica represents the
resiliency against physical crashes, software crashes, or dis-
connections. The model does not account for arbitrary replica
behaviors caused by malicious compromises. Moreover, we
assume replica failures are statistically independent to ensure
the proper use of the RBD method.

1) Classic BFT: As a baseline, we compare the network-
attack-resilient BFT configurations to classical BFT systems
that are not designed to tolerate network attacks. We assume
that a Classic BFT system operates within a single on-premises
site. Thus, the computation of the Classic BFT availability
(PsClassic BFT), is a standard k-out-of-n majority voting system,
where rmin out of No on-premises replicas must be available.
This is shown in Formula 1, where por is the availability of
an on-premises replica:
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TABLE II: BFT Configuration Attributes

f = 1 f = 2 f = 3

Sa No Nd rmin romin No Nd rmin romin No Nd rmin romin

Classic BFT 1 4 − 3 3 7 − 5 5 10 − 7 7

Spire 4 6 6 7 1 10 9 11 1 12 12 14 1

Confidential Spire 4 8 6 8 2 12 9 12 3 16 12 16 4

Decoupled Spire 4 8 12 7 2 12 19 11 3 16 24 14 4

Table Description: This table shows the results of the formulas in Table I for configurations with So = 2 on-premises sites and Sa = 4 agreement sites for
varying numbers of tolerated faulty replicas (f ). It shows the number of on-premises replicas (No), number of data center replicas (Nd), the minimum
number of replicas required for the agreement protocol (rmin), and the minimum number of replicas required in the on-premises sites (romin ).

PsClassic BFT =

No∑
i=rmin

(
No

i

)
pior (1− por)

(No−i) (1)

2) Decoupled Spire: In Decoupled Spire, data centers and
on-premises sites act independently, each with its own set of
requirements. Specifically, the data centers must maintain a
minimum number of rmin replicas to perform the agreement
protocol, and the on-premises sites must have at least one site
available, with a minimum of romin

replicas in that site.
The overall availability (PsDeS) for this setup is determined

by the probability that at least one of two on-premises sites
is operational (PsSo1

∪ PsSo2
) and the probability that a

sufficient total number of data center replicas (rmin) are
operational (Psd). The overall availability PsDeS can be
computed as in Formula 2:

PsDeS = [PsSo1
∪ PsSo2

] ∩ Psd (2)

Since we assume PsSo1
and PsSo2

are independent, the
basic probability property P (A∪B) = P (A)+P (B)−P (A∩
B) can be used to derive Formula 3:

PsDeS =
[(
PsSo1

+ PsSo2

)
−

(
PsSo1

× PsSo2

)]
× Psd (3)

We can compute each of these probabilities as follows. The
probability that rmin of Nd data center replicas are available
(Psd) is a standard k-out-of-n computation:

Psd =

Nd∑
i=rmin

(
Nd

i

)
pidr (1− pdr)

(Nd−i) (4)

In Formula 4, Nd is the total number of replicas in the
data centers, rmin represents the minimum number of required
replicas for the agreement protocol, and pdr is the availability
of an individual data center replica.

For the on-premises part of the system, the availability
of each on-premises site is computed individually because
they are independent from each other, as mentioned before.

An on-premises site is operational if at least romin replicas
are available in that site. Since we assume each on-premises
replica has the same availability por, the availability of each
on-premises site is the same (i.e. PsSo1

= PsSo2
= PsSo

).
Thus, the availability of an on-premises site is computed as:

PsSo =

NSo∑
i=romin

(
NSo

i

)
pior (1− por)

(NSo−i) (5)

Here, NSo
is the total number of servers in one on-premises

site, romin
represents the minimum number of required servers

in the same on-premises site, and por is the the availability of
an individual on-premises replica. To get the final formula for
PsDeS , we take Formula 3 and substitute Formula 4 for Psd
and Formula 5 for PsSo1

and PsSo2
.

3) Spire and Confidential Spire: In Spire and Confidential
Spire, both the on-premises and the data center replicas par-
ticipate in the BFT agreement protocol, requiring a minimum
number of rmin replicas across all the sites (on-premises and
data center). In addition, we require a minimum number of
on-premises replicas romin

as shown in Table I.
To model the availability of Spire and Confidential Spire

configurations, we start with a k-out-of-n system with two
groups of components RBD model [7], as shown in Formula
6.

Formula 6 calculates the probability of having at least rmin

available replicas out of the total number of replicas (No +
Nd), where No is the number of servers in the on-premises
sites and Nd is the number of servers in the data centers,
assuming rmin > No and rmin > Nd. Formula 6 incorporates
a dependency where j is dependent on i (j = rmin − i). The
selected number of replicas i in the sum is subtracted from
rmin indicating that the remaining available replicas must be
located in the data centers. In Formula 6, por and pdr represent
the availability of a single on-premises replica and data center
replica, respectively.

PsSpire =

No∑
i=rmin−Nd

Nd∑
j=rmin−i

(
No

i

)
pior (1− por)

(No−i)

(
Nd

j

)
pjdr (1− pdr)

(Nd−j) (6)

Formula 6 ensures that rmin total replicas are available.
However, it does not ensure that romin

on-premises replicas
are available. Formula 7 incorporates the romin requirement
by changing the initialization of i. Here, i begins with romin

which guarantees the existence of enough replicas in the
on-premises sites. We also require another modification in
Formula 7: when the number of replicas in the on-premises
center exceeds the total required (No > rmin), the value
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of j becomes negative for i = No. Therefore, j must start
either from zero or rmin − i, which can be expressed as

j = max(0, rmin − i). This is shown in the final Formula 7.

PsSpire =

No∑
i=romin

Nd∑
j=max(0,rmin−i)

(
No

i

)
pior (1− por)

(No−i)

(
Nd

j

)
pjdr (1− pdr)

(Nd−j) (7)

4) Number of nines measurement: The overall availability
of critical systems is expressed by downtime per year. For
example, 99.999%, or 5-nines availability, corresponds to
5.26 minutes of downtime per year. Thus, availability can
summarized in terms of the number of nines. The following
formula gives the number of nines in the availability:

# of Nines in Ps = − log10(1− Ps) (8)

IV. GENERAL ANALYSIS OF THE CONFIGURATIONS

This section analyzes the availability of configurations
where all servers (on-premises and data center replicas) have
equal availability, i.e., por = pdr. It provides an initial analysis
of similarities and differences between the configurations
(Section IV-A) and examines how changes in configuration
parameters affect availability (Section IV-B).

A. Preliminary Analysis

Single Server
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Decoupled Spire
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(b) Availability in terms of nines

Fig. 2: Availability analysis when the availabilities of the
on-premises replicas (por) and data center replicas (pdr) are
identical. Network-attack-resilient BFT configurations have
f = 1, So = 2 and Sa = 4. The x-axis represents replica
availability, with por = pdr. In Figure 2a, the y-axis represents
the corresponding system availability Ps, and the grey dashed
lines show the intersection points between trends where the
color of the dot at the intersection indicates which trend is
becoming more available. In Figure 2b, the y-axis represents
the system availability in nines and the dashed line highlights
the 5-nines threshold.

Figure 2 provides an overview analysis that uses Classic
BFT (N = 4, f = 1) and a simple single server system (N =
1) as baselines and compares all three network-attack-resilient
configurations (Spire, Confidential Spire and Decoupled Spire)
as the number of sites are constant: So = 2 and Sa = 4; these
are the f = 1 configurations in Table II.

For a simple system with only a single server (orange line
in Figure 2), the system availability is exactly the availability

of that single server, corresponding to the linear relationship
shown. In this case, achieving at least 5 nines for the overall
availability PS requires a server with 5-nines availability po.
In contrast, the availabilities for the replicated architectures
start much lower than the single-server baseline (when all
replicas have very high probability of failure) but intersect the
single-server availability line to provide higher overall system
availability as the individual replica availability increases. For
Classical BFT, this intersection happens when the replica
availability po is around 0.8.

As shown in Figure 2a, all the network-attack-resilient con-
figurations (Spire, Confidential Spire, Decoupled Spire) have
an S-shaped trend, where for low replica availability levels
(por = pdr < 0.6), the overall system availability PS is lower
than that of a single server, because they require a quorum
of replicas to be available. But, as the replica availability
increases, the overall availability increases rapidly, surpassing
Classical BFT availability at roughly por = pdr = 0.5 and
surpassing the single-server baseline at approximately 0.6,
earlier than Classical BFT does.

Figure 2b shows that all three network-attack-resilient
configurations exceed the five nines threshold at roughly
por = pdr = 0.94, with a steep increase in availability as
individual replica availabilities approach 1. Comparing the
three configurations, slight differences can be found in their
availability. Spire and Confidential Spire generally have higher
availability than Decoupled Spire. Spire is more available than
Confidential Spire when the individual replica availability is
less than 0.4, but after this intersection point, Confidential
Spire becomes more available. This behavior is due to the
fact that Confidential Spire requires a larger quorum size
rmin (8 vs 7 replicas) but also has more total replicas in the
configuration compared to Spire (14 vs 12).

Decoupled Spire has the lowest availability of these three
configurations. The main reason is that Decoupled Spire
requires a minimum of nine correct servers (romin + rmin =
2 + 7 = 9), whereas Spire only requires seven (rmin = 7,
where the romin

on-premises servers are a subset of these 7)
and Confidential Spire requires 8. Another significant factor
affecting the availability is the requirement of having at least
two available servers within the same on-premises site, as the
system cannot work with only one replica in each site.

B. The effect of f and Sa parameters

Building upon the previous analysis, we examine how
altering the configuration parameters for faulty replicas (f )
and number of agreement sites (Sa), affects overall availability
(Ps), assuming equal availability for all server types.

For all the network-attack-resilient BFT configurations in
Figure 3, it appears that for replica availability values greater
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Fig. 3: Availability analysis when the availability of the on-premises replicas por and data center replicas pdr are identical.
In all the plots, the x-axis represents replica availability, with por = pdr. For the first row (a.1-c.1), the y-axis represents
the system availability Ps. The grey dashed lines shows the intersection points between trends with the indication of turning
point of the configuration becoming more available by the configuration trend color. For the second row (a.2 - c.2), the y-axis
represents the system availability in nines and the dashed line highlights the 5-nines target threshold.

than or equal to 0.5, configurations with the lowest num-
ber of sites (Sa = 3) produce the highest availability. For
each network-attack-resilient BFT configuration (same-color
trends), the trends intersect with each other at the point where
lower Sa configurations become more available (i.e. solid
trends surpass dotted trends). All three intersections occur
close to the point where replica availability is between 0.4
and 0.5. Configurations with the highest number of replicas
(Sa = 3) exhibit the lowest availability in each set before
this intersection occurs. Confidential Spire’s intersection (blue
dot) achieves the highest availability followed by Spire and
then Decoupled Spire. Increasing the tolerated number of
faulty replicas f (Figures 3b.1 and 3c.1) results in cross-
points associated with lower system availability. This can be
interpreted as an increase in f making it more challenging to
achieve high system availability when replica availability is
very low.

The configurations with the lowest number of sites (Sa = 3)
produce the highest availability because configurations with
fewer sites use more total replicas (see Table IV, Table V
and Table VI). In Table I, Sa and the quantity 3f+Sa+1

Sa−2 have
an inverse relationship; this causes the calculated k value,
and thus the number of agreement replicas N , to generally
decrease as Sa increases. As mentioned in Section IV-A, as the

replica availability increases, configurations with more replicas
show a steeper increase in availability (see comparison of Spire
and Confidential Spire in Figure 2).

An interesting observation from Figure 3 is that, when
Sa = 4, the trends of Spire and Decoupled Spire are very
close together, but do not intersect at any point. The reason is
that the total number of agreement replicas (N ) is the same
for both systems in this case. For example, N = 12 when
f = 1 and Sa = 4 for Spire and Decoupled Spire (see
Table IV and Table VI). Therefore, the agreement protocol
availability in Decoupled Spire Psd is similar to Spire’s
overall availability PsSpire. However, Decoupled Spire also
requires more on-premises replicas than Spire (higher romin

),
resulting in a strictly lower overall availability for Decoupled
Spire compared to Spire for Sa = 4.

Figures 3a.1-3c.1 show that all configurations can meet
the five-nines threshold. We consider when the least available
configuration surpasses the threshold, where the least available
configuration is the one with inputs of f = 1 and Sa = 5,
denoted by the dotted lines for Spire, Confidential Spire, and
Decoupled Spire. Notably, Confidential Spire achieves 5-nines
availability with a replica availability of 0.94, followed by
Spire as the second configuration to reach it with a slightly
higher replica availability of 0.95, and finally Decoupled Spire
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Fig. 4: Spire availability in terms of number of nines. All the scenarios have two on-premises sites (So = 2). Each subplot
illustrates the availability Ps, with on-premises replica availability (por) on the x-axis and data center replica availability (pdr)
on the y-axis. The availability Ps is depicted using a color gradient ranging from dark purple (less than 1 nine) to bright
yellow (more than 10 nines). The dashed diagonal line helps show the relationship between pdr and por. The upper half shows
availability when pdr > por, and the lower half indicates availability when por > pdr.

with a replica availability of 0.97. This happens because Con-
fidential Spire has the highest number of agreement replicas
N , followed by Spire. Decoupled Spire has fewest agreement
replicas (see Table IV, Table V and Table VI).

V. AVAILABILITY & MAKING DESIGN DECISIONS

This section introduces a useful approach to visualizing the
possible overall availability values (in nines) using contour
plots. This visualization aids in identifying the combinations of
data center and on-premises replica availability values required
to achieve a specific level of system availability. The models
presented in Section III are used to generate Figures 4, 5, and 6
which illustrate the potential availability values in nines based
on varying values of por and pdr for Spire, Confidential Spire,
and Decoupled Spire, respectively. The solid red line in each
plot represents the target 5-nines system availability threshold,
so choosing any setting of pdr and por that falls on (or above)
this line will allow the system to reach its target availability.

As discussed in Section IV, we expect availability to in-
crease as f increases and as Sa decreases, since these settings
use the greatest number of replicas, which leads to higher
system availabilities once individual replica availabilities cross

about 0.5. For Figures 4-6, this means the f = 2, Sa = 3
settings should have the highest availabilities.

Spire’s availability as shown in Figure 4 and Confidential
Spire’s as shown in Figure 5 have a similar pattern, since they
use the same availability model (Formula 7), and they use
similar numbers of agreement replicas in both the data centers
and on-premises sites. Comparing Table IV and Table V,
there is a minor difference in the total number of replicas
in each configuration, with Confidential Spire having an equal
or greater number of replicas in the on-premises centers given
the same Sa and f . For f > 1, Confidential Spire has higher
availability compared to Spire. Moreover, we can see that
por is more dominant in influencing the overall availability
because higher availability outcomes have a greater space
under the diagonal line, where por is greater than pdr, due
to the romin requirement.

However, Figure 6 illustrates that Decoupled Spire’s avail-
ability has an entirely different pattern than Spire and Con-
fidential Spire. In Spire and Confidential Spire, on-premises
and data center replicas both participate in the BFT agreement
protocol, so it is possible to compensate for one set of replicas
having lower availability by increasing the availability of the

7



0.86 0.88 0.90 0.92 0.94 0.96 0.98

0.86

0.88

0.90

0.92

0.94

0.96

0.98

pdr

p dr
<p or

f = 1 | Sa = 3

5

10

0.86 0.88 0.90 0.92 0.94 0.96 0.98

0.86

0.88

0.90

0.92

0.94

0.96

0.98

p dr
<p or

f = 1 | Sa = 4

5

10

0.86 0.88 0.90 0.92 0.94 0.96 0.98

0.86

0.88

0.90

0.92

0.94

0.96

0.98

p dr
<p or

f = 1 | Sa = 5

5

10

0.86 0.88 0.90 0.92 0.94 0.96 0.98
por

0.86

0.88

0.90

0.92

0.94

0.96

0.98

pdr

p dr
<p or

f = 2 | Sa = 3

5

10

0.86 0.88 0.90 0.92 0.94 0.96 0.98
por

0.86

0.88

0.90

0.92

0.94

0.96

0.98

p dr
<p or

f = 2 | Sa = 4

5

10

0.86 0.88 0.90 0.92 0.94 0.96 0.98
por

0.86

0.88

0.90

0.92

0.94

0.96

0.98

p dr
<p or

f = 2 | Sa = 5

5

10

5

5

10
10

1

2

3

4

5

6

7

8

9

10

#
 of nines in Ps

Fig. 5: Confidential Spire availability in terms of number of nines. All the scenarios have two on-premises sites (So = 2).
Each subplot illustrates the availability Ps, with on-premises replica availability (por) on the x-axis and data center replica
availability (pdr) on the y-axis. The availability Ps is depicted using a color gradient ranging from dark purple (less than 1
nine) to bright yellow (more than 10 nines). The dashed diagonal line helps show the relationship between pdr and por. The
upper half shows availability when pdr > por, and the lower half indicates availability when por > pdr.

other. For example, for Spire (in Figure 4) with f = 1, Sa = 3,
even when data center replica availability pdr is about 0.86
(less than 1 nine), the system can reach 5-nines availability
as long as the on-premises replica availability por is at least
about 0.93. In contrast, for Decoupled Spire (in Figure 6)
f = 1, Sa = 3, it is impossible to reach 5-nines availability
unless the on-premises and data center replica availabilities
are each at least about 0.91. Since on-premises replicas do
not participate in the agreement protocol for Decoupled Spire,
we also see that increasing the number of agreement sites does
not affect the por required to reach 5-nines availability; it is
about 0.91 for f = 1 and about 0.87 for f = 2 for all Sa

settings. However, the required pdr increases as Sa increases,
because the total number of replicas decreases and the ratio
of the quorum size rmin to the total number of agreement
replicas N increases (see Table VI).

Appendix B contains additional analyses that consider the
effects of lower por and pdr values and how changing the
parameters f and Sa could affect this relationship.

VI. ANALYSIS WITH REALISTIC AVAILABILITY VALUES

Table III presents a snapshot of system availabilities (in
nines) for representative settings of por and pdr. We consider

two levels of replica availability: high and low. The specific
values are based on Amazon EC2’s Service Level Agreement
(SLA) [8], where high availability is 99.5% and low availabil-
ity is 95.0%. To better understand the influence of on-premises
and data center replica availabilities, we consider four settings:
high por and pdr, high por and low pdr, low por and high
pdr, and low por and pdr. In practice, we expect that the high
por and low pdr case is likely to be the most realistic, since
on-premises sites typically use servers designed to operate for
long periods in industrial environments, while data centers use
less reliable commodity hardware.

Meeting the 5-nines theshold. Our first observation is
that Classical BFT with f = 1 does not meet the 5-nines
availability threshold for any of the four por and pdr settings.
For f = 2 and f = 3, it meets this threshold as long as the
on-premises availability is high (data center availability does
not matter, since we assume Classical BFT operates in a single
on-premises site). The higher f settings correspond to larger
N values, which lead to higher system availability. In contrast,
the network-attack-resilient BFT systems reach the 5-nines
threshold in most configurations, even for f = 1. Confidential
Spire crosses the 5-nines threshold in every configuration we
consider. For Spire, the only cases where it fails to reach 5-
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Fig. 6: Decoupled Spire availability in terms of number of nines. All the scenarios have two on-premises sites (So = 2).
Each subplot illustrates the availability Ps, with on-premises replica availability (por) on the x-axis and data center replica
availability (pdr) on the y-axis. The availability Ps is depicted using a color gradient ranging from dark purple (less than 1
nine) to bright yellow (more than 10 nines). The dashed diagonal line helps show the relationship between pdr and por. The
upper half shows availability when pdr > por, and the lower half indicates availability when por > pdr.

TABLE III: Configurations availability in Nines

Input Classic BFT Spire Confidential Spire Decoupled spire

por pdr Sa = 1 Sa = 3 Sa = 4 Sa = 5 Sa = 3 Sa = 4 Sa = 5 Sa = 3 Sa = 4 Sa = 5

f
=

1

High on-premises & data 0.995 0.995 3.833.83 16.0416.04 10.8510.85 10.8510.85 16.0416.04 12.5812.58 12.5812.58 12.6112.61 10.8410.84 9.119.11
High on-premises & Low data 0.995 0.95 3.833.83 11.9311.93 6.98 6.98 11.9311.93 8.6 8.6 7.2 4.95 4.2
Low on-premises & High data 0.95 0.995 1.851.85 8.98 6.98 6.98 8.98 7.62 7.62 6.64 6.64 6.63
Low on-premises & data 0.95 0.95 1.851.85 7.2 4.95 4.95 7.2 5.71 5.71 6.53 4.95 4.19

f
=

2

High on-premises & data 0.995 0.995 5.375.37 22.6422.64 15.7615.76 14.0414.04 22.6422.64 17.4817.48 17.4817.48 16.0616.06 15.5915.59 12.3112.31
High on-premises & Low data 0.995 0.95 5.375.37 16.6516.65 9.3 8.63 16.6516.65 11.7611.76 11.7611.76 9.9 6.94 5.45
Low on-premises & High data 0.95 0.995 2.432.43 12.4512.45 10.2310.23 9.08 12.4412.44 10.3810.38 10.3810.38 8.13 8.13 8.13
Low on-premises & data 0.95 0.95 2.432.43 9.9 6.94 6.2 9.9 7.68 7.68 8.12 6.92 5.45

f
=

3

High on-premises & data 0.995 0.995 6.896.89 29.2229.22 18.9418.94 17.2217.22 29.2229.22 22.3722.37 22.3722.37 19.5219.52 18.8418.84 15.5115.51
High on-premises & Low data 0.995 0.95 6.896.89 21.3721.37 11.811.8 10.310.3 21.3721.37 14.9114.91 14.9114.91 12.5812.58 8.18 6.7
Low on-premises & High data 0.95 0.995 2.992.99 15.8915.89 11.811.8 11.1711.17 15.8915.89 13.1313.13 13.1313.13 9.62 9.62 9.62
Low on-premises and data 0.95 0.95 2.992.99 12.5812.58 8.18 7.44 12.5812.58 9.65 9.65 9.62 8.16 6.7

1 2 3 4 5 6 7 8 9 10

# of nines in Ps

Table Description: Classic BFT configuration scenarios based one parameter which is the the number of faulty replicas (f ). For network-attack-resilient
BFT, all the scenarios have two on-premises sites (So = 2) as a constant parameter. The variable inputs are: on-premises replica availability (por) and data
replica availability (pdr), the number of agreement site (Sd), the number of faulty replicas (f ).
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nines are when all replicas have low availability and we are
using Sa = 4 or Sa = 5 with f = 1. Decoupled Spire is
similar to Spire except that it also fails to meet the 5-nines
threshold for the Sa = 4, 5, f = 1 case when the on-premises
replicas have high availability and the data center replicas have
low availability. This is because Decoupled Spire cannot use
its on-premises replicas to compensate for the low availability
data center replicas in the agreement protocol the way Spire
and Confidential Spire can.

On-premises vs. Data replica availability. For Confiden-
tial Spire, on-premises replica availability consistently has
a greater impact on the overall system availability than the
data center replica availability; system availability is higher
in the high por low pdr cases than in the high pdr low por
cases. This is because: 1) there are more total on-premises
replicas than data center replicas, and 2) it requires romin on-
premises replicas to be available. We do not see the same
consistent effect in Spire, as it only requires a single on-
premises replica to be available (romin

= 1), and the number
of data center replicas is not consistently less than the number
of on-premises replicas (see Table IV). For Decoupled Spire,
we see the opposite effect: the system availability is limited by
the availability of the data center replicas. The case where on-
premises availability is high but data center availability is low
is nearly the same as the case where both are low, especially
for Sa > 3.

Increasing Sa. In most configurations, increasing the num-
ber of agreement sites decreases the number of replicas, which
also decreases the overall availability. For Spire, we see that
the on-premises replica availability has a larger impact on
system availability for Sa = 3, since there are significantly
more on-premises replicas than data center replicas in these
cases (No > Nd). For Sa = 4, 5, the numbers of on-premises
and data center replicas are similar, so there is less of a
difference. For Spire’s f = 1 case, increasing the number of
sites beyond 4 does not reduce the number of replicas required
(i.e. No and Nd are the same for Sa = 4 as they are for
Sa = 5), so the overall availabilties for the Sa = 4 and Sa = 5
cases are the same. This is also true for Confidential Spire for
all f = 1, 2, 3.

Increasing f . Increasing the number of faulty replicas
directly increases the total number of replicas, which, as dis-
cussed above, results in increasing overall system availability
for all configurations.

VII. RELATED WORK

Prior work has developed availability models of crash fault
tolerant and Byzantine fault tolerant systems to provide design
insights. The authors of [9] analyzed three fault-tolerant sys-
tems (crash fault-tolerance, XPaxos, and BFT) under three po-
tential scenarios: crash failure, Byzantine failure, and network
delay or disconnection (partitioning). The authors conclude
that BFT is more available than crash fault-tolerance and
XPaxos. The availability model captures different scenarios,
however they do not analyze the effect of varying the availabil-
ity attributes in the developed models on overall availability.

Another study [10] formulated the availability of several BFT
configurations to identify the best BFT configuration under
parallel and serial attacks. They also developed an availability
analysis for parallel and serial proactive recovery. One of main
conclusions is that the greater the number of replicas partici-
pating in the system, the more available the system becomes.
Marcozzi et al. in [11] utilized a Continuous Markov chain
model in developing their analytical availability evaluation for
Internet of Things (IoT) BFT systems using three different
risk levels and f faulty replicas, assuming that the failure
rate has an exponential distribution. They concluded that the
number of replicas has an inverse impact on the availability,
and that tuning the number of replicas needed in a quorum to
(5/6 N) enhances this relationship overall. An enhancement to
this work is conducted in [12] by generalizing the availability
model to consider different models for the number of faulty
replicas. They use a random variable to determine the number
of faulty replicas f and compare the effect of four different
distributions (Uniform, Right-truncated Poisson, Binomial and
Degenerate) on the overall availability. However, both works
[11], [12] do not adopt well established numerical methods for
solving the Markov Chain based on using the normalization
condition together with the generator matrix to determine
the state probabilities [7], [13]. Thus the numerical results
presented are questionable.

Compared to prior work, our analysis is novel in considering
the impact of different replica types (i.e. whether they are
on-premises servers or data center servers), and in analyzing
recent network-attack-resilient BFT configurations that use the
combination of on-premises servers and data center servers to
balance privacy and cost concerns. Our availability models
complement the existing literature by taking into account the
availability of on-premises servers and data center servers and
focusing on availability under non-malicious failures.

VIII. CONCLUSION AND FUTURE WORK

BFT replication can make critical systems more resilient
against failures and attacks. However, building and deploying
BFT systems poses a challenge due to their complexity and
cost. Thus, developing an availability model is essential to
assess the resiliency of a BFT system prior to deployment. This
paper developed availability models that differentiate between
on-premises and data center replicas for three recent network-
attack-resilient BFT systems, Spire, Confidential Spire and
Decoupled Spire. Through a comprehensive analysis of these
systems under various configurations, our findings indicate
that configurations with three sites in the agreement protocol
typically have the highest availability. Of the three systems,
Confidential Spire achieves the highest availability, followed
by Spire and then Decoupled Spire. Decoupled Spire’s lower
availability results from its higher dependance on the data
center part of the system. A future direction for this research
is to consider the availability of sites (in addition to replicas)
and how that affects the availability of these configurations.
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APPENDIX A
CONFIGURATION ATTRIBUTES

Table IV, Table V and Table VI present the configuration
attributes for Spire, Confidential Spire, and Decoupled Spire,
respectively, calculated according to the formulas in Table I.
In these tables, we use So = 2 as a constant input and vary
the f and Sd parameters. We consider the threshold number of
compromised replicas f = [1, 2, 3] for all the configurations.
For Spire and Confidential Spire, the list of number of data
sites is Sd = [1, 2, 3, 4, 5], while in Decoupled Spire it is Sd =
[3, 4, 5, 6, 7], resulting the total of number of agreement sites
Sa = [3, 4, 5, 6, 7] for all the configurations. The tables show
the total number of on-premises replicas No, total number
of data center replicas Nd, the required number of available
agreement replicas rmin and the required number of available
on-premises replicas romin .

APPENDIX B
COMPARING THE EFFECT OF DATA CENTER VERSUS

ON-PREMISES REPLICA AVAILABILITY

This section analyzes the relationship between on-premises
and data center replica availability (por and pdr) and how

they affect the overall availability PS . It focuses on the case
where on-premises replica availability is higher than data
center replica availability (por > pdr), which we expect to
be the most realistic scenario, as discussed in Section VI. To
provide additional insight, it also considers the case where data
center replica availability is higher than on-premises replica
availability (pdr > por).

Figure 7 compares the three network-attack-resilient BFT
configurations (Spire, Confidential Spire, Decoupled Spire)
in addition to the Single Server (N = 1) and Classic BFT
configurations (N = 4, f = 1) as baselines. The constant
parameters for the three configurations are two on-premises
sites (So = 2), four total agreement sites (Sa = 4) and one
faulty replica (f = 1).

Notably, in Figure 7a.1, as pdr decreases, the availability of
the Decoupled Spire configuration drops rapidly compared to
the other configurations. Additionally, as shown in Figure 7a.3,
Decoupled Spire fails to achieve five nines availability when
the data center replica availability is 90% or less of the on-
premises replica availability. A further observation is that
the impact on Decoupled Spire availability is severe when
pdr = 75%por (“green dotted trend”), as it does not outper-
form the orange single server trend. However, in Figure 7b.1,
Decoupled Spire handles the decrease in the on-premises
replica availability better than the other configurations when
pdr > por until pdr = 0.96 as in Figure 7b.3, with the less
available Decoupled Spire trends failing to pass the five-nines
threshold. Spire and Confidential Spire’s less available trends
eventually surpass the less available trends for Decoupled
Spire and exceed five-nines at approximately pdr = 0.98.
From the analysis in Figure 7, it is evident that even with
highly available on-premises control center servers, the data
center servers must also be robust and vice versa. Hence, for
Decoupled Spire, it is necessary to invest in both a high-quality
data center and robust on-premises servers.

Moving to Spire and Confidential Spire, it is apparent that
the decrease in on-premises server availability has a more
significant impact (as in Figure 7b.1) than the availability of
data center replicas (as in Figure 7a.1), as seen in the dashed
and dotted lines for Spire (red trend) and Confidential Spire
(blue trend). Comparing between the trends in Figure 7a.3
and Figure 7b.3, the achievement of 5-nines is shifted to
the left in Figure 7a.3. Moreover, according to Figure 7b.1,
Spire and Confidential Spire trends get closer to each other as
por decreases, noting that Confidential Spire performs slightly
better than Spire in coping with the reduction of por. This can
be attributed to the fact that Confidential Spire has two more
servers in its on-premises sites than Spire. However, lowering
either of the server types’ availability (on-premises or data) by
25% makes all the configuration have poor availability (lower
than 5-nine threshold).

In summary, Spire and Confidential Spire are slightly more
affected by variations in on-premises replica availability, while
Decoupled Spire is more impacted by data center replica
availability. In addition, Decoupled Spire has a significant
challenge to achieve a overall availability beyond the five-nines
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TABLE IV: Spire Configuration Attributes

f = 1 f = 2 f = 3

Sa No Nd rmin romin No Nd rmin romin No Nd rmin romin

Sd = 1 3 12 6 10 1 18 9 15 1 24 12 20 1

Sd = 2 4 6 6 7 1 10 9 11 1 12 12 14 1

Sd = 3 5 6 6 7 1 8 9 10 1 10 12 13 1

Table Description: This table shows the results of the formulas in Table I for Spire configurations with So = 2 on-premises sites for varying numbers of
tolerated faulty replicas (f ) and data center sites (Sd). It shows the number of agreement sites (Sa), number of on-premises replicas (No), number of data
center replicas (Nd), the minimum number of replicas required for the agreement protocol (rmin), and the minimum number of replicas required in the
on-premises sites (romin ).

TABLE V: Confidential Spire Configuration Attributes

f = 1 f = 2 f = 3

Sa No Nd rmin romin No Nd rmin romin No Nd rmin romin

Sd = 1 3 12 6 10 2 18 9 15 3 24 12 20 4

Sd = 2 4 8 6 8 2 12 9 12 3 16 12 16 4

Sd = 3 5 8 6 8 2 12 9 12 3 16 12 16 4

Table Description: This table shows the results of the formulas in Table I for Confidential Spire configurations with So = 2 on-premises sites for varying
numbers of tolerated faulty replicas (f ) and data center sites (Sd). It shows the number of agreement sites (Sa), number of on-premises replicas (No),
number of data center replicas (Nd), the minimum number of replicas required for the agreement protocol (rmin), and the minimum number of replicas
required in the on-premises sites (romin ).

TABLE VI: Decoupled Spire Configuration Attributes

f = 1 f = 2 f = 3

Sa No Nd rmin romin No Nd rmin romin No Nd rmin romin

Sd = 3 3 8 18 10 2 12 27 15 3 16 36 20 4

Sd = 4 4 8 12 7 2 12 19 11 3 16 24 14 4

Sd = 5 5 8 10 6 2 12 15 9 3 16 20 12 4

Table Description: This table shows the results of the formulas in Table I for Decoupled Spire configurations with So = 2 on-premises sites for varying
numbers of tolerated faulty replicas (f ) and data center sites (Sd). It shows the number of agreement sites (Sa), number of on-premises replicas (No),
number of data center replicas (Nd), the minimum number of replicas required for the agreement protocol (rmin), and the minimum number of replicas
required in the on-premises sites (romin ).

threshold when either the on-premises or data center replica
availability is reduced.

In the following two sections, we investigate the impact of
changing other configuration parameters on the relationship
between data center and on-premises replica availability (por
and pdr) and how they affect the overall availability PS .
First, we explore the effect of altering the number of faulty
replicas (f ). Then, we investigate the influence of the number
of agreement sites (Sa) on the system’s availability.

A. The effect of faulty replica threshold (f )

In Figure 8, as in 8a.1, 8b.1 and 8c.1, we expect that
with higher numbers of tolerated faulty replicas f and higher
replica availabilities, the overall availability PS will also be
higher. This expectation arises because increasing f results in
having more servers in each configuration setup as discussed
in Section IV-A.

Comparing the three configurations with each other, De-
coupled Spire (green trends) has a substantial decrease in PS

when pdr decreases. Spire (red trends) and Confidential Spire
(blue trends) follow similar patterns, with Confidential Spire
having its trends closer together because it is less affected

by the decrease in pdr since it has fewer data center servers
relative to its total number of servers.

Additionally, as noted in Figures 8a.1-8c.1, the availability
trends of Spire and Confidential Spire intersect with each
other at por values less than 0.5. While Spire is initially
more available, Confidential Spire surpasses it as por increases.
This intersection happens later (at a higher por value) for the
por = pdr case, and earlier as pdr decreases. In addition,
as f increases, the intersection points occur at lower overall
availability values PS , due to the increase in the number of
replicas N as mentioned earlier in Section IV-A. In general, as
f increases, Figures 8a.2-8c.2 show that the replica availability
values needed to reach the 5-nines threshold decrease.

Figure 9 explores the effect of less available on-premises
replicas (por < pdr). The figure shows the pdr and corre-
sponding overall availability for Single Server, Classic BFT,
Spire, Confidential Spire, and Decoupled Spire for different
values of the f threshold.

Compared to reducing pdr (Figure 8), reducing por (Fig-
ure 9) has a greater impact on Spire and Confidential Spire’s
availabilities, because the number of replicas in the on-
premises sites is generally higher than the number of data
center replicas for those configuration. This changes the spac-
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Fig. 7: Availability with respect to different effects of less available on-premises versus data center replicas. The trends show
the availability of the five system configurations as explained in the legend. Network-attack-resilient BFT configurations use
parameters f = 1, So = 2 and Sa = 4. The first row representing Figures 7a.1, 7a.2, and 7a.3 illustrate the PS (y-axis) in terms
of on-premises server availability por (x-axis) with lower data center server availability pdr, as follows: solid lines indicate
equal probability of both por and pdr, dashed lines indicate 10 percent lower availability, and dotted lines indicate 25 percent
lower availability. Alternatively, the second row representing Figures 7b.1, 7b.2, and 7b.3 show PS (y-axis) in relation to data
server availability pdr (x-axis) with lower on-premises server availability por.

ing of the intersection points between Spire and Confidential
Spire, with intersections occurring at higher pdr values.

However, Decoupled Spire configurations seem less im-
pacted by reducing por. The green trends in Figures 9a.1-9c.1
are closer to each other, and they generally outperform the
less available Spire and Confidential Spire dashed trends in
addition to Single Server and Classic BFT trends. This demon-
strates that with more data replicas than on-premises replicas,
Decoupled Spire can mitigate the impact of weak on-premises
replicas, but this observation has a limit where the availability
of the on-premises replicas should be por >= 0.864 and
pdr >= 0.96, otherwise Decoupled Spire will not surpass the
five-nines threshold as shown in Figure 9a.2 because no data
replica can serve as a substitute for the role of an on-premises
replica or vise versa.

B. The effect of agreement site number (Sa)

This section examines how the number of agreement
sites (Sa) for the three configurations affects the overall
availability (Ps) and the relationship between por and pdr.

We describe this effect in two figures: Figure 10 illustrates the
consequence of decreased availability in data center replicas
(pdr), while Figure 11 illustrates the consequence of decreased
availability in on-premises replicas (por).

Figure 10 highlights the effect of increasing the number of
agreement sites Sa with lower pdr. As expected in general,
having more sites in all configurations leads to a decrease in
the number of replicas and, consequently, a decrease in the
overall availability PS .

In Spire and Confidential Spire, both on-premises sites and
data centers participate in performing the consensus protocol.
These configurations can withstand a disconnection of one
site, which can be either a data center site or an on-premises
site. This means that the overall availability is similarly
dependent on both por and pdr. Thus, Spire (Figure 10a.1)
and Confidential Spire (Figure 10a.1) share some common
characteristics. The blue trends representing Sa = 4 and green
trends representing Sa = 5 overlap indicating equal overall
availability PS because both resulting configurations have an
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Fig. 8: Availability based on on-premises replicas availability with different effects of less available data center replicas under
different faulty replica thresholds f . There are three main set of plots: a, b, and c, representing different thresholds for the
number of faulty replicas: f = 1, f = 2 and f = 3, respectively. Each plot represents the availability of the five system
configurations as shown in the legends. The x-axis represents the on-premises server availability por, and the line styles
indicate how data center server availability compares to the availability of on-premises servers. The line styles are described
as follows: solid lines indicate equal probability of both por and pdr, dashed lines indicate 10% lower availability, and dotted
lines indicate 25% lower availability. The color of the trends distinguishes the configuration type. In the first row, the y-axis
represents the overall availability PS , while in the second row, y-axis represents the number of nines in PS

identical number of replicas in total N (see Table IV and
Table V).

Furthermore, as noted in the Figures for Spire (10a.1) and
Confidential Spire (10b.1), the first three intersection points
for different values of Sa are arranged in increasing order, and
they all occur when por < 0.5. This suggests that an increase
in por makes configurations with more replicas more available
once por > 0.5. Another interesting intersection highlights the
the fact that a configuration with lower replica availabilities
but more replicas can outperform a configuration with higher
replica availabilities. This behavior is clearly shown in Spire
(Figure 10a.1) and Confidential Spire (Figure 10b.1) at the last
two intersections. In Spire (Figure 10a.1), the availability of
lower pdr when Sa = 3 (red dash line) surpasses availability
when Sa = 5 (green solid line). While in Confidential Spire,
the same intersection points in Figure 10b.1 are shifted to
the right with higher por values. This phenomenon contradicts
our initial expectations, considering that Confidential Spire has
more replicas in the on-premises centers than Spire. However,

the reason for this lies in the fact that Spire can cope with
at least one replica in the on-premises centers (romin

= 1),
whereas Confidential Spire’s romin

is variable and depends
on the input parameters for the configuration. Nevertheless,
romin is always greater than 1 for Confidential Spire. This
implies that Spire can handle more cases, allowing the trends
to intersect at lower por value compared to Confidential Spire.

This can be also described by the ratio between the min-
imum total number of required replicas and the minimum
number of required replicas on the on-premises center, denoted
as rmin : romin

. In Spire, rmin : romin
= rmin : 1 = rmin,

and it is always greater than the corresponding ratio for
Confidential Spire with the same input parameters. However,
Confidential Spire achieves 5-nines before the Spire as in
Figure 10a.2 and Figure 10b.2 which matches our expectation
regarding the impact of the total number of replicas N in
achieving high availability (e.g. surpassing solid green trends
the dashed red trend).

However, Decoupled Spire (Figure 10c.1) shows notably
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Fig. 9: Availability based on data replicas availability with different effects of less available on-premises center replicas under
different faulty replica thresholds f . (a) represents f = 1, (b) f = 2, and (c) f = 3. The color of the trends distinguishes the
system configuration types. The line styles indicate how on-premises server availability compares to the availability of data
center servers pdr. The lines styles are described as follows: solid lines indicate equal probability of both por and pdr, dashed
lines indicate 10 percent lower availability, and dotted lines indicate 25 percent lower availability. The x-axis represents the
data center server availability pdr. The y-axis in the first row represents the overall availability PS , while in second row, y-axis
represents the number of nines in PS .

different relationships between the trends. The trends are
grouped by the availability of the data replicas pdr. As pdr
decreases, the por value at which the S = 3 configurations (red
trends) start to outperform the other configurations increases.
However, none of the configurations with lower pdr can pass
the five-nine availability threshold as observed in Figure 10c.2.

Figure 11 illustrates the influence of less available on-
premises replicas por with a varying number of agreement
sites Sa. As anticipated, having more sites in all configurations
results in a decreased number of replicas and, consequently,
reduced availability.

For Spire and Confidential Spire it is noted in Figure 11a.1
and Figure 11b.1, that there is an observed similar wider
spacing than in Figure 10 (10a.1 and 10b.1) between the
crossing points for trends that have the same por (trends with
the same line style) in an increasing order which indicates that
Spire and Confidential Spire are similarly influenced by pdr
and por, and that por has more influence than pdr on Spire
and Confidential Spire.

On the contrary, Decoupled Spire is more reliant on pdr, as
mentioned earlier. In Figure 11c.1, we observe that there is no

spacing between the crossover points for configurations with
the same por value (trends with the same line style) as noticed
previously in Figure 10c.1. They are all vertically aligned, with
approximately the same pdr value.
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Fig. 10: Availability analysis based on on-premises replicas availability with different effects of less available data replicas
with different numbers of agreement sites Sa. The availability the configurations are presented in each column: Spire in (a)
and Confidential Spire in (b) and Decoupled Spire in (c). These scenarios are configured with f = 1 and So = 2. The color of
the trends distinguishes the number of agreement sites (Sa) as follows: “red” for Sa = 3, “blue” for Sa = 4, and “green” for
Sa = 5. The line styles in the figures represent the availability of the data center server (pdr) compared to the availability of
por: solid lines denote equal probability for both por and pdr, dashed lines indicate a 10 percent reduction in availability, and
dotted lines signify a 25 percent reduction in availability. The x-axis represents the availability of on-premises center replicas
(por). In the first row the overall availability (PS) is on the y-axis, while in second row the y-axis corresponds to the number
of nines in PS .
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(b.2) Confidential Spire Ps in # nines
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(c.2) Decoupled Spire Ps in # of nines
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Fig. 11: Availability analysis based on data replicas availability with different effects of less available on-premises replicas
with different numbers of agreement sites Sa. The availability the configurations are presented in each column: Spire in (a)
and Confidential Spire in (b) and Decoupled Spire in (c). These scenarios are configured with f = 1 and So = 2. The color of
the trends distinguishes the number of agreement sites (Sa) as follows: “red” for Sa = 3, “blue” for Sa = 4, and “green” for
Sa = 5. The line style is describes the por compared to pdr as follows: solid lines denote equal probability for both of them,
dashed lines indicate a 10 percent reduction in availability, and dotted lines indicate a 25 percent reduction in availability. The
x-axis represents the availability of data center replicas (pdr). In the first row the overall availability (PS) is on the y-axis,
while in second row the y-axis corresponds to the number of nines in PS .
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