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Abstract

Most areas of engineering, science, and management use important tools based on
probabilistic methods. The common thread of the entire spectrum of these tools is
aiding in decision making under uncertainty: the choice of an interpretation of re-
ality or the choice of a course of action. Although the importance of dealing with
uncertainty in decision making is widely acknowledged, dissemination of probabilistic
and decision-theoretic methods in Artificial Intelligence has been surprisingly slow.
Opponents of probability theory have pointed out three major obstacles to applying it
in computerized decision aids: (1) the counterintuitiveness of probabilistic inference,
which makes it hard for system builders, experts, and users to translate knowledge
into probabilistic form, create knowledge bases, and to interpret results; (2) the quan-
titative character of probability theory, which implies collection or assessment of vast
quantities of numbers and, since these are not always readily available, raises questions
about their quality; and (3) closely related to its quantitative character, the computa-
tional complexity of probabilistic inference. Its proponents, on the other hand, point
out that probability theory is the soundest formalism for dealing with uncertainty,
outperforming its competitors in most applications. These two extreme views suggest
a dilemma: is it necessary to choose between sound and intuitive inference methods?

This thesis argues for choosing sound inference methods and shows that this dilemma
might not be as hard as it seems. It argues that probability calculus rests on intuitive
and computationally tractable foundations, which provide a good basis for building
human interfaces to decision support systems. The character of this thesis is theo-
retical: starting from a few robust empirical premises, such as the largely qualitative
character of human reasoning and the importance of causality, it develops formal
methods for building human interfaces to decision support systems.

With respect to the building of probabilistic models, the thesis argues on theoretical
and empirical grounds, that it is essential to understand and explore the interaction
between probability and causality. Rather than shying away from the human tendency
to refer to causal relations in the process or knowledge elicitation, or explanation
of results, one can give causality a sound meaning. This is, further, an essential
step for creating intelligent planners, i.e., computer programs capable of constructing
and solving decision models without human assistance. The thesis specifies formal
conditions under which the structure of a Bayesian belief network can be given a
causal interpretation. It demonstrates that the notion of causality in the recently
proposed methods for construction of causal graphs from observations [131, 172] is
almost identical with the notion of causality in econometric models [164]. Causal
discovery procedures can actually be viewed as procedures for discovery of structural



equations forming a model of the observed system and this view seems to offer several
advantages.

With respect to explaining the inference in probabilistic models, two complementary
views of probabilistic reasoning are proposed: belief propagation and scenario-based
reasoning. Belief propagation is based on the concept of updating the belief in a
variable by determining how other variables influence it. Changes in beliefs are caused
by observing how new evidence propagates through all variables that directly or
indirectly depend on that evidence. Scenario-based reasoning is based on weighting
the likelihoods of deterministic scenarios representing possible states of the world.

The thesis takes the position that sound principles of qualitative inference should be
derived from normative laws. It demonstrates the qualitative foundations of prob-
abilistic inference in the context of Qualitative Probabilistic Networks, a formalism
resting on a cognitively robust, qualitative specification of a probabilistic domain
[196]. The thesis proposes an algorithm for qualitative belief propagation, a quali-
tative belief updating scheme with negligible computational cost. The advantage of
qualitative belief propagation over the earlier, graph reduction-based algorithm is that
it does not modify the network. This facilitates generation of explanations and meta-
level reasoning, i.e., reasoning not only about the decision, but also about the model.
The thesis describes also new insights related to intercausal reasoning [77, 198], an
important element of qualitative belief propagation, and a valuable building block for
any uncertain reasoning scheme on its own.

The feasibility of automatic generation of explanations of probabilistic inference is
demonstrated by developing the foundations for two methods of explaining proba-
bilistic inference, one based on belief propagation and the other on scenario-based
reasoning.

A scenario-based algorithm for decision-theoretic inference is proposed. The algorithm
converges on the optimal decision option by pruning options that are provably inferior
and is particularly efficient for problems, with a clearly dominant option. Difficulties
with applying scenario-based reasoning to explanation of decision-theoretic inference
are discussed. It is proposed that an explanation program should be able to represent
utility on a rough absolute scale with a zero point corresponding to the outcome
perceived as status quo. The scenario view of decision-theoretic inference provides
a useful insight into logic-based Artificial Intelligence schemes for reasoning under
uncertainty. The foundations of non-monotonic logics, cost-based abduction, and
model-based diagnosis are discussed. It is demonstrated that these formalisms make
implicit assumptions about utility and provide meaningful results only when these
assumptions are valid. In their current form, they are, therefore, not well equipped
to support decision making under uncertainty in general.

i



Preface

la théorie des probabilités n’est, au fond,
que le bon sens réduit au calcul

(the theory of probabilities is at bottom
only common sense reduced to computation)

Pierre Simon, Marquis de Laplace
“Théorie Analytique des Probabilités,” Introduction

After a couple of centuries of developments in probability theory and statistics,
Laplace’s statement sounds perhaps to many of us ironic. We are inclined to think
that he must have meant some kind of simple textbook exercises involving coins and
dice and not real problems in science or everyday life. With the exception of some
gifted individuals trained in abstract reasoning, most find probability theory anything
but intuitive.

A question that has puzzled me since my very first encounters with probability the-
ory is: if probability theory is, as Laplace claimed, only common sense reduced to
computation, is it then reducible back to common sense? I chose this question to
guide me in my doctoral work. Throughout this thesis, the result of over four years
of studies, I shall firmly argue for an affirmative answer.

I pose this question in a rather limited context, namely that of computerized decision
support systems (DSS) that apply probability theory for uncertainty management.
This limitation changes a deep non-technical question, into a very technical one and
forces the answers to be crisp and practically applicable. The reader will find in
this dissertation specific technical problems, mathematical derivations, theorems, and
engineering work. My quest for common sense, however, will be the leading motive
of all these. By common sense I mean simple insight, ability to relate a complex
probabilistic model, its structure, assumptions, and results back to the real world
system that it is describing. Each part of this thesis is a quest for common sense
understood as above. The idea relating this work to my Computer Science background
is the striking remark made by Richard Hamming: “The purpose of computing is
insight and not numbers.” If Computer Science had its Decalogue, this quote would
undoubtedly take a prominent place there.

Every research paper is merely a progress report. The nature of a quest for common
sense is partly theoretical and partly empirical and it is very legitimate to raise
questions about the empirical validity of the solutions that I am proposing. In this
respect, this dissertation is based primarily on my intuitions, (as the feedback from
my colleagues and advisors has been indicating, these seem to be shared at least by
some of my peers), rigidly captured in practical methods, algorithms, and concrete
advice for model builders. I am presenting proofs for the theoretical validity of my
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statements, yet I am unable to supply hard empirical evidence showing that these
will be effective in user interfaces. In fact, it would be naive to hope that the methods
proposed here will be effective for everybody under all circumstances. The scope of
their application will need careful testing, a task that is perhaps larger in itself than
what I have managed to do this far. My conviction, however, is that the current
results do form a solid foundation for such effort.

I am describing an area that is still largely unexplored. Until recently, the reaction of
the Artificial Intelligence community to probability theory had been rather negative.
The wide-spread belief that it is not possible to comprehend probabilistic inference
and make it efficient caused a considerable resistance in the Computer Science and
Artificial Intelligence communities against applying probability theory in decision
aids. The problem of which approach is most suitable has been on the research agenda
for several years now, with probability theory, originally rejected, steadily regaining
ground in the last decade. My personal view is that with the growing number of
applications where soundness of inference and quality of decisions are at stake, one
cannot afford suboptimal performance. In all such cases, we have little choice, and
instead of looking for a formalism that may be intuitive, we have to understand the
intuition behind the formalism that is sound and has proven to perform best.

Summarizing, the three ideas that guided me in this work are: (1) probability theory
offers the soundest treatment of uncertainty; (2) the real purpose of computing is
insight and not numbers; and (3) probability theory captures common sense, so it
must be possible to recapture common sense out of it. These three ideas motivated
my work on the meaning of causality within probabilistic models, a new algorithm
for qualitative probabilistic reasoning, the development of two new methods for au-
tomatic generation of explanations, decision-theoretic reasoning with scenarios, and
finally clarification of the issues related to reasoning and decision making in artificial
intelligence schemes.

Having described the essence of this work as I perceive it, I leave it to the reader to
judge whether my efforts have been successful.
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Chapter 1

Introduction

Solum certum nihil esse certi.
(The only certainty is that nothing is certain.)

Caius Plinius Secundus (Pliny the Elder)
“Historia Naturalis,” Bk. ii, 7

1.1 Motivation

Uncertainty hardly needs an introduction. It is perhaps the most inherent and the
most prevalent property of the knowledge of the world around us. Incompleteness
of information, imprecision, approximations made for the sake of simplicity, variabil-
ity of the described phenomena, contribute all to the fact that we rarely can make
categorical statements about the world.1

Still, we are bound to live in this uncertain world and make decisions based on our
uncertain knowledge: which job to take, which house to buy, or where to invest our
money. Decisions under uncertainty are by no means limited to our private lives.
Physicians make decisions on a day-to-day basis and these decisions may impact life
and death of their patients. Decisions of the leaders of a country impact all its citizens
through economic, educational, health, environmental, and defense policies. Voters
in turn decide whom to choose. None of these decisions are made under certainty,
either about the available information or about the consequences of actions. It would
not be an exaggeration to state that real-world decisions not involving uncertainty
either do not exist or belong to a truly limited class. Not surprisingly, in most real-

1As Benjamin Franklin expressed it in 1789 in a letter to his friend M. Le Roy, “. . . in this world
nothing can said to be certain, except death and taxes” (The Complete Works of Benjamin Franklin,
John Bigelow (ed), New York and London: G.P. Putnam’s Sons, 1887, Vol. 10, page 170).
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2 CHAPTER 1. INTRODUCTION

world problems, one key to a good decision is proper assessment and processing of
uncertainty (for a comprehensive discussion of the role of uncertainty in quantitative
policy analysis see [118]).

While humans may be rather robust to errors made in many day-to-day decisions,
some decisions have far-reaching implications. This is the motivation for the desire
to develop a normative theory of decision making under uncertainty. Of the calculi
developed for dealing with uncertainty, the oldest and most widely used is probability
theory. Uncertainty in probability theory is measured by a real number between 0.0
(impossible event) and 1.0 (sure event), called probability. The probability of a
proposition is in the subjectivist Bayesian view a measure of personal belief in that
proposition. In a fundamental book outlining the foundations of the subjectivist view
of probability theory and decision theory, Savage [150] proposed a small set of axioms
of rational decision making from which, as he demonstrated, the notions of both
probability and utility can be derived. Violating the axioms of probability theory
leads to inconsistency in probabilities and can be demonstrated to cause a sure loss.
Following the axioms, on the other hand, guarantees consistency. In this respect,
probability theory and decision theory guard against some basic type of errors that
we could make. These theories are called “normative” in the sense that given the
beliefs that an individual holds, they prescribe the choices that this individual should
make. Making any other choices necessarily violates some of the axioms of rational
decision making, and hence, by assumption, is irrational.2

Almost parallel with the development of a normative theory of decision making, be-
havioral decision theorists concentrated on studying actual human decision-making
behavior. Numerous observations, as well as laboratory studies, have demonstrated
that human judgment under uncertainty is often sub-optimal.3 These studies resulted
in the discovery and convincing demonstration of people’s propensity for use of in-
tuitive strategies (heuristics) in their estimates of the likelihood of uncertain events.
These judgmental heuristics make the estimation of probabilities computationally
tractable, but often result in systematic violations of the probability axioms (biases).
Even though there is strong opposition to calling human behavior irrational solely on
this account (e.g., [29]), there seems to be little doubt that data collected in many of
the experiments demonstrate the sub-optimal character of human judgment.

The development of digital computers around the middle of this century made it prac-
tical to model intelligent behavior in humans and to study the nature and mechanisms

2While I personally agree that violating the axioms of probability is in most cases irrational, I
don’t think that the converse is true. An individual might obey the axioms of probability theory,
but violate elementary principles of rationality in some other sense, for example by holding a set of
beliefs that is false (e.g., insisting that 2 + 2 = 5).

3See Dawes [39] for a gentle introduction to what is known about people’s performance under
uncertainty. The anthology edited by Kahneman, Slovic, and Tversky [89] is probably the most
complete source, but it is somewhat less introductory in character.



1.1. MOTIVATION 3

of such behavior. Newell and Simon’s pioneering work in this area supplied strong
evidence for the suitability of production rules (also known as stimulus–response or
S–R rules) as a universal representation of human knowledge [121]. Inspired by their
success in replicating human behavior, various researchers came up with the idea of
computer programs that would imitate human experts in a given domain and would,
therefore, be capable of supporting decision making in that domain at a level com-
parable to human experts. Such programs, called Expert Systems, were based on
production rules elicited from human domain experts [16], and hence had a descrip-
tive rather than normative character.

Coping with uncertainty in these programs took a separate course. The initial suc-
cesses in imitating human expert behavior and technical difficulties with applying
normative methods led to rejection of probability theory on the grounds that it is
both epistemologically and heuristically inadequate. Several researchers argued that
it is unable to represent different types of uncertainty and different aspects of rea-
soning under uncertainty [31, 109, 111, 209]. Its quantitative character, they argued,
implies unsubstantiated precision and is remote to the largely qualitative character
of human reasoning. Its belief updating procedures are incomprehensible to humans
and, hence, difficult to trace and explain. Heuristic inadequacy, they argued, stems
from this quantitative character — unreasonable amounts of data (expert judgments)
and unrealistic computational demands make it difficult to use. Reducing the amount
of data and computational complexity requires unrealistic independence assumptions
and, hence, makes the formalism inadequate to represent many practical domains.
Finally, some researchers voiced the opinion that, from the point of view of decision-
making performance, it doesn’t make too much difference which method is used,
hence, a normative theory is, in fact, obsolete.

Several formalisms have been developed as alternatives to probability theory. To
accommodate uncertainty in production systems, rules were modified by adding to
each hypothesis a so-called “certainty factor,” a number between −1 and 1, describing
the degree of belief in that hypothesis (−1 for complete disbelief, 1 for complete belief)
[1]. The value of each certainty factor was elicited from a domain expert and later fine-
tuned on some training cases. Another new formalism, fuzzy set theory [208], aims
at modeling the largely qualitative character of human reasoning and at representing
vagueness and linguistic imprecision. Its direct descendant, possibility theory, extends
these ideas to a general purpose uncertainty calculus [207]. Dempster–Shafer theory
[158], probably the closest to probability theory, aims at modeling ignorance. Other,
symbolic formalisms have also been developed with an explicit goal of replicating
human reasoning (e.g., non-monotonic logics [142], theory of endorsements [31], and
others [30, 34, 58]).

Each of the new formalisms concentrated on some aspects of human uncertain reason-
ing, but failed to fulfill the role of a general purpose formalism and was later shown to
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exhibit problems in some situations [70, 129, 204]. Also, it has been pointed out that
humans easily cope with a mixture of predictive and diagnostic reasoning, and ex-
hibit reasoning patterns such as “explaining away” or discounting correlated sources
of evidence. Each of these is natural in probability theory, but rather cumbersome, if
possible at all, in other formalisms, raising questions about their epistemological sta-
tus [70, 129]. Cheeseman [24] and Pearl [127] outlined probabilistic representations of
the types of reasoning thought to be the domains of the new formalisms, arguing that
there is no real need for new calculi. Wise and Henrion [204] compared several popu-
lar mechanisms for treatment of uncertainty and interpreted them from the normative
point of view, demonstrating their implicit restrictive independence assumptions and
showing that only in the best case (i.e., when these assumptions are substantiated)
will their performance be as good as that of probability theory. Usually, their be-
havior will be suboptimal in the sense that the calculus will tend to underrespond
or overrespond to evidence, hence it does make a difference which uncertain calcu-
lus is used. The development of influence diagrams [84, 125] and Bayesian belief
networks [129] provided a formal, modular representation of uncertain domains and
reduced the computational complexity significantly by explicit representation and use
of probabilistic independences. Probability theory has again been advocated to be
the soundest and most suitable formalism for treatment of uncertainty within DSSs
[70, 76].

Even though probability theory models well most types of uncertain reasoning, it
seems to be, as a large body of empirical evidence indicates, remote from the cog-
nitive representation of uncertainty. The magnitude of probabilistic influence and
even its direction are often experienced to be counterintuitive. Ironically, the use of
a decision aid requires that the user make an additional hard decision: should the
system’s advice be accepted or rejected? A DSS may on the average perform better
than an unaided human decision maker. Still, there are no infallible computer pro-
grams and trusting a system blindly, whenever there are serious consequences for an
erroneous decision, is dangerous or in some domains, for example in medicine, con-
sidered unethical [181]. Because of this, resistance to numbers without insight and
answers without justifications has been so deep that the ability of a DSS to explain
and justify its reasoning has been postulated to be a major factor for its acceptance.
Lehner et al. [103] show in simple theoretical analysis that the combined performance
of a user and a DSS is very sensitive to how the user decides whether to accept the
system’s advice. Under certain circumstances, aided performance may actually turn
out to be worse than unaided performance. This situation can be prevented if the
users are able to distinguish between good and erroneous advice. It seems, therefore,
that insight into advice is indispensable. But, as explained earlier, decision-theoretic
advice is often counterintuitive, so the argument against probability theory based on
its counterintuitiveness needs to be taken rather seriously.

An alternative path that would avoid this problem is to build descriptive, as opposed
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to normative, systems. One might assume that, if a system’s reasoning imitates a
human expert’s reasoning, then it should be relatively comprehensible to the user.4

However, the literature demonstrating that probability theory is not a good model of
human reasoning also demonstrates that human reasoning under uncertainty is liable
to systematic biases and inconsistencies. Indeed, this is part of the argument for
using normatively based decision aids to help improve on unaided human intuition.
The descriptive approach carries the danger that, along with imitating humans, we
may imitate their cognitive biases. This poses a dilemma: must we choose between
the soundness and the intuitiveness of inference methods? Must we compromise the
performance for understandability?

1.2 Perspective

My personal view is that if forced to make a choice between soundness and intuitive-
ness of inference methods, one should opt for soundness and concentrate all efforts on
making it comprehensible. There are situations in which we do not want or simply
cannot afford sub-optimal decisions. Most people want, after all, to fly airplanes de-
signed using the laws of physics and the tools of mathematics, even though these laws
and tools are comprehensible for few individuals. One wants by all means minimize
the likelihood of an error. Making this choice, I fully agree that counterintuitiveness
of probabilistic inference is a major obstacle in dissemination of normative methods in
decision support systems, but at the same time, I am rather optimistic about possible
solutions to this problem.

One of the keys to making probabilistic inference more intuitive is to explore the
relations between probabilistic models and causality. There is strong evidence that
humans are not indifferent to causal relations in the process of eliciting conditional
probability distributions [184]. Experts are often inclined to construct influence dia-
grams that correspond to their causal models of the system [157]. The same can be
said about the other end of human-model interface: having a model that represents
causal interactions aids in explaining the reasoning based on that model. Experiments
with rule-based expert systems, such as Mycin have indicated that rules alone are not
sufficient for generating understandable explanations and at some level a model incor-
porating the causal structure of the domain is needed [28, 191]. Probability theory,
like most of mathematics, regards causal asymmetry of relations between variables
as immaterial. Most decision analysis textbooks stress strongly that decision models
captured in influence diagrams do not represent causality, but rather probabilistic

4There is, unfortunately, too little evidence that this is indeed the case, so it remains a conjecture.
The assumption underlying it is that reasoning that is similar to the way humans usually think will
be easier to understand.
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dependence, which, they say is perfectly symmetric. Causality plays an important
role in human reasoning,5 and it would be a critical advantage for increasing under-
standability of a model if one could give an exact meaning to causality in probabilistic
models and find a representation for it. There is another important reason for an ex-
plicit representation of causality: prediction of the impact of changes in the structure
of a model. The ability to predict the impact of changes in structure are important
for intelligent decision support systems that generate and evaluate various decision
options without human assistance. To be able to perform this task, they need to have
a way of computing the effect of imposing probability distributions on some of the
variables in a model and this can be done only if the model is causal.6

The representation of probabilistic models on which most of the work in this thesis
will be based are Bayesian belief networks (BBNs) [129], or causal graphs [102]. They
are qualitatively similar to what are known as causal graphs in econometric and
philosophical literature [164, 172]. All probabilistic domains discussed in this thesis
will be represented by BBNs.

Although methods have been proposed to elicit numerical beliefs from humans and the
numerical processing of uncertainty by trained subjects is possible, there is no doubt
that everyday reasoning under uncertainty is rather qualitative in nature. Uncertainty
is usually expressed by verbal qualifiers and comparative terms, like likely, more prob-
able, etc. One of the motivations for the introduction of various new formalisms for
reasoning under uncertainty was the rigid numerical character of probability theory.
Although qualitative specifications of uncertainty are inexact, they are usually very
robust. Ideally, a decision support system should be able to employ a variety of
representations and reasoning schemes. Given a query, a DSS should solve it at the
minimal level of precision required, spending more effort on the critical elements of
the query. Probability theory is deeply rooted in a qualitative formalism that can
form a sound basis for qualitative inference. It is possible to develop partial or quali-
tative data specifications and reasoning mechanisms using probability theory, rather
than rejecting the theory altogether. Sound principles of qualitative inference should
be derived from the normative laws. Starting from scratch and ignoring the laws of
probability might resemble developing qualitative physics that ignores the basic laws
of physics.

Insight into probabilistic inference is not only essential for end users but also im-
portant for policy analysts, DSS designers, knowledge engineers, and even domain

5This includes most scientific reasoning. Causality is specially important for any problems involv-
ing policy making. The impact of a policy on a system, cannot be determined unless the direction
of causal relations in the system are known.

6This problem is equivalent to the problem of planning in artificial intelligence. An agent planning
its course of action needs to know what the effects of its actions will be so that it can be reasonably
sure that the action will help to achieve a goal.
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experts supplying data. By far, however, the end effect of using a computerized de-
cision aid will depend on the ability of the system to expose the rationale behind
any advice to its user. Ideally, a session with a DSS should resemble a conversation
focused on the user’s insight into the problem and into the system’s advice, rather
than just the communication of the advice. Improving the insight that a decision
maker has into the advice generated by a decision aid can be expected to have a di-
rect impact on the overall quality of decisions. Explanations of an aid’s reasoning can
contribute to this insight by stimulating a correct mental model of the aid. Indeed,
a well-controlled study in the context of financial auditing conducted by Ye [205]
has shown performance improvement in a group of users who had been exposed to
explanations (as compared to a control group). My own earlier study [48], involving
a simulated session with a DSS in the domain of screening for breast cancer, showed
similar results. Physicians working with a version of the DSS that provided expla-
nations of its reasoning improved their ability to perform simple Bayesian updating,
compared to subjects working with a version of the same DSS that supplied only
numerical answers.

While I believe that the topic of this thesis is relevant to broader issues in AI, such
as planning under uncertainty and reasoning under constrained resources, I will, with
some exceptions, restrict my discussion to decision support systems.

1.3 Objective

The global objective of this research is to open ways for normative methods, make
probability theory more acceptable for DSSs, and to reduce the barriers to dissemi-
nation of computer-aided decision making.

The objective of this thesis is to lay a formal foundation for the better understanding
of probabilistic models and to improve the user’s insight into advice generated by
decision support systems by providing a common sense interpretation of probabilistic
models and probabilistic reasoning.

1.4 Overview of the Thesis

This introductory chapter has sketched a broad perspective of the problems related
to the employment of probability theory in DSSs. I hope to have convinced the
reader that providing a bridge between the probability calculus and common sense
deserves a major research effort. The aim of the rest of the thesis is to contribute to
building such a bridge. The contribution of this thesis, as I see it, can be compared
to laying the spans for such a bridge. What is equivalent to laying the road, putting
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the pavements, walkways, railing, will require further work, perhaps exceeding the
effort described here.

The spans are supposed to carry the bridge, and therefore one must take care that they
are built of solid material. The thesis will be seeking a common sense interpretation
of probabilistic reasoning, but this interpretation will always be justified by a minimal
dose of the mathematical formalism. This will ensure the solidity of foundations and
preserve crispness of all the statements.

The remainder of this thesis is structured as follows: Chapters 2 through 4 have
an introductory character and provide relevant background information. Chapter 2
reviews the mathematical and technical concepts related to the role of uncertainty in
decision support and outlines the principles of probabilistic DSSs. It discusses main
concepts of probability theory and decision theory, paying particular attention to the
qualitative foundations of both formalisms. It also introduces data structures for the
representation of probabilistic knowledge: belief networks and influence diagrams,
and sketches two existing architectures of probabilistic DSSs.

Chapter 3 covers topics relevant to human interfaces to DSSs. Most relevant to
the topic of this thesis are findings from the “heuristics and biases” school, research
on verbal expressions of probability, and research on human perception of causality.
Process level models of judgment, still scarce, are most directly applicable to the
current work. Philosophical views of scientific explanation are of interest for work
on explanation in DSSs. The chapter concludes with a review of the main issues in
automatic generation of explanations in DSSs and the previous work on explanation
of probabilistic reasoning.

Chapter 4 provides a gentle transition between the pre-existing knowledge and the
work described in the thesis. It evaluates the available psychological evidence and the
existing probabilistic methods, estimating the magnitude of the task of searching for
intuition in probabilistic reasoning. Several sources of optimism are pointed out. The
available psychological evidence demonstrates that probability theory is sometimes
counterintuitive, but at the same time, it provides motivation for normative decision
support and points out the exact places that cause people difficulties. By this, it
supplies numerous valuable data points that can guide the work on user interfaces.
No other scheme for reasoning under uncertainty has been studied empirically to such
extent. The chapter reviews the motivation for explicit representation of causality
in probabilistic models. It argues that causality should not be shyed away from, but
rather embraced and represented explicitly in probabilistic models, bringing these
models closer to human representation of uncertainty. It argues that the new, graphi-
cal representations of probabilistic domains, notably influence diagrams and Bayesian
belief networks, are capable of handling problems that required patching and handi-
crafting in non-probabilistic representations of uncertainty. Bayesian belief networks
are capable of capturing the causal model of a domain, along with qualitative prop-
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erties of relevance, dependence, and independence among the model’s components.
Numerical data, if encoded in the model, allow to derive a quantitative measure of
relevance and supports normatively justified approximations. In fact, simplification
for the sake of explanations can be viewed as the process of decreasing the precision
of the representation. The ability to derive lower levels of specification and, therefore,
changing the precision of the representation makes probabilistic models suitable for
both computation and explanation.

Equipped with this slight dose of optimism, Chapter 5 discusses the foundations
of probabilistic models. It proposes that Herbert Simon’s mechanism-based view of
causality within structural equations models [164] is valuable for user interfaces to
probabilistic models and for computer programs that will be capable of formulating
and solving decision problems (such as AI planners). By comparing belief network
models to simultaneous structural equation models, the chapter formalizes the cir-
cumstances under which the structure of a belief network can be given a causal
interpretation. It then reviews the recent work on discovery of causal relations from
data [131, 172], arguably one of the most exciting developments in science today.
The mechanism-based view reconciles the deterministic view of the world with a
probabilistic one and the active experimental setup with the passive character of ob-
servation. The chapter demonstrates that the mechanism-based view is compatible
with the causal discovery work, and furthermore, that the view of the causal discov-
ery as the discovery of structural equations offers several advantages. Of these, a
clear semantics of causality, based on mechanisms interacting in a system, treatment
of causal symmetry, support for true structural changes in the system, and possible
reusability of causal information are the most important.

Chapter 6 demonstrates the qualitative foundations of probability theory in prac-
tice. It proposes an efficient algorithm for belief updating in qualitative probabilistic
networks [196]. The basis for this algorithm, which will be called qualitative belief
propagation, is the concept of updating belief in a variable by determining how other
variables influence it. Change in belief is caused by observing how new evidence
propagates through all variables that depend directly or indirectly on that evidence.
This algorithm shows that it is possible to perform sound qualitative probabilistic
inference at negligible computational cost. A useful property of the qualitative be-
lief propagation algorithm, compared to an earlier approach [196] is that it does not
modify the network, thereby facilitating meta-level reasoning about the model and
generation of explanations of reasoning.
An element of qualitative belief propagation that is worth mentioning separately is the
concept of intercausal reasoning [129]. For example, even though the use of fertilizer
early in the spring and the weather throughout the growing season can be assumed
to be probabilistically independent, once we know that the crop was extremely good,
this independence vanishes. Upon having heard that the weather was extraordinarily
good, we find the likelihood that an efficient fertilizer had been used in the spring
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diminishes — good weather “explains away” the fertilizer. It seems that “explaining
away” is often exhibited by humans and is, therefore, valuable for any explanation
scheme. It turns out that it is possible to capture it formally, and surprisingly this
seems to have so far escaped attention of philosophers of science and statisticians.
Chapter 6 extends the formal understanding of this type of reasoning beyond what
has been proposed earlier [77, 198].

Chapter 7 proposes scenario-based reasoning, as another way of looking at belief up-
dating. Given a probabilistic model, all possible assignments of values of each of
the relevant variables can be generated. Each assignment, such that every variable
in the model is given a value, is a possible deterministic state of the system, called
a scenario. Obviously, probabilities of different scenarios depend on the probability
distributions of all the variables, and are generally not equal. Most real-world do-
mains exhibit large asymmetries (e.g., at any given day, a large earthquake is orders of
magnitude less likely than no earthquake), which are amplified by the multiplicative
process by which individual conditional probabilities are combined into the probabil-
ity of a scenario. Arguably, there are always a relatively small number of very likely
scenarios. This suggests an elegant way of approximating probabilistic inference both
for the sake of computability and explanations: selecting the most probable scenarios
and controlling the precision by putting an upper bound on the probability of the
remaining unlikely scenarios. This idea is very close to the cognitive concept of event
schemas (scripts): in most situations, we can easily predict what happened or what
will happen most of the time, just because some states are by far the most likely.
The probability of an outcome in this method is computed by summing the proba-
bilities of all scenarios in which the given outcome participates. Additional evidence
leads to discarding incompatible scenarios, hence changing the relative weights of the
remaining scenarios and indirectly the probabilities of individual outcomes. Informal
process-tracing studies of human uncertain reasoning that I performed earlier [47]
suggest that this scheme resembles the way humans often reason. Reasoning based
on scenario thinking can, therefore, be expected to be comprehensible to humans.

Chapter 8 is devoted to automatic generation of explanations of probabilistic infer-
ence in DSSs. It starts with static explanations, i.e., explanations of the model. The
two views of probabilistic inference, belief propagation and scenario-based reasoning,
are applied to the generation of dynamic explanations (explanations of probability
updates). The qualitative belief propagation algorithm of Chapter 6 allows for de-
termining the sign of change in belief for each variable in the model given some
observations. The signs on variables, along with the signs of influences, can be trans-
lated into natural language sentences describing paths of change from the evidence to
the variable in question. Scenario-based explanations consist of sequences of events,
often appearing as coherent causal explanations of observed evidence. Explanation
is based on comparing the relative likelihood of deterministic scenarios that support
or disprove the hypothesis. Selecting only the most relevant variables and the most
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probable scenarios allows control over the simplicity of the explanations.

Chapter 9 discusses how scenario-based reasoning extends to decision theoretic in-
ference. It proposes an algorithm for decision-theoretic inference based on scenario
thinking. This algorithm puts bounds on the expected utility of each option by consid-
ering scenarios with a large contribution to the expected utility of that option. These
bounds are used for identification and removal of those options that are provably in-
ferior to the currently best option until only one option remains. The algorithm can
be expected to converge rapidly in domains with a clearly dominant option, while its
performance will gracefully degrade if no dominant option is present. I show then a
disturbing problem with applying this method to explaining decision theoretic infer-
ence: due to the nature of normative utility (in particular, no scale and no zero point),
the concept of the most important scenarios is ill-defined. In other words, it is not
possible to identify a scenario or a set of scenarios that are important for a decision.
I suggest that the explanation of this counterintuitive result lies in the difference be-
tween the normative and the cognitive utility (i.e., the difference between the utility
as constrained by the axioms of the expected utility theory and the representation of
utility in human decision making). As a solution to this problem, I propose that an
explanation system should be able to represent utility on a rough absolute scale with
a zero point. This zero point, I argue, is a decision problem-dependent outcome that
is perceived as status quo. The scenario view of decision-theoretic inference provides
a useful insight into logic-based Artificial Intelligence schemes for reasoning under
uncertainty. The remainder of Chapter 9 demonstrates conceptual problems of three
AI schemes: non-monotonic logics, cost-based abduction, and model-based diagnosis.
I demonstrate that these formalisms make implicit assumptions about utility and pro-
vide meaningful results only when these assumptions are valid. In their current form,
they are, therefore, not well equipped to support decision making under uncertainty
in general.

Chapter 10 summarizes the main contributions of the thesis and proposes directions
for further research.



Chapter 2

Uncertainty in Decision Support
Systems

This chapter briefly reviews the principles underlying the application of the subjec-
tivist Bayesian probability theory to treatment of uncertainty in decision support sys-
tems. Particular attention is paid to the probabilistic and decision-theoretic tools for
knowledge representation, notably Bayesian belief networks and influence diagrams,
and how these are usually used in decision support systems.

2.1 Decision Support Systems

Decision support systems (DSS) are interactive computer-based systems that help
decision makers solve decision problems. They attempt to do this by formalizing
knowledge so that it is amenable to mechanical reasoning. Another popular name
for DSS is knowledge-based systems. One class of DSSs, expert systems, originates
from the field of artificial intelligence, and aims at imitating the reasoning of a hu-
man domain expert in solving decision problems. DSSs can also be build on formal
techniques, such as the methods of operations research, or decision theory.

Decision support systems are gaining an increased popularity in various domains,
including engineering, business, and medicine. Although their reasoning power is
still rather limited, they can sometimes approach the abilities of human experts and
outperform practitioners in some domains [40, 116, 206]. They are especially valuable
in situations where the amount of relevant information that needs to be considered
is prohibitive for the intuition of an unaided human decision maker.

This thesis addresses the problem of reasoning and computerized decision support
under uncertainty. I will use the term decision support systems in the narrow sense

12
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of systems employing probability theory as the formalism for reasoning under uncer-
tainty.

2.2 Probability Theory

Uncertainty is an inherent and prevalent property of most types of knowledge. It
arises from sources like incomplete knowledge, disagreement between various informa-
tion sources, linguistic imprecision, statistical variation in the measured population,
measurement error, or approximations. The phenomenon described may be poorly
understood, variable, or even inpredictable, its description may be based on subjec-
tive judgment or a model that is highly uncertain [118]. Finally, the specification of
the quantity may be ambiguous, although this can be theoretically reduced to zero
by a precise description.1

Arguably all practical decisions involve uncertainty. We might cope with uncertainty
simply by worrying about it or pretending it is not there, but there are situations
in which we would like to estimate, reduce, and, if this is not feasible, take it into
account when making the decision.

Of the calculi developed for dealing with uncertainty, the oldest and most widely used
is probability theory. Uncertainty in probability theory is measured by a real number
between 0.0 (impossible event) and 1.0 (sure event), called probability.

2.2.1 Interpretations of Probability

There are several interpretations as to what probability means. These can be roughly
divided into three classes: the frequency interpretation, the propensity interpretation,
and the subjectivist interpretation. In the frequency interpretation, the probability of
an outcome is given the meaning of the relative proportion with which that outcome
would be obtained if the process were repeated a large number of times under similar
conditions. The probability of “heads” in a coin toss can be empirically verified by

1Decision analysis uses so called clarity test [84], which is a mental exercise testing the ambiguity
of a description of an uncertain event by considering whether a clairvoyante, who knows all facts
about the universe, past, present, and future, would be able to tell the outcome of the event given the
description. For example, the outcome “gasoline price” is ambiguous, while “the average retail price
of regular unleaded gasoline in dollars per gallon observed at service stations in the northeastern
United States on January 1, 1990” might pass the clarity test [118].
Some researchers (e.g., Zadeh [209]) view vagueness as inherently different from uncertainty and
needing a separate treatment. Others (e.g., Cheeseman [23, 24] and Pearl [127]) argue that vagueness
is simply uncertainty about the intended meaning and can be easily represented by a probability
distribution over the intended meanings, hence, does not require a separate treatment.
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tossing the coin a large number of times and counting the proportion of times that
the coin fell “heads” with respect to the total number of tosses. In the propensity
interpretation, the probability is thought of as a property of the physical system that
generates the events. A coin has two sides and because of symmetry considerations,
these can be assumed to be equally likely, and therefore the probability of “heads” is
equal to the probability of “tails” and, hence, has to be equal to 0.5 (a biased coin will
have the propensity to fall “heads” with a different probability, but this probability
will be again a property of the coin). The frequency and the propensity views are often
called objectivist, because they interpret probability as an objective property of the
world. In the subjectivist view, often called personalist, personal, or Bayesian view,
the probability of an outcome is a measure of personal degree of belief in that outcome
given the person’s current state of knowledge. A person with no special information
about the coin or the way in which it is tossed might regard both “heads” and “tails”
equally likely, but he or she may equally well give it a different assignment given the
previous experiences with other coins, other relevant information. The person can
also change this assignment in the course of observations.

2.2.2 Subjectivist Bayesian Approach

As almost all problems of interest involve at least some uncertain events and quantities
for which there is either no data available or it is too expensive to collect, decisions are
often based on subjective judgment. This is often the case when the events in question
are unprecedented, such as the event that there will be a nuclear war before the year
2,000 or that the average temperature of the surface of the Earth will raise by 5◦C
by the year 2,050. As an objective verification of this type of probability assignment
is impossible, the frequentist view of probability does not seem to be suitable to
support such decisions and is restricted to events that are repetitive in nature. The
subjectivist view allows for a meaningful treatment of such events. It is worth noting
that if the events are repetitive in nature, in the long run, the subjectivist and the
frequentist views will tend to agree on the assignment of probabilities.

The probability of a proposition in the subjectivist Bayesian view is a measure of
personal belief in that proposition. As two different people may have different infor-
mation relevant to the event, they can have legitimately different measures of belief
in that event. Effectively, there is no measure that can be termed “the” probability.
Bayesian view of probability theory includes methods for eliciting and evaluating ac-
curacy of judgments. As there are doubts whether people have clear intuitions about
their probabilities, proponents of the Bayesian view advocate indirect measurement
in which a person is observed making choice between bets [150]. A person is offered
choice between gambles involving the proposition in question and the choices made
between these gambles are used to estimate the measure of belief that the person has
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in the proposition.

A fundamental principle of Bayesian reasoning is belief updating, which means start-
ing with an initial belief in a proposition and changing this belief as new evidence
accumulates. The initial belief is called the prior probability and the belief that re-
sults from taking evidence into consideration is called the posterior probability. As
evidence can be processed stepwise, the posterior probability obtained in one step
can be used as the prior probability in the next step. The fundamental rule used in
belief updating is Bayes theorem. The simplest form of the Bayes theorem is:

Pr(H|E) =
Pr(H ∩ E)

Pr(E)
=

Pr(E|H)Pr(H)∑
Hi∈Ω Pr(E|Hi)Pr(Hi)

.

Bayes theorem provides a rule for updating belief in a hypothesis H given evidence E.
Pr(H) on the right hand side of the equation is the prior probability of the hypothesis
H, while Pr(H|E) on the left hand side is its posterior probability. Pr(E|H) and
Pr(E) are measures that jointly express the value of the evidence E for the hypothesis
H. One of the ways to obtain Pr(E) is summing its probability over all possible
hypotheses.

Let me demonstrate this fundamental principle on a real example. One of the require-
ments for obtaining a marriage license in the state of Pennsylvania is undergoing a
blood test for syphilis. Let us assume that the test used in this procedure has sensi-
tivity of 98% and specificity of 95%. The prevalence rate of syphilis in the population
of marriage license applicants is approximately 1 case in 1000.2 Let S denote pres-
ence of syphilis, S its absence, let T denote a positive test result, and T a negative
test result. We have Pr(S) = 0.001, Pr(T |S) = 0.98, and Pr(T |S) = 0.95. The
probability that an individual who tested positive for syphilis in this test is indeed a
syphilis carrier can be computed as follows:

Pr(S|T ) =
Pr(T |S)Pr(S)

Pr(T |S)Pr(S) + Pr(T |S)Pr(S)

=
0.98 0.001

0.98 0.001 + 0.05 0.999
= 0.01924 .

The above computation has shown how starting with a prior probability of syphilis
equal to 0.001, we updated it in light of the evidence (in this case a positive test

2Sensitivity and specificity are measures of goodness of a test. Sensitivity is the probability of a
positive test result given presence of the disease. Sensitivity of 0.98 means that of 100 people who
have the disease, 98 will, on the average, test positive and 2 will test false negative. Specificity is
the probability of a negative test result given absence of the disease. Specificity of 0.95 means that
of 100 people who do not have the disease, 95 will, on the average, test negative and 5 will test false
positive. Prevalence is based on epidemiological studies and indicates the fraction of the population
that is affected by the disease (in this case, 1 person in 1000 is, on the average, a carrier of the
disease).
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result) and obtained the posterior probability of syphilis equal to roughly 0.02 . It
is interesting to point out that given the high accuracy of the test, most people find
the low posterior probability in examples like above highly counterintuitive. Still,
the probabilities used in the above example are rather conservative compared to the
actual clinical data (for example, the actual sensitivity of the most popular screening
test, RPG — Rapid Plasma Reagin, can be as low as 80% for primary syphilis).

2.2.3 Decision Theory and Decision Analysis

Bayesian probability theory forms the foundation of a theory of decision making,
usually known as decision theory. While probability theory provides a formalism
for treatment of uncertainty, decision theory extends it with a set of principles for
consistency among preferences and decisions. Preferences describe relative valuations
of outcomes, while decisions are actions that are under decision maker’s control.

Applied branch of decision theory, known as decision analysis [138], has been devel-
oped as a normative aid to human cognitive deficiencies in decision making. Decision
analysis is based on the paradigm that people are able to reliably store and retrieve
their personal beliefs about uncertainty and preferences for different outcomes, but
are much less reliable in aggregating these fragments into a global inference. Decision
analysis includes quantities of methods for model construction, such as methods for
elicitation of probability distribution that allow to minimize human bias, methods for
checking the sensitivity of a model to imprecision in the data, etc. [138, 190].

It should be pointed out that decision theory does not address the first and arguably
the most important step of any decision-making process, notably framing of the deci-
sion problem and generation of the decision alternatives. Although modern textbooks
for decision analysis provide numerous advices and heuristics that aid this stage, fram-
ing a decision problem is essentially an art, requiring much creativity on the part of
decision analysts.

The expected utility theory will be given a more detailed treatment in Chapter 9.

2.2.4 Normative Foundations of Probability Theory

The notion of probability has been shown to be derivable from a set of axioms of
rational decision making and is often given a normative interpretation. In a funda-
mental book outlining the foundations of the subjectivist view of probability theory
and decision theory, Savage [150] proposed a small set of axioms of rational decision
making from which, as he demonstrated, the notions of both subjective probabil-
ity and utility can be derived. He proposed to interpret these axioms as normative
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principles of reasoning under uncertainty. Obeying the axioms of probability theory
guarantees coherence of beliefs. Violating them leads to inconsistency in probabilities
and exposes a person to the risk of a Dutch book [41] against her, i.e., such a combina-
tion of bets that leads to a sure loss. In this respect, probability theory and decision
theory guard against some basic type of errors that rational agents could make. They
are argued to be normative in the sense that for all those who accept rationality of
the axioms, they provide a set of criteria that need to be obeyed in order for beliefs
and preferences to be consistent.

The Dutch book argument does not give any guarantees as to how good decisions
will be if we obey the axioms of probability, but rather shows how bad they will be
if we violate them. In that sense, it argues for the value of necessary minimal rules
of behavior in protecting us from some kind of obvious irrationality. It says that
if there is a decision procedure (for example another formalism for reasoning under
uncertainty) that violates the axioms of probability, it can be demonstrated by the
Dutch book argument that there will be situations under which it will lead to a sure
loss. In that sense, on purely theoretical grounds, probability theory provides us with
a certain rational minimum in reasoning under uncertainty.

Another exposition that is frequently cited in the argument for soundness and the
normative character of probability theory is by Cox [36]. Cox proposes a small set
of reasonable assumptions for reasoning under uncertainty and demonstrates that
the desire to represent the degree of belief in a proposition by a real number and
to be consistent, imply the axioms of probability theory. This argument is often
interpreted as theoretical evidence of the superiority of probability theory over other
numeric formalisms for reasoning about uncertainty.

2.3 Foundations of Probabilistic Decision Support

2.3.1 Factorability and Conditional Independence

Probability theory is well known for its quantifying of beliefs, but at least as important
is its ability to encode qualitative properties of a domain, such as independence and
conditional independence.

Uncertainty about the value of variables in a model can be expressed using a joint
probability distribution over all possible outcomes of these variables. If, for example,
a model consists of three variables x, y, and z, we can specify the joint probability
distribution Pr(xyz|S), where S is the state of available information. Such a specifi-
cation of the joint probability distribution can be rewritten as a product of conditional
probability distributions of each of the variables. This is called factorization of the
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joint probability distribution. Two possible factorizations of three variables x, y, and
z are

Pr(xyz|S) = Pr(x|yzS)Pr(y|zS)Pr(z|S)

Pr(xyz|S) = Pr(z|xyS)Pr(y|xS)Pr(x|S) . (2.1)

Simple combinatorics shows that a joint probability distribution of n variables can
be factorized in n! possible ways, so there are 6 possible factorizations of Pr(xyz|S).
Knowledge of conditional independences among variables allows for simplifications in
the factorized formulas. For example, if we know that x is conditionally independent
of y given z, i.e.,

Pr(xy|zS) = Pr(x|zS)Pr(y|zS) ,

we have by Bayes theorem that

Pr(x|yzS) = Pr(x|zS) .

This allows for a simplification in the factorized formula

Pr(xyz|S) = Pr(x|yzS)Pr(y|zS)Pr(z|S) = Pr(x|zS)Pr(y|zS)Pr(z|S) (2.2)

The above generalizes easily to conditional independence involving sets of variables.

It is interesting to note that the second of the two possible factorizations of the joint
probability distribution (2.1) would not allow for using the information about the
conditional independence of x and y. In fact, the most interesting factorizations are
those that allow for explicit incorporation of most independences. The factorization
of joint probability distribution and explicit use of conditional independences in the
factorized form underly the idea of Bayesian belief networks.

2.3.2 Bayesian Belief Networks

Bayesian belief networks (BBNs)3 introduced by Judea Pearl [129] are a graphical
formalism for representing factorizable joint probability distributions. Although the
theoretical work on probabilistic graphs is still in progress, it will not be an overstate-
ment to say that the introduction of this formalism opened a new world, changed the
way of thinking about probabilities and made much of the research contained in this
thesis possible.

3Also called simply belief networks, belief nets, or causal networks.
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2.3.2.1 Structural Properties

A Bayesian belief network is a directed graph that represents a factorization of the
joint probability distribution. Each variable (described by a factor in the factorized
distribution) represents a node in the belief network. The directed arcs are drawn
from the variables on the right hand side of the conditioning bar to the variable on the
left hand side. The following Bayesian belief network corresponds to the factorization
(2.2)
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Although any factorization can be represented by a belief network, those factorizations
that include more conditional independences explicitly will result in networks that
have a lower number of arcs (it is, in particular, straightforward to show that if there
are no conditional independences in the joint probability distribution, then the graph
will be complete). Graphs of such factorizations will also reflect graphically most
conditional independences, which can be read directly of the graph (consequences of
the conditional independences on the structure of the graph have been captured by
the condition called d-separation [129]). For example, if two nodes are not directly
connected by an arc, then there exists such set of variables in the joint probability
distribution that makes them conditionally independent. A possible interpretation of
this is that the variables are not directly dependent. If there is a directed arc from a
node a to a node b, then there is a term in the factorization in which b is conditioned
on a.

Bayesian belief networks provide a convenient and coherent way to represent uncer-
tainty in uncertain models and are increasingly used for representing probabilistic
knowledge. An example of a domain encoded in a BBN is given in Figure 2.1. This
BBN describes knowledge about possible causes of sneezing of an individual visiting
an unknown house. The individual suffers from frequent colds and is allergic to cats,
both of which are possible causes of sneezing. The network models also other relevant
facts, such as prints of paw marks on the floor that can provide evidence for presence
of a cat. For simplicity, the example assumes that all nodes are binary, that is, have
two outcomes (e.g., cat-present and cat-absent).

Nodes in a belief network represent random variables. Throughout this thesis, I will
often use the terms nodes and variables as synonyms referring to random variables
that are represented by the nodes.
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Figure 2.1: An example of a Bayesian belief network

The example network in Figure 2.1 is singly connected, which means that there is
only one path between any two nodes in the network. Singly connected networks are
also called polytrees. Networks in which there are nodes connected by multiple paths
are called multiply connected. If there were a direct arc between the nodes cat and
dog, the network would be multiply connected.

2.3.2.2 Numerical Properties

A graph tells us much about the structure of a probabilistic domain but not much
about its numerical properties. These are encoded in conditional probability distri-
bution matrices4 (equivalent to the factors in the factorized form) that are associated
with the nodes. It is worth noting that there will always be nodes in the network
with no predecessors. These nodes are characterized by their prior probability distri-
bution. Any probability in the joint probability distribution can be determined from
these explicitly represented prior and conditional probabilities.

2.3.2.3 Reasoning

Structural properties of the belief networks along with the matrices of conditional
probabilities associated with their nodes allow for probabilistic reasoning within the
model. Probabilistic reasoning within a BBN is induced by observing evidence. A
node that has been observed is called an evidence node. Observed nodes become

4I will be concerned in this thesis only with discrete probability distributions, which are prac-
tically the only type of distributions used in belief networks. This is not a restrictive theoretically
condition, as discrete distributions with an infinitely large number of outcomes approach continuous
distributions with arbitrary precision. Practically, continuous distributions can be discretized (three
to five point discrete approximations work remarkably well for most distributions) and discrete
distributions can be extrapolated back to continuous distributions.
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instantiated, which means that their outcome is known with certainty.5 The impact
of the evidence can be propagated through the network, modifying the probability
distribution of other nodes that are probabilistically related to the evidence. Suppose,
that the individual in our example of Figure 2.1 starts sneezing. Node sneezing
becomes instantiated. This tells us something about the likelihood of cold and allergy,
notably both become more likely. If we later observe paw marks on the floor, node
paw-marks becomes instantiated, resulting in an increase of the probability of a cat in
the house (also a dog, but this is of less interest for the possible causes of sneezing),
and indirectly an increase in the probability of allergy. It is interesting to note that
if the directed arcs of a belief network are interpreted causally, the reasoning in the
network can be interpreted as diagnostic and causal inference. Diagnostic inference
involves reasoning from observable manifestations to hypotheses about what may be
causing them, for example, reasoning from sneezing to allergy. Predictive or causal
inference involves reasoning from causes to possible manifestations, for example what
diseases may be the effect of person’s exposure to a certain risk factor (in our example,
it might be predicting allergy after observing a cat).

Incorporating the observed evidence into the network is essentially based on a repet-
itive application of Bayes theorem in order to update the probability distributions
of all nodes in the network. Different ways of applying Bayes theorem and different
order of updating lead to different algorithms. Essentially, the existing algorithms
for reasoning in belief networks can be divided into three groups: message passing,
graph reduction, and stochastic simulation [72].

Explicit representation of independences in belief networks allows for an increased
computational tractability of probabilistic reasoning. Probabilistic inference in singly
connected BBNs is very efficient. Unfortunately, exact algorithms for multiply con-
nected networks are liable to exponential complexity in the number of nodes in the
network. Cooper [35] has shown that the problem is NP-hard in general. Still, rea-
sonable computing times have been observed even in networks consisting of hundreds
of nodes.

2.3.3 Influence Diagrams

Influence diagrams [84] (also called relevance diagrams) are essentially a generalization
of BBN that includes special nodes for representing decisions and values (utilities).
A decision node represents a variable that is under the decision maker’s control —
it’s value is assigned by the decision maker. Arcs in an influence diagram represent
influences, that is probabilistic or informational relations between nodes. An arc

5Each evidence node is an instantiated node, but there can also be nodes that are instantiated
indirectly.
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coming into a decision node denotes an informational relation — it means that the
value of the node from which the arc originates is known to the decision maker at
the time of making the decision. An arc from a decision node to a probabilistic node
n denotes that the action resulting from the decision impacts the value of n (strictly
speaking, the probability distribution of n). Arcs coming into a value node denote
impacts on the utility of the decision.

2.3.4 Architecture of Probabilistic DSSs

Development of Bayesian belief networks and influence diagrams has made applying
probability theory in DSS more feasible than ever and led to a significant rise of
interest in DSSs based on probability theory. At the time of writing this thesis, several
practical systems (and this includes commercial systems) are already operational. As
these systems tend to naturally evolve into two distinct classes, it may be interesting
to compare their structure and architectural organization.

2.3.4.1 Probabilistic Domain Models

In this class of systems, a probabilistic domain is represented by a large belief net-
work encoding the domain’s structure and its numerical specification. The network
comprising the domain model is built on a per-case basis by human decision analysts
or domain experts. An example might be a medical diagnostic system covering a
certain class of disorders.

Queries in such system are answered by instantiating those nodes of the network that
constitute the observations for a particular case, pruning computationally irrelevant
parts of the network, and propagating the impact of the observation through the
network in order to find the probability distribution of some selected nodes of interest
(e.g., nodes that represent diseases). Such network can be per-case extended with
decision nodes and a value node to support decisions.

The idea of these systems is similar to the idea of rule-based expert systems covering
an area of expertise. Practical systems built in this way include general purpose shells
(e.g., Hugin [4], IDEAL [173], DEMOS [69], David [155]) and specialized systems (e.g.,
Pathfinder [65], ALARM [8]).

2.3.4.2 Customized Model Generation

The main idea of this approach is automatic generation of an influence diagram on
a per-case basis in an interactive effort between a decision maker and a computer
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program. The program has domain expertise in a certain area and plays the role of a
decision analyst. During this interaction, the program creates a customized influence
diagram, which is later used for generation of the advice.

The main motivation for this approach is the premise that every decision is unique
and needs to be looked at individually. An influence diagram needs to be tailored to
individual needs.

This approach has been advocated by one group of researchers, notably Samuel Holtz-
man and his colleagues at Strategic Decision Systems Group [80, 140]. Their system,
R&D Analyst, aids in evaluation of corporate research and development projects and
portfolios and is currently available as a commercial product from SDS.

2.3.4.3 Comparison of the Two Approaches

It seems that the two approaches are suited for slightly different applications. The
customized model generation approach is based on the premise that every decision
is unique. It is a serious attempt to automate the most laborious part of decision
making, structuring a problem, so far done with a significant assistance from trained
decision analysts. A session with the program that assists the decision maker in build-
ing an influence diagram is laborious and takes usually several days. This makes the
approach particularly suitable for decision problems that are infrequent and serious
enough to be treated individually. A potential limitation of this approach is that indi-
vidualized domain models are created for unique decisions and are, therefore, difficult
to calibrate over time. It is, of course, possible to calibrate the part of the system
that generates diagrams, but this is a much harder task than adjusting probability
distributions and performing occasional changes in the model in the domain model
approach.

As in the probabilistic domain model approach the domain model exists and needs to
be customized by the case data only, the decision-making cycle is rather short. This
makes it particularly suitable for those decisions that are highly repetitive and need
to be made under time pressure, hence do not allow for individualized treatment. It
seems that this approach makes the task of debugging the program and the domain
model easier. Also, the repetitiveness of the decisions and relatively stable domain
model allow for calibration of the system over time.



Chapter 3

Human Interfaces to Probabilistic
DSSs

This chapter reviews previous research relevant to human interfaces to decision sup-
port systems, covering relevant literature in psychology (Section 3.1), philosophy of
science (Section 3.2), and artificial intelligence (Section 3.3). Most relevant to proba-
bilistic reasoning are the findings originating from a branch of behavioral psychology,
called usually the “heuristics and biases” school. Other relevant psychological litera-
ture includes research on verbal expressions of uncertainty and the role of causality
in human reasoning. Philosophy literature provides a formal treatment of the issue
of scientific explanation and artificial intelligence provides valuable experiences in
automatic generation of explanations in decision support systems.

3.1 Cognitive Representations of Uncertainty

3.1.1 Heuristics and Biases

Human judgment under uncertainty has been a major focus of behavioral research in
the last quarter of the century. A central motivation for this work has been the desire
to compare human judgment against the “gold standard” of the normative probability
theory and decision theory in order to identify places where human decision making
could be improved. Numerous studies have shown that there are serious discrepancies
between how people assess and process uncertainty and how the axioms of probability
theory prescribe it. These studies have found that people usually rely on rules of
thumb, or heuristics, in their estimations of the likelihood of uncertain events. These
heuristics make estimation of probabilities computationally tractable, but often result

24
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in systematic biases and inconsistencies.

A concise summary of the position that is today known as the “heuristics and biases”
school of thought is given by Tversky and Kahneman:

The subjective assessment of probability resembles the subjective assessment of physical
quantities such as distance or size. These judgments are all based on data of limited
validity, which are processed according to heuristic rules. For example, the apparent
distance of an object is determined in part by its clarity. The more sharply the object is
seen, the closer it appears to be. This rule has some validity, because in any given scene
the more distant objects are seen less sharply than nearer objects. However, the reliance
on this rule leads to systematic errors in the estimation of distance. Specifically, distances
are often overestimated when visibility is poor because the contours of objects are blurred.
On the other hand, distances are often underestimated when visibility is good because the
objects are seen sharply. Thus, the reliance on clarity as an indication of distance leads to
common biases. Such biases are also found in the intuitive judgment of probability. [183,
page 1124]

In studying human judgment under uncertainty, it is these biases that are believed
to provide the most information about the cognitive processes used. Designing ex-
periments that lead to errors in human reasoning and observing the nature of these
errors allows to infer the heuristic procedures that most likely led to them.

One of such heuristics is representativeness1, which amounts to judging representative
instances of a category to be more probable than unrepresentative instances. Another
is availability of examples of the judged events in memory. Availability to memory
depends of course on the probability, as this usually affects availability. However, as
availability is also affected by recency and emotional impact, it is not always a good
guide to an objective value of probability. Third well studied heuristic is anchoring
and adjustment, which amounts to estimating probability of an event by starting from
an initial value (e.g., known probability of a similar event) and adjusting that value
to yield the final answer. This procedure is not reliable, as adjustments are typically
insufficient and different starting points, evoked for example by the framing of the
problem, lead to different estimates. Another heuristic, labeled by Kahneman and
Tversky simulation heuristic, amounts to generation of plausible stories and using the
ease with which they come to mind in judging the probability of the component events.
People have also been observed to use their knowledge about causal relations in
probability judgments, especially in judgment of conditional probabilities, confusing
the purely informative character of conditioning with causality.

1Most of this section has a rather concise character. Formal discussion of the most important
research results along with experimental data can be found in an anthology edited by Kahneman,
Slovic, and Tversky [89]. Other sources of information might be a review article by Fischhoff [56] or
a very accessible book by Dawes [39].
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Use of heuristics often leads to inconsistencies and systematic errors. One such sys-
tematic error is known as conjunction fallacy, which is a tendency to judge a con-
junction of an unusual and a likely event to be more likely than the unusual event
alone. A similar bias has been observed for disjunctions of events: in as much as
probabilities of conjunctions of events are overestimated, probabilities of disjunctions
of events tend to be underestimated [39, Section 7.4]. Other violations are neglecting
the effect of the base rate in probability updates (base-rate fallacy) and judging small
sample sizes to be equally informative as large sample sizes (insensitivity to sample
size). Yet other is misconception of chance, e.g., judging sequences of outcomes that
look random more likely than sequences that appear less random (e.g., the sequence
of coin tosses HTTHTH, is judged to be more likely than the sequence HHHTTT).
Other documented biases are insensitivity to predictability, illusion of validity, and
misconceptions of regression.

People tend to seek and focus on confirming evidence, with the result that once they
have formed a judgment, they tend to take potential confirmatory evidence at face
value while ignoring potential disconfirmatory evidence or subjecting it to highly
critical and sceptical scrutiny (this is known as confirmation bias). After an event
has occurred, people often claim that they had predicted the event, even though they
were very uncertain prior to the event (this is known as hindsight bias). People’s
judgment is also sensitive to the framing of the problem (this is known as framing
effect).

Most empirical studies in this area concentrated on simple situations. The probabilis-
tic model of the task, as proposed by the experimenters, involved usually a few, and
typically two interacting variables. An important assumption made by these studies
is, therefore, that the problems observed in the simple experimental situations will
reappear also in complex real-world problems. There is some empirical evidence that
this assumption is justified (Dawes [39] gives several examples of apparent subopti-
mal judgment in real-life situations). Another assumption, leaning itself to tests in
a lesser degree, underlies the treatment of probability theory and decision theory as
“gold standards” for reasoning under uncertainty. Recommending these normative
theories to rational agents, one assumes that these agents possess unlimited compu-
tational resources that make the normative procedures practically applicable to any
imaginable situation. This is, in case of human reasoning, certainly not the case and,
therefore, any statement regarding suboptimality of the heuristics applied by humans
is weak — these heuristic may be optimal given the limited cognitive resources that
are available.

Overall, although one might argue about the extent of the errors, validity of the lab-
oratory results in real life, and the conclusions with respect to human rationality, it
seems clear that human decision makers depart from the idealized rationality of nor-
mative theory and rely on a variety of heuristics that reduce the cognitive load at the
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expense of optimal decision making. It is not only naive subjects who demonstrate
apparent errors and inconsistencies in judgment. Professionals, such as practicing
physicians, have been shown to use essentially the same judgmental heuristics and
be prone to the same biases, although here the degree of departure from the norma-
tively prescribed judgment seems to decrease with experience (e.g., physicians in real
diagnostic context have been observed to take base rates into consideration in their
judgment of probability of a disease in their patients [26, 27]).

3.1.2 Verbal Expressions of Uncertainty

In most day-to-day conversations between humans, uncertainty is conveyed primarily
by means of verbal phrases. The usage pattern and the meaning of different verbal
phrases has been the subject of several studies and a considerable body of psycholog-
ical literature on the subject has accumulated to date. It emerges from this literature
that the verbal expressions are preferred by people in some tasks and in some envi-
ronments, while numerical are preferred in others. In situations where the data about
the described phenomenon or concept to be communicated are not precise, linguistic
expressions offer a natural way of expressing that lack of precision. Use of verbal ex-
pressions instead of numbers in some situations allows to avoid incorrect impression
of precision and implies a vagueness associated with lack of information and with sub-
jective judgment. It has been found that people rely on verbal information especially
when the data are not easily quantifiable, and prefer numerical information when it is
available [19, 210]. People seem to prefer to output their uncertainty in verbal form,
but to receive information in numerical form [13, 192]. Subjects have been observed
to prefer verbal expressions to numerical when dealing with lotteries involving gains,
but numerical estimations in lotteries involving losses [19]. Some studies [18, 19, 210]
report an increase in decision-making performance among those subject who used
verbal expressions of uncertainty as the representation of their choice.

Although each individual uses a relatively small set of phrases, there is a considerable
amount of various verbal uncertainty expressions actively used by people. In an
experiment where the subjects were free to generate their own verbal expressions to
describe probabilities, each subject used on the average 13 phrases, but the total
number of different phrases generated by 20 subjects was 111 [19].

All studies to date seem to agree that most verbal phrases carry a significant ambi-
guity with respect to what probability range they denote. Taken over subjects and
contexts, they cover wide ranges of probability and there is a significant overlap be-
tween the ranges covered by different phrases. Large between-subject variability in
the numerical values assigned to probability terms has been typically observed, even
among experts using verbal descriptions in their work [11, 17, 105]. The variability
of verbal expressions is severly underestimated by people using them. Differences in
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interpretation of phrases between the communicating and receiving side may lead to
confusion in usual communication, while giving the illusion of mutual understanding.2

High between-subject differences are usually attributed to individual differences in
language usage and to context effects [11, 17, 105]. Numerical probability equivalents
for verbal phrases have been observed to be highly context sensitive, although the
context does not substantially influence within-subject order of phrases. One element
of context that has been pointed out in the medical context is the perceived utility
of the outcome with respect to which the phrase is used [113].

An encouraging finding is that the meanings of probability phrases to individuals,
although vague, have been observed to be stable within particular contexts [192].
Subjects have also been found to have a stable rank ordering of different phrases over
time [17]. While some phrases (e.g., possible, probable, or predictable) are inherently
ambiguous and may cover probability ranges as wide as between 0.01 and 0.99 [105],
some verbal expressions (e.g., always, toss-up, never) turn out to be interpreted very
consistently among subjects [19]. Small sets of such “anchor” phrases are ranked
similarly by most people and preserve between-subject ordinal relations [17, 57].

Some researchers [11, 17, 113] suggested a careful choice of a small vocabulary from
among phrases that most people agree upon, that could facilitate precise communi-
cation, while preserving the advantages of verbal communication. Alternatively, such
vocabulary might evolve naturally in communication. One might argue that such a
serious restriction of the vocabulary would reduce discriminating power. Cognitive
psychologists generally agree upon that humans cannot handle, discriminate or reli-
ably transmit information containing too many categories. From this point of view,
discriminative power of the full vocabulary may be illusory.

Elsaesser and Henrion [54] have studied verbal expression of change in probabilities
and relative probability phrases, such as “much more likely” and “a little less likely,”
and proposed a phrase selection function based on fixed difference in probability.
Testing this on a set of eight phrases, they report a 72% accuracy in correspondence
between the phrases selected by this function and the actual subjects’ usage.

3.1.3 Causality

It seems to be an accepted view in psychology that humans attempt to achieve a
coherent interpretation of the events that they observe and that they often organize

2An frequently cited anecdotal example is the judgment of the probability of success of the Bay of
Pigs invasion, where the military advisor’s verbal estimate “fair chance of success” was meant to be
about a 30% chance of success. This phrase was subsequently interpreted by President Kennedy to
be much higher. See: R.D. Behn and J.W. Vaupel Quick Analysis for Busy Decision Makers, New
York: Basic Books, Inc., 1982. Ambiguity resulting from use of verbal expressions of uncertainty
has been extensively studied in medical context. See for example [120].
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their knowledge in schemas consisting of cause-effect relations. Despite the lack of
a widely agreed upon formal definition of what causality is, people do have strong
intuitions concerning presence or absence of cause–effect relations in particular in-
stances. People seem to use systematic rules and strategies for assessing causality,
both in science and everyday life. The irresistible tendency to perceive sequences of
events in terms of causal relations, even if the subject is fully aware that the relation
between the events is incidental, has been demonstrated in a multitude of situations
(a classic monograph in this area is that of Michotte [114]).

In probability theory, similarly to most mathematics, existence of cause and effect
relations between variables is immaterial: all probabilistic dependences are expressed
by conditional probabilities. And so, Pr(A|B) denotes the probability of A given
that B has been observed. This can be easily reversed by Bayes theorem to yield
Pr(B|A).

There is strong evidence that humans are not indifferent to causal relations and often
view dependences as being asymmetric. In an experiment conducted by Tversky and
Kahneman [184], subjects were asked to give the conditional probability that a person
bought a house alarm in a certain year, given that his house was burglarized in the
same year. Another group of subjects was asked to give the conditional probability
that a person’s house was burglarized in a certain year, given that he bought a house
alarm in the same year. Although there was no reference as to which of the events,
burglary or alarm installation happened first, most subjects clearly interpreted the
questions causally, i.e., interpreted the first question as what is the chance that the
owner bought an alarm given that his house had been burglarized, and the second as
what is the chance that the house was burglarized given that the owner had bought
an alarm. This simple experiment suggests the danger that experts during the elic-
itation process may add a causal interpretation to conditional probability if such
interpretation is not given in the question explicitly.

Tversky and Kahneman observed similar effects in answers to various questions
framed in a way similar to the following question: which of the two events is more
probable (1) that a girl has blue eyes if her mother has blue eyes, or (2) that the
mother has blue eyes, if her daughter has blue eyes. Assuming that the distribution
of eye color is essentially the same in successive generations, a possible answer to
this question is that both events are equally probable. Still, more subjects choose
event (1) as more probable, which suggests use of a causal model in their reasoning,
in which the fact that the mother has blue eyes is a causal factor for the color of the
eyes of the daughter.

Tversky and Kahneman suggest that the reason for causal interpretation of con-
ditional probabilities is that subjects rely heavily in their judgment on previously
formed causal schemas. The observed results are explained by the ease of retrieving
information in causal as opposed to diagnostic direction from subjects’ memory.
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Einhorn and Hogarth [50] provide a review of the available evidence on how people
make judgments of causality in uncertain situations, providing links between the
extensive literature on causation and the “heuristics and biases” literature.

Human tendency to think in causal terms finds reflection in the process of building
probabilistic models. Shachter and Heckerman [157], for example, report that experts
often construct influence diagrams that correspond to their causal models of the do-
main. Representing knowledge from unobservable hypotheses to observable evidence
seems to be cognitively simpler and efficient. Most fundamental papers on influence
diagrams or belief networks, even though they deny causal interpretation of directed
arcs in these formalisms, acknowledge that it is usually easier for decision makers or
domain experts to assess conditional distributions in the causal direction as opposed
to diagnostic direction.

3.1.4 Process-Level Models of Judgment

Experimental comparisons of human judgment under uncertainty and formal Bayesian
inference have typically concentrated on simple situations, generally with one hypoth-
esis variable and one evidence variable. Also, there seem to be no studies that would
propose process-level models of judgment. To improve insight into people’s judgment
under uncertainty in more complex tasks, of the sort considered by DSS, I conducted
a series of informal process-tracing experiments. I was interested, in particular, how
humans update their beliefs in light of new evidence. One tentative finding of these
studies was subjects’ propensity to interpret uncertain processes in terms of deter-
ministic scenarios. Such scenario is a sequence of events, often forming a coherent,
causal story. Subjects seemed to judge the likelihood of such a hypothesis by compar-
ing scenarios that included it with scenarios including its complement. If executed
accurately (a difficult task for intuitive judgment), this scheme could be generally
compatible with formal belief-updating methods. I suggested a framework for com-
paring human judgment under uncertainty to Bayesian inference in which subjects’
relevant knowledge is modeled by a belief network and judgmental processes operate
within such network. I suggested that this framework may provide a vehicle for show-
ing how discrepancies between human and probabilistic reasoning originate. Details
of this work can be found in [47].

There have been relatively few other process-level studies of human reasoning under
uncertainty. Payne [126] performed a series of protocol studies of human subjects
making multi-attribute decisions (no uncertainty involved). The methodology applied
allowed him to identify several strategies used by the subjects in decision making, one
of which was eliminating inferior decision options as soon as possible.

Collins and Michalski [34] report experimental work involving informal studies of ver-
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bal protocols of subjects reasoning under uncertainty and propose a theory of human
plausible reasoning. The theory assumes that human knowledge can be represented
as objects or concepts that are related by similarity, generalization, and specialized
relations, and that they are arranged into hierarchies. The building of the hierarchies
and construction of the links is an integral part of the learning process. Plausible
reasoning is an ability to draw inferences when links between concerned objects are
not available.

Pople [137] describes his findings from studying the processes employed by physicians
in medical diagnostic tasks. He reports physicians’ coping with the complexity of the
task by early hypothesis generation. They find in a relatively early phase of diagnosis a
small number of plausible diseases (hypotheses) that explain the symptoms, and then
solve the problem: “Which of these hypothesis is right?,” which is a well structured
problem.

Another process-level study, performed by Mullin [119], explored the processes in
judgment by experts and novices estimating distributions of uncertain quantities
within and outside their area of expertise. Mullin analyzed the protocols at an in-
termediate level (no coding and formal verification) and identified elements common
across subjects in chart diagrams representing strategies employed by each of the
groups of subjects.

3.2 Scientific Explanation

The discipline where the concepts of understanding and explanation have received a
formal treatment is philosophy of science. Explanation has been a focus of interest of
philosophers of science since antiquity. The origins of the modern views on scientific
explanation can be traced back to the distinction between the knowledge of facts and
the knowledge of why these facts are what they are or, in other words, to the view
that describing facts is different from explaining them. Although this view has not
been shared among philosophers throughout the ages, it is currently an established
idea that science provides explanations of natural phenomena and many philosophers
and scientists view this as the primary goal of scientific activity. Scientific explanation
is believed to provide answers to questions posed as Why?, although obviously not
all Why? questions ask for a scientific explanation. The summary of various views
on scientific explanations presented below is based primarily on the historical review
contained in the monograph by Salmon [148].
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3.2.1 The Deductive-Nomological View

The deterministic view of scientific explanations, that can be traced back to Aristotle,
assumed that with the aid of suitable initial conditions, an event is explained by sub-
suming it under one or more laws of nature. If these laws of nature are deterministic,
the explanation is inherently deterministic. An explanation involves facts that imply
the explanandum with certainty. One might, for example explain the phenomenon of
an apple falling from a tree referring to the deterministic laws of Newtonian mechan-
ics. This view, inspired by Laplace [101] and formalized by Hempel and Oppenheim
[67]3 as deductive-nomological (D-N) view, is rejected in today’s philosophy on both
theoretical and practical grounds. Some quantum-level phenomena are by today’s
physics believed to be inherently statistical in nature. Further, even if the world is
deterministic, some natural systems (e.g., mechanisms in human body that lead to
disease and recovery) are so complex that their deterministic description is simply
impractical and they are usually expressed in probabilistic terms. Probabilities play
a crucial role in today’s views on scientific explanation.

3.2.2 The Inductive–Statistical View

Among the earliest extensions to the deterministic view to include uncertainty was
the inductive-statistical (I-S) view proposed by Hempel [66]. Hempel proposed an
extension of the deductive-nomological view by allowing reference to probabilities
in the laws of nature that are used in explanations. He formalized a requirement
that these probabilities need to be fairly high and, further, that all relevant facts be
included in the explanation, although he did not limit the facts to only those that
are relevant. An I-S explanation is an argument that makes the explanandum highly
probable. One might, for example, explain that an individual recovered from syphilis
because he received penicilin and penicilin is known to lead to recovery from syphilis
with a high probability. The I-S view has been later pointed out to be problematic
because of the dissimilarities between the deductive and inductive reasoning. In
particular, addition of arbitrary antecedent terms does not alter the validity of a
deductive conclusion, while it may significantly alter the validity of an inductive
conclusion. The fact that salt dissolved in water might be explained by the reference
to a dissolving spell cast on it and the fact that all samples of salt that have magic
spell cast on it dissolve in water [97]. Both, D-N and I-S explanations suffer from this
problem. Scriven [152, page 480] points out that the requirement for high probability
of the consequent given the antecedents is equally problematic: there are examples of
facts that are relevant to explaining a phenomenon, although they do not imply the

3It is interesting to note that while Aristotle argued that the premises in an explanation need to
be the causes of the conclusion, Hempel and Oppenheim rejected the notion of causality in scientific
explanation.
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phenomenon with a high probability. For example, untreated syphilis is a necessary
condition for paresis, although only a small number of people affected with syphilis
eventually develop paresis.

3.2.3 The Statistical–Relevance View

The statistical-relevance (S-R) model was proposed by Salmon [147, pages 220-221] as
a cure for the problems with the I-S explanations. S-R explanations are based on facts
that are statistically relevant to the explanation and are demonstrated by Salmon
to solve the problems pointed out in the D-N and the I-S approaches. Statistical
relevance is defined in terms of the difference between prior and posterior probabilities.
A factor C is statistically relevant to the occurrence of B under circumstances A if
and only if Pr(B|AC) 6= Pr(B|A) or Pr(B|AC) 6= Pr(B|AC) (the two conditions
are equivalent provided that 0 < Pr(C) < 1) [148, page 32-33]. In S-R model, an
explanation is an assembly of facts that are statistically relevant to the explanandum,
regardless of the degree of probability that results. This definition allows for including
factors that are both positively and negatively related to explanation (e.g., “Despite
the fact that Smith exercised regularly and had given up smoking several years ago,
he contracted heart disease because he was seriously overweight” [148, page 46]).
Furthermore, it allows to include in the explanation only the facts that are directly
relevant by making use of conditional independence, similarly to what can be obtained
in belief networks by the condition of d–separation (Salmon calls this screening).

The S-R model of scientific explanation is based almost completely on statistical
reasoning. Salmon withdraws slightly from the pure S-R explanations by arguing for
the importance of causality in explanations. He writes “To give a scientific explanation
is to show how events fit . . . into the causal structure of the world” [148, page 19]
and further “The explanatory significance of statistical relevance relations is indirect.
Their fundamental import lies in the fact . . . that they constitute evidence for causal
relations” [148, page 192].

3.3 Explanation in Decision Support Systems

The ability of a DSS to explain the rationale behind its advices has been postulated
to be a critical element leading to the acceptance of this system by its users [181].
Of course, a DSS could gain acceptance by demonstrating a reliable performance
over a period of time, but excellent performance alone does not usually guarantee
acceptance. The problem of automatic generation of explanations in decision support
systems has been a major focus of research in the area of expert system design.
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3.3.1 Issues in Explanation Research

Although most work on automatic generation of explanations within Artificial Intel-
ligence concentrated on rule-based systems and is not directly relevant to the focus
of this thesis, this research led to the discovery and formulation of many important
issues in explanation research in general. Rather than reviewing individual contribu-
tions of various projects aimed at building explanation capabilities for expert systems,
this section provides an issue-oriented summary of the most important results.

3.3.1.1 Simplification

Users of computer systems often feel lost in the amount of information that they are
provided. They have been observed to become especially disoriented when working
with models of very large problems [203]. An important issue in human–computer
interaction is structuring and simplification. An explanation that tells the user indis-
criminately everything that happened in the system is for sufficiently complex systems
worthless. For an explanation to be effective, it should perform for the user the task
of extracting the most essential knowledge and be as simple as possible.

3.3.1.2 Importance of User Modeling

A major factor that is argued to influence the effectiveness of user–computer interac-
tion is the system’s ability to adjust its behavior to the specific needs and expectations
of the user. The mechanism underlying system’s ability to adapt itself to individual
differences among users is called “user modeling.” A system usually has some stored
knowledge about different classes of users with respect to need for system’s guidance.
Users may either voluntarily classify themselves at the beginning of the interaction or
the system can monitor their behavior and make assessments and guesses concerning
their level of expertise [104, 144].

Along with simplification, user modeling means exploration of relations between rele-
vant knowledge and whatever guesses are available about the user’s knowledge state.
In its explanations, the system follows gradients along which the user is likely to
comprehend and integrate the new knowledge.

3.3.1.3 Need for Incremental Refinement

Opposite to the idea of a one-shot process, i.e., providing the entire explanation in
one step, an incremental approach to explanations has been postulated by Moore
and Swartout [117]. In this approach, user’s dialogue with the system resembles a
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inter-human dialogue, similar to a negotiation, in which follow-up questions are being
asked in order to obtain from the system a clarification or a more elaborate answer.

3.3.1.4 Need for Encoding the Structure of the Problem

Experiments with early DSSs, such as Mycin have indicated that rules alone are not
sufficient for generating understandable explanations. Rules are often designed to
improve system’s performance and not all of them are equally understandable to the
users. Also, at a certain level of explanation, the question rises where a rule came from
and whether it is valid. At that point, justification of system’s advice will not work,
because there is nothing to base it on. Need has been postulated for the knowledge
of the underlying causal structure of the domain model [28, 191].

Swartout [178] proposes equipping programs that need to explain their reasoning
with a domain model and representation of problem-solving control strategies. The
need for a domain model rises from the inability of traditional rule-based systems
to explicitly examine their control strategy and their behavior and their inability to
justify system’s rules. Support for this idea can be also found in Kosy and Wise’s
work on explaining financial models [94].

3.3.1.5 Explanation as a Separate Problem Solving Activity

An idea that has received a considerable attention in the explanation research commu-
nity recently is approaching explanation as a problem solving activity that is separate
from computing the advice. The motivation here is that a trace of system’s reasoning
is suitable more for system designers than for its users, just like mumbling of an expert
during his problem solving is different from the explanation that he or she will finally
give to the client. Explanation has been postulated to be a complex problem solving
process depending not only on the actual line of reasoning, but also on additional
knowledge of the domain [202]. Some researchers have even postulated decoupling
of the knowledge used for problem solving from the knowledge used for explanations
[201]. This, in my opinion, is dangerous, because of possible inconsistencies between
the two knowledge bases and the fact that the explanation system, although intended
to provide insight into system’s advice, may be plainly lying to the user.

3.3.1.6 Danger of Confirmation Bias

Explanations that mention only the evidence that supports the conclusion carry the
danger of reenforcing the effect observed in human judgment under uncertainty,
known as “confirmation bias” (e.g., [49, 193]). Uncertain and ambiguous data are
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often treated by humans in an asymmetric fashion: potentially confirmatory evidence
is taken at face value while potentially disconfirmatory evidence is subjected to highly
critical and sceptical scrutiny. It is, therefore, essential for an explanation to provide
a balanced picture that includes both arguments for and arguments against an advice
[145].

3.3.2 Explanation of Probabilistic Reasoning

Development of Bayesian belief networks led to a sudden rise of interest in probability
theory and effectively to several attempts of automatic generation of explanations.

3.3.2.1 Graphical Explanations

Cole [32] proposed an elegant diagram for explaining single-step Bayesian inference,
called the probability map. Cole and Davidson [33] compared the effectiveness of
probability maps in improving subjects’ insight with other popular methods, such as
contingency tables, and signal detection functions. They measured subjects’ accuracy
and solving speed (only for correct answers) in immediate and in delayed performance
tests involving similar problems. Subjects who had been exposed to the probability
map explanations were more accurate and took less time when solving the problems.

Taube [180] proposes a graphical method of explaining single step Bayesian updating,
but presents no empirical verification of its effectiveness. As the graphs do not include
fixed values for the conditional probabilities of the evidence given hypothesis (in case
of tests, these are sensitivity and specificity), this method seems to be especially
suitable for reasoning about statistical decisions.

Although graphical methods for explaining a single step of Bayesian updating seem
to be more efficient than any verbal explanations, it is not obvious how they could be
extended to problems involving interaction of several random variables. Therefore,
their application for explaining the results of a DSS seems to be limited to rather
marginal cases. A graphical representation of the BBN can present the user with the
structure of the problem. Once understood, this structure can be supplemented by
an explanation of the reasoning based on it.

A scheme proposed by Spiegelhalter and Knill-Jones [171], called evidence weights,
uses a graphical approach to explain diagnostic reasoning (determining the cause
given a number of observed symptoms). The core of this method involves mapping
the application of Bayes rule into log-odds form, so that the impacts of individual
items of conditionally dependent evidence on a hypothesis can be combined by simple
addition. An explanation in this method consists of a list of salient findings along



3.3. EXPLANATION IN DECISION SUPPORT SYSTEMS 37

with their contribution to the conclusion. Evidence for and against the conclusion is
grouped in two separate columns.

Reggia and Perricone [141] take an approach that is similar to that of Spiegelhalter
and Knill-Jones. They use a metric similar to evidence weights to justify the rank of
each of the diagnosis among the possible diagnoses. This method seems to be suitable
for domains with relatively small sets of competing diagnoses.

Heckerman et al. [65] propose a method for a medical decision support system in
which the diseases are assumed mutually exclusive and exhaustive. The system can
show for each finding its power in discriminating between two possible diseases by
producing a bar graph of changes in the relative likelihood of the diseases.

Madigan and Mosurski [106] discuss a multitude of methods for explaining probabilis-
tic reasoning in undirected graphs. They stress the use of graphical methods, such
as varying width of the arcs, animation, arrows denoting the direction of evidential
support, and graphical representation for evidence weights.

3.3.2.2 Verbal Explanations

The problem of generating verbal explanations of Bayesian inference has been ad-
dressed by several researchers. Polya [134] proposed a set of heuristic production
rules describing changes in belief that he called patterns of plausible inference. One
such rule, a variation on modus tollens, might be: “If A implies B and B is true,
then A is more credible.” Polya’s rules are consistent with single step Bayesian con-
ditioning, but lead to problems when embedded in context with several interacting
variables [128].

There have been several approaches to explaining single step Bayesian updating
within probabilistic decision support systems. Norton presented a method of explain-
ing probabilistic reasoning based on correlation between variables [123]. Elsaesser
[52, 53] developed an explanation method based on Polya’s patterns of plausible in-
ference, stressing the use of qualitative verbal expressions. Empirical tests of this
method demonstrated that, compared to numerical explanations, verbal descriptions
of probability and probabilistic updates were judged more acceptable by their sub-
jects, enhanced subjects’ understanding of probabilistic updates, and increased their
confidence in the system’s answers. Sember and Zukerman [153] proposed an algo-
rithm for generating explanations of quantitative probabilistic interactions between
neighboring nodes in a BBN. A change in belief of a node is explained in terms of
change in belief of its neighboring nodes.

The above methods are capable of explaining the influence of an evidence node on its
direct neighbors, but do not address more complex situations with indirect evidence
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from multiple interacting evidence nodes. There have been two attempts to provide
methods for comprehensive explanations of probabilistic inference.

One approach is called Most Probable Explanation (MPE)4 introduced by Pearl [129,
Section 5.6] and developed further by Charniak and Shimony [22]. It involves pre-
senting the most probable deterministic state of the world that is compatible with the
observed evidence. MPE approach has been shown to lead to anomalies especially
when there are several competing probable scenarios [129, page 285]. A detailed
discussion of the MPE explanations will be given in Chapter 9.

The most comprehensive approach to verbal explanations to date is proposed by
Suermondt [177]. He describes a method for generation of explanations in arbitrary
belief networks, based on identification of most relevant findings, simplification of the
network, and explanation of influence of an individual finding on an individual vari-
able in the network by generating verbal explanations that follow the paths from the
evidence to the variable of interest.5 Empirical tests of the computer implementation
of this method, INSITE, indicated increased diagnostic accuracy and increased con-
fidence in the system’s results of the subjects exposed to explanations in comparison
to the control group. The subjects were also more critical about the domain model,
which can be interpreted as a natural consequence of an increased insight into the
model.

It is surprising that so far, none of the approaches to explanation of probabilistic
reasoning has stressed the importance of causality in explanation. To the best of my
knowledge, all schemes proposed treat probabilistic dependencies in a symmetric way.

4Also called Maximum A-Posteriori Assignment (MAP) explanation [22].
5This resembles the idea of belief propagation, originally proposed as a qualitative method for

explanation of probabilistic inference in singly connected belief networks by Henrion and Druzdzel
[77] and extended to multiply connected belief networks in this thesis. Suermondt’s approach pro-
vides a thorough quantitative treatment of several issues that are complementary to the contents of
this thesis.



Chapter 4

Preliminary Considerations

Honest, unaffected distrust of the powers of man is the sure sign of intelligence.
G.C. Lichtenberg, “Reflections”

The preceding chapter, and especially the depressing findings from the “heuristics and
biases” literature, might have created a gloomy picture of the task that this thesis
will address. It might be a good point to pause for a moment to evaluate the available
evidence and assess the difficulty of the task that lies ahead.

Results of over twenty years of research in behavioral decision theory demonstrated
that Bayesian probability theory is not a good descriptive model of human reasoning
under uncertainty. Numerous discrepancies between people’s reasoning and proba-
bility theory have been observed, documented, and verified in countless follow-up
studies. It is considered by now to be an extremely robust finding that human deci-
sion makers depart from the idealized rationality of normative theory and rely on a
variety of heuristics to reduce cognitive load at the expense of normative optimality
in decision making. From the point of view of probability theory, everybody, includ-
ing domain experts, seem to be susceptible to some degree to systematic judgmental
biases.

Probabilistic reasoning is often hard to comprehend for humans. Even in a single
step Bayesian updating, the magnitude of change in belief and sometimes even its
direction may be experienced counterintuitive. If the simplest of the possible types of
probabilistic inference, a single-step Bayesian updating, gives people so much trouble,
what can we expect from complex probabilistic models, which in their classical form
are abstract and remote from the cognitive representation of uncertainty? Will the
discrepancies not just scale up and make the task plainly intractable? Are there any
reasons at all to hope that a normative system can make its advices comprehensible?
Is it at all possible to translate the axiomatic approach to the way humans reason?

39



40 CHAPTER 4. PRELIMINARY CONSIDERATIONS

Paradoxically, the very same data allows for a sound dose of optimism. To start
with, the “heristics and biases” research shows exactly the possible dangers of repli-
cating human behavior — along with replicating computationally efficient heuristics,
we might replicate the undesirable judgmental biases. The goal of a decision support
system is supporting unaided human intuition, just as the goal of using a calculator is
aiding human’s limited capacity for mental arithmetic. It may be more appropriate to
view human biases and inconsistencies not as problems of probability theory but per-
haps as sources of motivation for normative decision support. While one might raise
questions about the feasibility of normative methods under constrained resources, as
is the case with human cognition, this line of argument becomes weaker with respect
to DSSs. With the continuously increasing power of digital computers, normative
treatment of complex problems becomes a feasible option.

A second important point is that the “heuristics and biases” literature provides us
with detailed information about some aspects of human reasoning under uncertainty
and, in particular, the discrepances between human reasoning and probability the-
ory. Proponents of alternative approaches to uncertain reasoning have sometimes
used these findings as a justification for their formalisms on the grounds that they
provide better models of human reasoning than probability theory. However, despite
common claims that these models are compatible with the way people think, there
is little empirical evidence that this is the case, as none of the other formalisms have
been subjected to as extensive experimental investigation as probability theory. The
findings of the “heuristics and biases” literature can be viewed as numerous valuable
data points guiding the work on user interfaces. This is, in fact, how these findings are
viewed in behavioral psychology literature: they are not a reason to reject probability
theory and decision theory for decision support but rather a reason for increased care
in some situations. These findings have had a large impact on the actual decision-
analytic practice and led to many improvements of the procedures used in knowledge
elicitation.

It is worth pointing out that discrepances between human reasoning and formal rea-
soning are not limited to probability theory. Wason and Johnson-Laird [193] have
investigated human performance on various isomorphs of the following task. The ex-
perimenter lays out in front of a subject four cards displaying the following symbols:

E K 4 7
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The subject is told that each card has a number on one side and a letter on the other
side. The task is to select those cards that need to be turned over in order to find
out whether the rule “if a card has a vowel on one side then it has an even number
on the other side” is true or false. Although the problem is easy to understand, it
seems to be hard for most subjects to solve: although most subjects turn over the
card with a vowel, some decide to turn over the card with an even number, and only
12% of subjects are reported to have realized the need to turn over the card bearing
an odd number.1 Some isomorphs of this problem, for example cards

Manchester Sheffield Train Car

and the rule “every time I go to Manchester I travel by train,” are much easier for
subjects to solve. The authors report that as many as 60% subjects turn over correctly
the card Car . Logically, this choice is equivalent to the choice of the card bearing
an odd number, which was turned over by only 12% of the subjects.

Results of these, and other experiments2 are convincing in demonstrating that human
reasoning is not based on abstract, domain independent rules, but rather depends
heavily on the content. Logic, which provides domain independent rules, does not
seem to be a good descriptive formalism for human reasoning. Despite this, few
would find the above results a reason for rejecting logic as a basis for some types
of operations in artificial reasoning schemes. Difficulty that humans experience with
probabilistic tasks is not a compelling reason for rejecting probability theory.

Human reasoning seems to rely often on causal schemas and human representation of
uncertainty seems to be close to the representation of causality. Tendency of subjects
to think in causal terms is often hard to suppress, even if reference to causality is
not justified by the problem. Scarcity of references to causality in most statistics
textbooks and the disclaimers that usually surround the term “causation” create
the impression that causality forms a negative and unnecessary ballast on human
mind that cannot be reconciled with the probabilistic approach. In fact, causality
and probability are closely related. While probabilistic relations indeed do not imply
causality, causality normally implies a pattern of probabilistic interdependencies and

1The correct answer consists of turning over the cards E and 7 .
2For example, a study by Kotovsky, Hayes, and Simon [95] reports dramatic performance differ-

ences between different isomorphs of the Tower of Hanoi puzzle.
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these, in turn, provide clues about causality. In fact, a generally accepted necessary
condition for causality is statistical dependence. In other words, for A to be considered
a cause of B in a context X, it is necessary that Pr(B|AX) 6= Pr(B|AX), i.e., the
presence of A has impact on the probability of B. Causality and the relation between
causality and probability play a prominent role in philosophy of science. The currently
accepted S-R view of scientific explanation is built on the notion of statistical relevance
and, from this point of view, providing explanations of probabilistic reasoning seems
to be closer to the notion of scientific explanation than work on any other type of
explanations. Some authors believe scientific explanation to be inherently a causal
explanation. Wesley Salmon writes on the relation of probability to causality in
scientific explanation “The explanatory significance of statistical relevance relations
is indirect. Their fundamental import lies in the fact [...] that they constitute evidence
for causal relations” [148, page 192]. From this point of view, causality is more basic
than probabilistic interdependencies and reference to causal rather than probabilistic
relations in human reasoning is not unfounded. It seems that causality should not
be shyed away from, but rather embraced and represented explicitly in probabilistic
models, bringing these models closer to human representation of uncertainty.

The role of such representation tools as Bayesian belief networks, for feasible inter-
faces to probabilistic reasoning cannot be overestimated. Belief networks are not a
mere formalism — it is a whole new way of thinking about probability. They pro-
vide a graphical representation of the qualitative properties of probabilistic domains:
direct relevance, independence, and conditional independence. The probabilistic foun-
dations of belief networks allow for a normative treatment of uncertainty, while their
explicit representation of independences allows for an increased insight and efficiency
in probabilistic reasoning. By the asymmetry of their links, belief networks provide
a natural way of encoding the causal structure of the domain model. Representa-
tion of causal relations, although not necessary for Bayesian inference, could be an
important semantic enrichment to a pure belief network and can be of great help in
communicating with people, both for encoding expert opinion and for explanation.
Reasoning in belief networks can be interpreted in causal terms: causal reasoning is
along the direction of the arcs, diagnostic reasoning is in the opposite direction, both
types can be integrated naturally and performed simultaneously, as often observed in
human reasoning.

Numerical properties of probabilistic domains can be encoded at a variety of levels of
precision, ranging from point probabilities, through probability intervals, to merely
signs of influences. Given a full numerical specification, it is possible to derive lower
levels of specification and also simplify the model by neglecting its less important
elements. In fact, simplification for the sake of explanations can be viewed as the
process of decreasing the precision of the representation. It is always possible to give
up some precision in order to make explanations simpler.
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Probabilistic reasoning at the quantitative level is often hard to follow. Trace of sys-
tem’s reasoning, traditionally used for expert systems explanations, is in probabilistic
representations usually worthless — building explanations around the trace of a sys-
tem’s reasoning, which is quantitative in nature, would usually amount to replacing a
number by a set of complex equations that were used to produce it. But, as has been
pointed out [202], explaining is a different problem solving activity than computation
and this cannot be more true for probabilistic reasoning. Belief networks models offer
something very important here: as they encode the structure of the domain, and this
structure can be analyzed at different levels of precision, they eliminate the need for
a potentially dangerous decoupling of knowledge for reasoning from the knowledge
for explanations. The ability to derive lower levels of specification and, therefore,
changing the precision of the representation makes probabilistic models suitable for
both computation and explanation. It can be expected that explanations based on a
less precise abstraction of the model will provide an approximate, but correct picture
of the model. This is different from the approach taken by the alternative schemes
for reasoning under uncertainty, where simplicity is achieved by making simplifying,
although not always substantiated assumptions (such as arbitrary assumptions about
the presence or absence of dependence embedded in some reasoning schemes [204]).

Viewing normative methods as formal procedures that have as goal providing a nu-
merical recommendation does not do them a complete justice. In fact, the goal of
decision analysis, which is the art and science of applying decision theory to aid deci-
sion making in the real world, is providing insight into the decision and this insight,
consisting of the analysis of all relevant factors, their uncertainty, and criticality of
some assumptions, is even more important than the actual recommendation.

Summarizing, the picture is not as gloomy as it might seem, and providing insight into
probabilistic inference, although far from easy, is doable. I hope to provide convincing
evidence for this statement in the chapters to follow.



Chapter 5

Causality in Probabilistic Models

Vere scire, esse per causas scire.
(To know truly is to know by causes.)

Francis Bacon, “De Augmentis Scientiarum”

5.1 Introduction

There is a considerable asymmetry in the working of real-world systems. As I am
hitting the keys of my computer’s keyboard with my finger tips, these very words
appear on my computer’s screen; I could easily make the same words appear on
the screen in some other way (e.g., by running a computer program). Somehow, I
am positive that the words appearing on the screen would then not result in any
movement on the part of my fingers or the keyboard. Intelligent agents want to know
how their actions affect the systems with which they interact. Will drinking quench
thirst? Will manual manipulation of a barometer’s hand affect the weather? Will
smoking tobacco result in lung cancer? All these are examples of questions underlying
our everyday behavior. Knowledge of these asymmetries, or causal relations, is so
essential that we are reluctant to say that we understand a real-world system until
we have been mentally able to create its causal model. A scientist studying a natural
system also pursues the nature of the system’s causality, perhaps in a more rigorous
way. The scientist’s pursuit is not completed until he or she captures all important
mechanisms working in the system and creates a formal, although usually simplified,
model of the system.

Although references to causality permeate everyday scientific practice, the notion
of causation has been one of the most controversial subjects in the philosophy of
science. Hume’s critique that causal connections cannot be observed, and therefore

44
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have no empirical basis, had a strong influence on the empiricist framework and caused
refocusing of the concept of causality to scientific models as opposed to reality. A
strong attack on causality was launched in the beginning of this century by Bertrand
Russel, who, observing the developments in areas of physics such as gravitational
astronomy, argued that causality is a “relic of bygone age,” for which there is no
place in modern science.1 Philosophical attempts to capture the meaning of causation
and reduce it to a theoretically sound and meaningful term have been successful only
in part. Although they exposed and clarified several important issues related to
the concept of causality and its use in science, no known philosophical definition of
causation is free from objections or examples in which it seems to fail. This has created
an atmosphere of suspicion towards the very concept. It is, therefore, not surprising
that many scientists are rather careful in using the term causality, preferring neutral
mathematical terms like “functional relation” or “interdependence.” Still, there is
little doubt that search for causal relations and capturing the asymmetries implied
by causality permeate scientific practice.

The confusion about the meaning of causality is clearly seen in the domain of proba-
bilistic and decision-theoretic models based on Bayesian belief networks and influence
diagrams. On one hand, the directionality of arcs brings into a model asymmetric
relations among variables, which some theoreticians have associated with cause-effect
relations (e.g., Pearl [129], Lauritzen and Spiegelhalter [102]). On the other hand,
others rightly pointed out that belief networks are simply a mathematical formalism
for representing explicitly dependences and independences, and that there is no in-
herent relation of directed arcs with causality in the formalism. After all, the arcs can
be reversed simply by application of Bayes’ rule, whereas causality cannot (Olmsted
[125], Howard and Mathesson [84], Shachter [154]).

There seems to be little doubt that the notion of causality is useful in probabilistic
models. There is strong evidence that humans are not indifferent to causal relations
and often give causal interpretation to conditional probabilities in the process of
eliciting conditional probability distributions [184]. Even those holding the strict
“probabilistic influence” view admit that experts often construct influence diagrams
that correspond to their causal models of the system [157]. The same can be said
about the user interfaces to decision support systems: having a model that represents
causal interactions aids in explaining the reasoning based on that model. Experiments
with rule-based expert systems, such as Mycin have indicated that diagnostic rules
alone are not sufficient for generating understandable explanations and that at some
level a model incorporating the causal structure of the domain is needed [28, 191].

Usefulness for human interfaces is not the only reason for capturing causality in
probabilistic models. As long as the only goal of using a model is prediction of a

1He later retreated from this extreme view, recognizing the fundamental role of causality in
physics.
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probability distribution given some evidence (this is the case in typical diagnostic
tasks), the notion of causality is technically not useful. Consider, for example, a
model consisting of two variables: weather and barometer. Given the value of one of
the variables, we can do extremely well in predicting the probability distribution of
the other.2 The problems will begin when we want to predict the effect of a “change in
structure” of our system, i.e., the change in some mechanism in the system through an
external intervention.3 Without knowing the direction of the causal relation between
the weather and the barometer, we cannot tell whether a manual manipulation of the
barometer will have any effect on the weather. If this problem sounds unrealistic,
consider a public policy decision regarding, for example, banning products that are
high in cholesterol, given their observed probabilistic association with heart disease.
Without the information on the causal interaction between cholesterol intake and
cholesterol blood level, and then cholesterol blood level and heart disease, we can at
best predict the effect of our policy decision on the amount of cholesterol intake but
not its ultimate effect on heart disease. The effect of a structural change in a system
cannot be induced from a model that does not contain causal information. Having
the causality right is crucial for any policy making.

One never deals with changes in structure in the domain of decision analysis — all
policy options and instruments that are expected to affect a system are explicitly
included in the decision model. Whatever causal knowledge is necessary for building
this model is assumed to be possessed by the decision maker, and is captured in
the conditional probability distributions in the model. The implicit assumption is
that the decision maker knows that, for example, manipulating the barometer will
not affect the weather. The problem is pushed away from the formalism to the
interaction between the decision analyst and the decision maker and, effectively, since
reference to causality seems to be unnecessary in decision models, decision theorists
and decision analysts can afford to deny any connection between directionality of arcs
and causality.4

While one can get away with such a finesse in decision analysis, causal knowledge
needs to be made explicit in situations where the human–model loop is less tight.
The ability to predict the effect of changes in structure is important for intelligent

2Similarly, by doing simple regressions without too much concern for causality, insurance com-
panies can predict the probability distribution of their claims with an amazing precision (assuming
no sudden changes in the structure of the modeled world).

3This problem has been known in philosophy as “counterfactual conditional,” as it involves
evaluation of a counterfactual predicate: “if A were true, then B would be the case.” See Simon
and Rescher [170] for a discussion of the role of causality in counterfactual reasoning.

4Decision nodes in influence diagrams are a clear exception: both incoming and outgoing arcs can
be given a causal interpretation. The arcs coming into a decision node denote relevant information,
known prior to the decision, that has impact on the decision (i.e., causes the decision maker to
choose different options). The arcs coming out of a decision node stand for manipulation of the
model’s variables or, if they go to the value node, the impact on the overall utility of the decision.
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decision support systems that autonomously generate and evaluate various decision
options.5 To be able to perform this task, they need a way to compute the effect of
imposing values or probability distributions on some of the variables in a model. This
can be done only if the model contains information about the causal relations among
its variables.

What, in my opinion, deters decision theorists from explicitly including causality
in their models is a lack of a theoretically sound and meaningful representation of
causality within probabilistic models. I will demonstrate in this chapter that the
meaning of causality provided by Herbert Simon [164] within structural equation
models sheds light on the relation of Bayesian belief networks to causality. In short,
the answer given in this chapter is that belief networks, taken as a pure formalism,
indeed have nothing in them that would advocate a causal interpretation of the arcs.
Probabilistic independences in themselves do not imply a causal structure and a
causal structure does not necessarily imply independences. To give the arcs a causal
interpretation, additional assumptions are necessary. Those researchers who give
belief networks the interpretation of causal graphs are justified in doing so in as much
as these assumptions hold in their graphs. This chapter makes these assumptions
explicit, and I hope that this will contribute to reconciling the two views of belief
networks.

The remainder of this chapter is structured as follows. I first review the principles un-
derlying structural equations models and Simon’s procedure for extracting the causal
ordering from such models (Section 5.2.1). Then, I introduce belief network models
(Section 5.2.2) and demonstrate that any belief network model can be represented
by a simultaneous equations model with hidden variables. Using this result, in com-
bination with the argument underlying the causal ordering, I outline the conditions
under which a belief network can be given a causal interpretation (Section 5.2.3).

A strong test of this view of causality derives from comparing it against the work
on causal discovery from data [131, 172]. Section 5.3 explains causal discovery work
in terms of Simon’s view. In particular, it shows that causal discovery work can be
interpreted as discovery of structural zeros and non-zeros in coefficients of a model’s
structural equations and effectively interpreted as work on discovery of mechanisms
described by the structural equations. Particular attention is paid to the discussion
of assumptions made in the process of causal discovery. These assumptions, called
identifying assumptions because of their role in identifying causal relations, are a
crucial factor in shaping the perception of the causal structure of a system.

5This is the case in intelligent planning in artificial intelligence. An agent planning its course of
action needs to know what the effects of its actions will be so that it can be reasonably sure that
the action will lead to achieving a goal.
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5.2 Models

Pieces of the real world that can reasonably be studied in isolation from the rest
of the world, are often called systems. Systems can be natural (the solar system)
or artificial (a car), can be relatively simple (a pendulum) or extremely complex
(the human brain). Although systems are always interlocked with the rest of the
world, one can make a strong philosophical argument that they usually consist of
strongly interconnected elements, but that their connections with the outside world
are relatively weak [166]. This property allows them to be successfully studied in
isolation from the rest of the world.

Abstractions of systems, used in science or everyday thinking, are often called mod-
els. There is a large variety in the complexity and rigor of models: there are informal
mental models, simple black-box models, and large mathematical models of complex
systems involving hundreds or thousands of variables. A common property of models
is that they are simplifications of reality, for example by virtue of omitting quantum
levels of specification, by idealizing their elements (e.g., treating the weight at the
end of a pendulum as a point mass), by excluding some elements (e.g., the air sur-
rounding the pendulum), or by excluding some mechanisms (e.g., the gravitational
interaction between the weight and the laboratory equipment). By making simplify-
ing assumptions, a scientist often makes it practically possible to study a system but,
on the other hand, automatically changes the focus of his or her work from reality
to its model. Any research result is valid merely in that model and reflects reality
only as far as the assumptions, that the model is built upon, do. In other words, the
more restrictive the assumptions are, the less likely the conclusions are to apply to
the original system.

Causation is asymmetric: saying that event A caused event B does not mean that
event B caused event A. Yet, most logical, algebraic, or probabilistic tools, that a
scientist uses in explaining nature, are symmetric: if the interaction of variable A
and variable B is described by a deterministic or probabilistic expression, nothing6

would forbid us to view this expression as describing a relation between B and A.
In probabilistic expressions, in particular, Bayes theorem allows to obtain Pr(B|A)
from Pr(A|B), that is to invert conditional probability expressions. Still, these sym-
metric logical, algebraic, or probabilistic tools display asymmetry in relations among
variables, when placed in the context of a model. Furthermore, given that a model
is composed of semantically constrained elements, this asymmetry can be interpreted
causally. Section 5.2.1 will review briefly the main ideas underlying causal ordering
proposed by Simon in the context of structural equation models. Section 5.2.2 will
demonstrate that causality in belief network models can be given the same interpre-

6Except for perhaps some conventions that are outside the formalism, such as writing the depen-
dent variable on the left side and the independent variables on the right side of the equations.
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tation.

5.2.1 Simultaneous Equations Models

Systems can be modeled by sets of simultaneous equations, where each equation
describes a functional relation among a subset of the systems’ variables. Such models
are usually self-contained in the sense that they have as many equations as they have
variables and, by virtue of the fact that they describe an existing system, have at
least one solution and at most a denumerably infinite set of solutions.

Determining exact functional relations among variables is, in most cases, unrealistic.
Typically, the equations are a simplification of reality. Exclusion of variables that
have a negligible role in the system leads to an unexplained residual value that can
be regarded as the joint effect of numerous separately insignificant variables that we
are unwilling or unable to specify [107, page 12]. Uncertainty in equations is usu-
ally modeled by special variables called error terms, which are treated as unobserved
(hidden) variables. The error terms in various equations are usually assumed to be
exogenous to the system and independent of each other. An important assumption
underlying a simultaneous equations model is, therefore, that the interactions among
variables in a system can be captured by a deterministic functional form and refer-
ence to probability and probabilistic relations is a way of representing the ignorance
about the exact set of interacting variables and the exact functional description of
the mechanism. For this reason, simultaneous equations models with error variables
are sometimes called deterministic hidden-variable models.

A generic form of an equation that will be used throughout this chapter is

f(x1, x2, . . . , xn, E) = 0 , (5.1)

where f is some algebraic function, its arguments x1, x2, . . . , xn are various system
variables, and E is an error variable. This form is usually called implicit function. In
order to obtain a variable xi (1 ≤ xi ≤ n) as a function of the remaining variables,
we must solve the equation (5.1) for xi. We say that the function

xi = g(x1, x2, . . . , xi−1, xi+1, . . . , xn, E) (5.2)

found in this way is defined implicitly by the Equation 5.1 and that the solution of this
equation gives us the function explicitly. Often, the solution can be stated explicitly
in terms of elementary functions. In other cases, the solution can be obtained in
terms of an infinite series or other limiting process; that is, one can approximate
Equation 5.2 as closely as desired.7

7Some implicit functions have no solutions — the equation f(x, y) = x2 +y2 +1 = 0, for example,
is satisfied by no real values. All implicit functions referred to in this thesis are assumed to have
solutions.
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5.2.1.1 Structural Equations

As, in most mathematical formalisms, certain classes of transformations are solution-
preserving, any model of a system can have many forms, equivalent with respect to
the set of solutions. Each such form is an algebraic transformation of some other
form.

For each natural system, there is one form that is specially attractive because of its
relation to the causal structure of the system. It is a form in which each equation is
structural, in the sense of describing a conceptually distinct, single mechanism active
in the system. An example of a structural equation might be f = ma, where f stands
for a force active in the system, m for the mass of a system component, and a the
acceleration of that component. Another equation might be p = C1 − C2d, where p
stands for the price of a good, d stands for the demand for that good, and C1 and C2

are constants.

The concept of a structural equation is not mathematical, but semantic. Conse-
quently, there is no formal way of determining whether an equation is structural or
not. Structural equations are defined in terms of the mechanism that they describe.
The notion of a mechanism can be operationalized by providing a procedure for de-
termining whether the mechanism is present and active or not [168]. Sometimes a
mechanism is visible and tangible. One can, for example, expose the clutch of a car
and even touch the plates by which the car’s engine is coupled with the wheels. One
can even provide a graphic demonstration of the role of this mechanism by starting
the engine and depressing the clutch pedal. Often, especially in systems studied in
social sciences, a mechanism is not as transparent. Instead, one often has other clues
or well-developed and empirically tested theories of interactions in the system that
are based on elementary laws like “no action at a distance” or “no action without
communication” [167, page 52]. Structural equations may be formed entirely on the
basis of a theory or consist of principles derived from observations, knowledge of le-
gal and institutional rules restricting the system (such as tax schedules, prices, or
pollution controls), technological knowledge, physical, chemical, or social laws. They
may, alternatively, be formed on a dual basis: a theory supported by systematically
collected statistical data for the relevant variables. Structural equations are syntacti-
cally indistinguishable from other equations, but semantically they are different and
unique.

A variable is considered exogenous to a system if its value is determined outside the
system, either because we can control its value externally (e.g., the amount of taxes
in a macro-economic model) or because we believe that this variable is controlled
externally (like the weather in a system describing crop yields, market prices, etc.).
Equations specifying the values of exogenous variables form a special subclass of
structural equations model. An equation belonging to this subclass usually sets the
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value of a system’s variable to a constant, expressing the fact that the value of that
variable is determined outside the modeled system, hence, the variable is exogenous
to the system.

Often, the core of a simultaneous structural equations model of a natural system
will contain fewer equations than variables, hence, forming a system that is under-
determined. Only the choice of exogenous variables and the subsequent addition
of equations describing them makes the system self-contained and solvable for the
remaining (endogenous) variables. Whether a variable is exogenous or endogenous
depends on the point of view on the system that one is describing. The boundaries
that one decides to put around the system and one’s ability to manipulate the system’s
elements are crucial for which variables are exogenous and which are endogenous in
that system.

In a structural equation describing a mechanism M
fM(x1, x2, x3, . . . , xn, E) = 0,

the presence of a variable xi means that the system’s element that is denoted by xi

directly participates in the mechanism M. If a variable xj, in turn, does not appear
in this equation, it means that xj does not directly participate in M.

The absence of the error variable E means that there is no uncertainty about the
participating variables and their interaction. It is customary to leave out the error
term in equations describing exogenous variables. Error terms in such equations are
not necessary, as the exogenous variables are either constants or variables with a
well specified probability distribution. Adding an error term in the first case would
necessitate a trivial probability distribution of the associated error term (one value
with probability 1.0). Adding an error term in the second case would be useless as
well, as the probability distribution of the variable specifies everything that an error
variable could possibly add.

In the remainder of this chapter, I will use matrix notation for coefficients of equations
within a system of simultaneous structural equations and will call such a matrix a
coefficient matrix.

Definition 5.1 (coefficient matrix) The coefficient matrix A of a system S of n
simultaneous structural equations e1, e2, . . . , en with n variables x1, x2, . . . , xn is a
square n× n matrix in which element aij (row i, column j) is non-zero if and only if
variable xj participates in equation ei. Non-zero elements of A will be denoted by X
(a capital letter X).

Note that the coefficient matrix is used for notational convenience only and does
not mean that the discussion of simultaneous equation models is restricted to linear
models only.
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The following simple model, consisting of a set of simultaneous linear structural equa-
tions (along with the coefficient matrix), describes my perception of the interaction
among the percentage of drunk drivers on the road (d), frequency of car accidents
(a), and ratio of mortalities to the total number of people involved in these accidents
(m).





d = E1

a + C1d = E2

m + C2a = E3




m a d
(e1) 0 0 X
(e2) 0 X X
(e3) X X 0


 (5.3)

Note that each equation describes what I believe to be a mechanism. Drinking and
accidents are involved in a mechanism — being under influence of alcohol interacts
with the driving abilities and effectively increases the likelihood of an accident (equa-
tion e2). Mortality is involved in a mechanism with car accidents, but not with the
percentage of drunk drivers (equation e3). My assumption here was that whether an
accident involves a drunken driver or not, is, given the fact of the accident, irrelevant
to mortality due to this accident. In other words, drinking is not involved in a direct
functional relation with mortality. Further, as I believe that none of the variables in
the model can affect d, I made it an exogenous variable (equation e1). C1 and C2

are constants (positive or negative) and error variables are specified by a probability
distribution. Note, that algebraically, this model is equivalent to the following (I
preserved for the sake of demonstration the original constants and error terms)





m + C2a + d = E1 + E3

a + C1d = E2

m + C2a = E3

(5.4)

I do not consider this model to be structural, because the first equation would suggest
a single mechanism involving drinking, accidents, and mortality. This violates my
view of the mechanisms operating in this system and is, therefore, not structural.
Still, this model has the same solution as the model in Equations 5.3.

Simultaneous structural equations models have been a standard way of representing
static systems in econometrics [81, 93]. Structural form is the most natural form of
building a model — one composes a system modularly from pieces based on available
knowledge about the system’s components. Yet, the main advantage of having a
structural model of a system is that it can aid predictions in the presence of changes
in structure. I will end this section with a discussion of this important property of
structural equations models.

It is easy to observe that simultaneous structural equations models imply asymmetric
relations among variables. Consider the example model given in (5.3). A change in
the error variable E1 will affect the value of d directly, and the values of a and m
indirectly. A change in E3, in turn, will affect only variable m and leave all other
variables unchanged.
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A change in the structure of a system is modeled in a straightforward way in a simul-
taneous structural equations model: one alters or replaces the equations representing
the modified mechanisms. Consider, for example, a policy that makes seat belts
mandatory. We add a new variable b standing for the belt usage (expressed, for ex-
ample, by the ratio of the drivers who use belts after the policy has been imposed).
Since the belt use is determined exogenously with respect to the system, we add an
equation for b. By virtue of their design, it is reasonable to assume that seat belt
usage interacts directly with accident mortality rate, hence, the mechanism that the
new policy modifies is that described by the equation involving m. The new model
will, therefore, take the following form:





d = E1

a + C1d = E2

m + C2a + C3b = E4

b = E5




m a d b
(e1) 0 0 X 0
(e2) 0 X X 0
(e3) X X 0 X
(e4) 0 0 0 X




(5.5)

It follows from the modified version of the model that a change in E5 will only affect
b and then m. The values of d and a are uniquely determined by the first and second
equations, hence, will remain unaffected by the change in structure. This agrees with
our intuition that mandatory seat belts will not affect drivers’ drinking habits and
the number of accidents.8 If the model involved an alternative form of the equations
(such as Equations 5.4), we would have been in general unable to determine the effect
of a change in the structure of the model. As it is impossible in such a form to identify
the equations describing the altered mechanisms (note that in Equations 5.4 m and a
appear in two equations), it is not obvious which equations need to be modified and
how.

5.2.1.2 Causal Ordering

This property of simultaneous structural equation models was made explicit by Simon
[164], who pointed out that interactions among variables in a self-contained simulta-
neous equations models are asymmetric and that this asymmetry leads to an ordering
of the variables. He developed an algorithm for extracting this ordering and argued
that, if each equation in the model is structural and each variable in the model that
is assigned a constant value is an exogenous variable, then this ordering has a causal
interpretation. Causal ordering is a mechanical procedure that retrieves the depen-
dency structure in a set of simultaneous equations. This structure will correspond to
the interactions in the real world in so far as the model corresponds to the real world.

8If there were reasons to believe that seat belts usage was involved in the mechanism that leads
to an accident, we might have modified equation e2 as well. Similarly, drinking might affect the
probability of seat belt use and, hence, be implicated in the equation e4.



54 CHAPTER 5. CAUSALITY IN PROBABILISTIC MODELS

The procedure of extracting the causal ordering from a simultaneous structural equa-
tions model works roughly as follows. A set of equations is self-contained if it has
as many equations as variables and if every subset of equations has at least as many
variables as equations. So a set of n equations is self-contained if it contains n un-
knowns and if every subset of m equations has at least m variables. Mechanisms
in real-world systems often involve small number of elements, leading to coefficient
matrices with many zeros. A set of structural equations will usually contain subsets
that are self-contained (i.e., they also consist of as many equations as variables). A
subset of k equations with k variables is called a subset of degree k. Simon proved
that intersections of self-contained subsets are self-contained, thereby proving the ex-
istence of a minimal self-contained subset, i.e., one that does not have self-contained
subsets (in the worst case, this subset will be equal to the entire set; this can be
interpreted as a strong interconnection of all elements in the system). The procedure
recursively identifies minimal self-contained subsets, solves them for the variables that
they contain, and substitutes the obtained values for each occurrence of each variable
in the remaining equations. Note that these variables are exogenous to the subsets
identified at a later stage. The procedure stops when no self-contained subsets can
be identified. A self-contained subset is defined to be of order k if it was identified
and solved at step k of this procedure. The order in which the subsets were identified
defines the causal ordering of the equations and variables. Variables exogenous to a
subset are the direct causal predecessors of the variables in that subset. It is possible
to construct a causal graph of the system by representing each variable is the system
by a node and drawing directed arcs to each node from its direct causal predeces-
sors. The definitions of direct and indirect causal precedence, causal succession, etc.
follow in a straightforward way from the theory of directed graphs. For the formal
description of the procedure, see [164].

Example: The causal ordering procedure applied to the model described by Equa-
tions 5.5 will first identify equations e1 and e4 as two self-contained structures of
degree 1. Both equations contain only one variable and, hence, are minimal subsets
of zero order. There are no other such subsets. Solving e1 for d and e4 for b, and
substituting these values in e2 and e3, yields one self-contained structure of degree 1,
notably equation e2. Since we are in step one of the procedure, e2 is an equation of
first order. Solving e2 for a and substituting this value in e3, we are left with a single
equation as the minimal self-contained subset of second order. The resulting causal
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ordering is:
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Causal ordering in Simon’s view, is an asymmetric relation between variables, deter-
mined by a collection of mechanisms embedded in a system. It is defined formally in
the context of models of real-world systems, whose primitives are equations describing
mechanisms acting in these systems. Mechanisms, as opposed to causal connections,
are usually perceptible and, hence, form a sound operational basis for the approach.
But none of these mechanisms determines the causal ordering in isolation: causal
ordering is a property of a whole system rather than of an individual equation. I will
subsequently call this view of causality mechanism-based to reflect its reliance on
the notion of causal mechanisms in defining the causal structure of a system.

No scientist will claim that a model he or she has proposed is the true model of the
real-world system and, in that sense, the causal structure explicated by the procedure
of the causal ordering is to a certain extent subjective. It is as good as the current
state of knowledge, as the physical, chemical, or social laws, and as good as the real-
world measurements that it is based on and the approximations that the scientist was
willing to make. This subjectivity seems to be an irreducible property of models, but
luckily a property that is comparable to the subjectivity of science.

Causal ordering is qualitative in nature, in the sense that it does not require full
algebraic specifications of the equations in the model. Actually, knowledge of which
variables in a model participate in which equations is sufficient. This, in turn, is equal
to the knowledge of whether the coefficient of a variable in an equation is non-zero.
Actual values of the coefficients (including their signs) and the algebraic form of the
equations can remain unspecified.

One possible criticism of the causal ordering might be that it adds nothing new:
whatever it produces is already embedded in the model. Causality, in particular,
must have been encoded in the equations by the author of the model. This critique is
misplaced, however, because there is nothing in a typical equation that would suggest
asymmetry. Causal ordering of variables becomes apparent only when the equation is
placed in context. It is the context that determines the direction of causal relations.
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Consider two persons holding two opposite ends of a rope. Let A and B denote the
ends of the rope. What is the direction of causal influence, from A to B, or from
B to A? The answer is that it is not determined in advance, but only when we
consider the whole system: whether the two people apply force to their ends of the
rope, whether somebody or something else intervenes, mechanisms such as gravity,
friction between their shoes and the ground, etc. The only thing that we know in
advance is that the points are tied to each other by a mechanism involving the rope.
We can demonstrate the working of this mechanism by cutting the rope, but we
cannot determine any asymmetry in this mechanism until we embed it in a system.
The direction of the causal relation in one system can be easily reversed in another
system. What the causal ordering accomplishes is to explicate the asymmetry of the
relations among variables in a simultaneous structural equations model once such a
context has been provided.

Another possible criticism is based on the mechanical character of the procedure
and its dependence on the structure of the equations. Cases may arise in which
straightforward application of causal ordering will lead to results that conflict with
our everyday intuitions about causality. A possible example is:





f = ma
a = C1

m = C2




f m a
(e1) X X X
(e2) 0 0 X
(e3) 0 X 0




where f denotes force, m mass, and a acceleration. The corresponding causal ordering
is:
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It can be argued that the causal ordering in this system looks counterintuitive: how
can acceleration cause force? As constructed, the model implies that a is exogenous,
as reflected by equation a = C1. However, the notion that a is controlled outside
the system violates our intuitions, because it is rather hard to imagine control of
acceleration without using force. This counterintuitive form of the model, leads to
the counterintuitive causal ordering. It says: “controlling acceleration influences the
force,” which, assuming that one can indeed control the acceleration exogenously, is
exactly what would happen in this system. By violating our intuitions when choosing
the exogenous variable to be acceleration, we bring ourselves into trouble later when
interpreting the ordering. A careful choice of exogenous variables is as important
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for causal ordering as the fact that the equations be structural. To get an intuitive
causal ordering, one needs to agree about the intuitions related to the equations and
exogenous variables.

The beauty and generality of the causal ordering is fascinating. This work originated
in econometrics, where it was originally shown in the context of deterministic linear
models [164]. Later, it was demonstrated to apply equally well to logical equations
models [163] and linear models with error variables [165]. It was shown to provide an
interesting basis for treatment of the counterfactual conditional [170]. Recently, the
method has been extended to non-linear and dynamic models, involving first-order
differential equations [85] and was shown to provide a sound basis for qualitative
physics [86, 87] and non-monotonic reasoning [169].

5.2.2 Bayesian Belief Networks Models

It is often the case that, although something is known about the qualitative and statis-
tical properties of a system’s mechanisms, the exact functional form of the system’s
interactions is unknown. Bayesian belief network models represent all interactions
among a system’s variables by means of probability distributions and, therefore, sup-
ply a way to model such cases.

The pure mathematical formalism of BBNs is based on factorization of the joint
probability distribution of all variables in the model. Since this factorization is usually
not unique, many equivalent models can be used to represent the same system, just as
was the case with the simultaneous equation models. Models are strongly preferred
that represent probabilistic independences explicitly in their graphical structure. Such
models minimize the number of arcs in the graph, which in turn increases clarity and
offers some computational advantages. Some theorists postulate such models to be
close to causal models of the domain [131].

Historically, BBN models were developed to represent a subjective view of a system
elicited from a decision maker or a domain expert (called author) [84]. Although
there are several empirically tested model-building heuristics, there are no formal
foundations and the process is still essentially an art. Authors are usually encour-
aged to specify variables that are directly relevant probabilistically (or causally) to a
variable and influence that variable directly. These variables neighbor one another in
the graph and a directed arc is drawn between them. Often, the direction of this arc
reflects the direction of causal influence, as perceived by the author. Sometimes, the
direction of the arc reflects simply the direction in which the elicitation of conditional
probabilities was easier.
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5.2.3 Causality in Bayesian Belief Networks

While it is certainly not the case that every directed arc in a belief network denotes
causality, the formalism is capable of representing asymmetry among variables and,
thereby, causality. This section examines the conditions under which one can reason-
ably interpret a belief network as a causal graph of the system that it represents. I
will approach the problem of specifying these conditions by comparing belief networks
to structural equations models. My intention is not to replace belief networks with
structural equation models, but to integrate the existing body of work on modeling
natural systems, structure, and causality.

The argument contained in this section consists of three steps. First, I demonstrate
that BBN models can be represented by simultaneous equations models, that is, that
the joint probability distribution represented by any belief network model B can also
be represented by a simultaneous equations model S (Theorem 5.1). I then show that
the structure of B is equivalent to the structure of a causal graph of S obtained by
the method of the causal ordering (Theorem 5.2). Then I prove that the structure of
B reflects the causal structure of the underlying system if and only if the structural
model of that system shares the structure of S. This, I show, implies the following
necessary and sufficient conditions for B to be a causal model: (1) each node of B and
all its direct predecessors describe variables involved in a separate mechanism in the
system, and (2) each node with no predecessors represents a true exogenous variable
(Theorem 5.3).

The following theorem demonstrates that the joint probability distribution over n
variables of a belief network can be represented by a model involving n simultaneous
equations with these n variables and n additional independently distributed latent
variables.

Theorem 5.1 (representability) Let B be a Bayesian belief network model with
discrete random variables. There exists a simultaneous equations model S, involving
all variables in B, equivalent to B with respect to the joint probability distributions
over its variables.

Proof: The proof is by demonstrating a procedure for constructing S. A Bayesian
belief network is a graphical representation of a joint probability distribution over its
variables. This joint probability distribution is a product of the individual probability
distributions of each of the variables. It is, therefore, sufficient to demonstrate a
method for reproducing the probability distribution of each of the variables in B. For
the sake of simplicity, the proof is for Bayesian belief networks with binary random
variables. The outcomes of a variable x will be denoted by X and X. Extension to
discrete variables with any number of outcomes is straightforward.
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We will construct one equation for each of the variables. We start with an empty set
S and then, for each node y in B, we add one equation to S in the following way.

If y has no predecessors, then the probability distribution of its outcomes is the prior
distribution, Pr(y = Y ), Pr(y = Y ). Let E be an exogenous latent variable with
outcomes E1 and E2 and the distribution Pr(E = E1) = Pr(y = Y ) and Pr(E = E2) =
Pr(y = Y ).
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The following deterministic equation with the latent variable E reproduces the distri-
bution of y:

fy(E) =

{
Y if E = E1

Y if E = E2
.

If y does have direct predecessors x1, x2, . . . , xn, each of the variables xi (1 ≤ i ≤
n) having outcomes Xi and Xi, then its probability distribution is a distribution
conditional on all possible outcomes of the predecessors

Pr(y = Y |x1 = X1, x2 = X2, . . . , xn = Xn)
Pr(y = Y |x1 = X1, x2 = X2, . . . , xn = Xn)
Pr(y = Y |x1 = X1, x2 = X2, . . . , xn = Xn)
Pr(y = Y |x1 = X1, x2 = X2, . . . , xn = Xn)

. . .
P r(y = Y |x1 = X1, x2 = X2, . . . , xn = Xn)

Pr(y = Y |x1 = X1, x2 = X2, . . . , xn = Xn)
Pr(y = Y |x1 = X1, x2 = X2, . . . , xn = Xn)
Pr(y = Y |x1 = X1, x2 = X2, . . . , xn = Xn)
Pr(y = Y |x1 = X1, x2 = X2, . . . , xn = Xn)

. . .
P r(y = Y |x1 = X1, x2 = X2, . . . , xn = Xn)
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Let E be an exogenous latent variable with 2n+1 outcomes E1, E2, . . . , E2n+1 and the
distribution

Pr(E = E1) = Pr(y = Y |x1 = X1, x2 = X2, . . . , xn = Xn)
Pr(E = E2) = Pr(y = Y |x1 = X1, x2 = X2, . . . , xn = Xn)
Pr(E = E3) = Pr(y = Y |x1 = X1, x2 = X2, . . . , xn = Xn)
Pr(E = E4) = Pr(y = Y |x1 = X1, x2 = X2, . . . , xn = Xn)

. . .
P r(E = E2n) = Pr(y = Y |x1 = X1, x2 = X2, . . . , xn = Xn)

Pr(E = E2n+1) = Pr(y = Y |x1 = X1, x2 = X2, . . . , xn = Xn)
Pr(E = E2n+2) = Pr(y = Y |x1 = X1, x2 = X2, . . . , xn = Xn)
Pr(E = E2n+3) = Pr(y = Y |x1 = X1, x2 = X2, . . . , xn = Xn)
Pr(E = E2n+4) = Pr(y = Y |x1 = X1, x2 = X2, . . . , xn = Xn)

. . .
P r(E = E2n+1) = Pr(y = Y |x1 = X1, x2 = X2, . . . , xn = Xn)

Then, the following deterministic equation with the latent variable E reproduces the
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distribution of y:

fy(x1, x2, . . . , xn, E) =





Y if x1 = X1, x2 = X2, . . . , xn = Xn, E = E1

or x1 = X1, x2 = X2, . . . , xn = Xn, E = E2

or x1 = X1, x2 = X2, . . . , xn = Xn, E = E3

or x1 = X1, x2 = X2, . . . , xn = Xn, E = E4

. . .
or x1 = X1, x2 = X2, . . . , xn = Xn, E = E2n

Y if x1 = X1, x2 = X2, . . . , xn = Xn, E = E2n+1

or x1 = X1, x2 = X2, . . . , xn = Xn, E = E2n+2

or x1 = X1, x2 = X2, . . . , xn = Xn, E = E2n+3

or x1 = X1, x2 = X2, . . . , xn = Xn, E = E2n+4

. . .
or x1 = X1, x2 = X2, . . . , xn = Xn, E = E2n+1

The above demonstrates that the value of any node in a Bayesian belief network can
be expressed by a deterministic function of the values of all its direct predecessors
and a single independently distributed latent variable. For a belief network with n
nodes, we have constructed a self-contained set of n simultaneous equations with n
variables and n independent error terms with well-defined probability distributions.
The probability distribution of each variable in S is identical to the distribution of
a corresponding node in B. This makes S equivalent to B with respect to the joint
probability distribution of the variables. 2

The construction of an equivalent simultaneous equations model S for a belief network
B, outlined in the above proof, is rather straightforward. The goal is to describe each
element of the conditional probability matrix of a node y in belief network. Each
logical condition on the right-hand side of the equations specifies one element of this
matrix by listing a combination of outcomes of parents of y. The exact numerical
value of the conditional probability for that element is then given by the probability
of a unique value of the error variable E .

Example: Let B be a BBN with two nodes, x and y.
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Let the outcomes of x be X and X, the outcomes of y be Y and Y , the distribution
of x be Pr(x = X) = 0.4, Pr(x = X) = 0.6, and the conditional distribution of y
be Pr(y = Y |x = X) = 0.7, Pr(y = Y |x = X) = 0.2, Pr(y = Y |x = X) = 0.3,
Pr(y = Y |x = X) = 0.8.

A simultaneous equations model for B is:




f(Ex) =

{
X if Ex = Ex1

X if Ex = Ex2

f(x, Ey) =

{
Y if x = X, Ey = Ey1 or x = X, Ey = Ey2

Y if x = X, Ey = Ey3 or x = X, Ey = Ey4

where the distribution of Ex is Pr(Ex = Ex1) = 0.4, Pr(Ex = Ex2) = 0.6, and the
distribution of Ey is Pr(Ey = Ey1) = 0.7, Pr(Ey = Ey2) = 0.2, Pr(Ey = Ey3) = 0.3,
and Pr(Ey = Ey4) = 0.8. 2

Bayesian belief networks are acyclic, which excludes self-contained structures of degree
higher than one. It is, therefore, obvious that the converse of Theorem 5.1 is not true.

The following theorem establishes an important property of a structural equations
model of a system with an assumption of causal acyclicity. This property implies that
the structure obtained by the method of causal ordering from a structural equations
model S constructed by Theorem 5.1 reflects the structure of the equivalent belief
network B.

Theorem 5.2 (acyclicity) The acyclicity assumption in a causal graph correspond-
ing to a self-contained system of equations S is equivalent to the following condition
on the causal ordering over S: Each equation ei ∈ S : f(x1, . . . , xn, Ei) = 0 forms a
self-contained system of some order k and degree one, and determines the value of
some argument xj (1 ≤ j ≤ n) of f , while the remaining arguments of f are direct
predecessors of xj in causal ordering over S.

Proof: =⇒
Acyclicity, according to the procedure of causal ordering [164], means that in the
process of extracting the causal ordering from S, there is no self-contained structure
of degree higher than one. I will show that given the assumption of acyclicity, the
coefficient matrix of the equations in S is triangular. Then, by the considerations
analogous to Gaussian elimination and by the causal ordering the theorem follows.

I show the triangularity of A by a series of operations involving row interchanges and
column interchanges. Under both operations the causal ordering remains invariant:
row interchange is equivalent to changing the order of equations in S; column in-
terchange is equivalent to renaming the variables in S; both the order of equations
and names of variables are insignificant and do not depend on the functional form of
equations.
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We rearrange the rows and columns of the matrix so that it takes the form of a
lower-triangular matrix. We will work along the diagonal from the upper-left to the
lower-right corner and always rearrange rows below and columns to the right of the
current diagonal element. At each point, all rows above the current diagonal element
will have all zero elements to the right of diagonal.

Since all self-contained structures have degree one, we know in the beginning (row 0
and column 0) that there will be at least one self-contained structure of degree 1 (i.e.,
containing only one equation), describing a variable that is exogenous to the system.
Suppose row i describes the coefficients of such an equation. We know that there
will be only one non-zero coefficient in this equation. If this coefficient is located in
column j, we interchange row 0 with row i and column 0 with column j. Now, the
first element on the diagonal (first pivot) will contain a non-zero; all other elements
in row 0 will be zeros. Now we proceed with the next pivot. Processing the k-th
pivot, we are by assumption guaranteed that in the sub-matrix [k : n; k : n] there will
be at least one self-contained structure of degree 1, which means that there will be at
least one row with only one non-zero element. Suppose, it is row i and the non-zero
element is in column j. We then interchange row k with row i and column k with
column j. Since the k-th pivot is the only non-zero element in the current k-order
self-contained structure, all elements to the right of it are zeros. Note also that this
interchange does not affect the zero elements above diagonal in the rows 0 to k − 1,
since all columns from k to n had their elements 0 to k − 1 equal to zero.

By the considerations based on Gaussian elimination, we have shown that each of the
diagonal elements aii is the coefficient of some variable xi, determined by equations
ei. Each of the other non-zero elements left of aii denotes presence in the equation
ei of a variable that is determined before xi, that is a direct predecessor of xi in the
causal ordering in S.

⇐=
This condition states that each equation determines one variable. At each level in the
procedure of extracting the causal ordering there are, therefore, only self-contained
structures of degree one, which in turn guarantees triangularity of the matrix of
coefficients and therefore acyclicity of the causal graph. 2

It is possible to extend this result to the general case, i.e., without the acyclicity
assumption. Although it is not possible to triangularize the matrix using row and
column interchanges, it is possible to show that each equation contains the variables
that are determined by the self-contained structure that the equation determines
and their direct predecessors in the causal ordering. In other words, each structural
equation involves nodes that are direct neighbors in the causal ordering.

Each equation in the simultaneous equations model S constructed in the proof of the
Theorem 5.1 involves a node in the graph representing the belief network B and all
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its immediate predecessors. As Bayesian belief networks are acyclic, by Theorem 5.2,
we have that the causal graph of S derived by the method of causal ordering will have
the same structure as the belief network B. This observation and its implications are
formalized in the following theorem.

Theorem 5.3 (causality in BBNs) A Bayesian belief network B reflects the cau-
sal structure of a system if and only if (1) each node of B and all its direct predecessors
describe variables involved in a separate mechanism in the system, and (2) each node
with no predecessors represents a true exogenous variable.

Proof: By Theorem 5.1, there exists a simultaneous equations system S that is
equivalent to B. Each equation in S involves a node of B and all its direct predecessors.
We know that B is acyclic, so by Theorem 5.2 the structure of B is equivalent to the
structure of a causal graph obtained by the method of causal ordering from S.

By the assumptions underlying causal ordering, B reflects the causal structure of the
underlying system if and only if S is a structural model of that system, i.e., if each
of its equations is a structural equation and each of its exogenous variables is a true
exogenous variable.

This is reducible to the following two conditions on B: (1) each node of B and all its
direct predecessors describe variables involved in a separate mechanism in the system,
and (2) each node with no predecessors represents a true exogenous variable. 2

This result demonstrates that directed arcs in belief networks play a role that is
similar in its representational power to the structure (in terms of the presence or
absence of variables in equations) of simultaneous equations models. Each node and
all its direct predecessors represent a mechanism if the structure is causal. Belief
networks can encode the structure of the system if this structure is acyclic. The joint
probability distribution of all the system’s variables encoded in a BBN is a way of
numerically representing interactions whose functional form is unknown.

In the process of constructing a BBN, arcs usually connect only those nodes that
directly influence each other. A knowledge engineer or a domain expert will usually
have a good feeling for the direction of the causal connections because of the usual
asymmetries of mechanisms. One can, on the other hand, easily imagine situations
in which mechanisms are symmetric and the direction of a causal influence is not
obvious. One of the practical implication of this result is that possible doubts about
direction of causal influences in BBNs can be reduced to doubts about operationally
sound concepts of mechanisms and exogenous variables. If one is reasonably sure that
in a belief network each node with no predecessors can be interpreted as an exogenous
variable and each node is involved in a mechanism with all its direct predecessors, then
the belief network is a causal model. Such certainty is obviously not always possible,
but at least we need to be aware when we can give a model a causal interpretation
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and when we cannot.

5.3 Model Discovery

Semper causæ eventorum magis movent quam ipsa eventa.
(The causes of events are even more interesting than the events themselves.)

Marcus Tullius Cicero
“Epistolœ ad Atticum,” Bk. ix, Sec. 5

This section is devoted to a comparison of causal ordering to the recent work on dis-
covery of causal relations from observations. The causal discovery work, performed by
Clark Glymour, Richard Scheines and Peter Spirtes, at Carnegie Mellon University9

and independently by Judea Pearl and Thomas Verma at the University of Cali-
fornia at Los Angeles, is in my opinion one of the most exciting developments in
science today with far-reaching implications for the theory and practice of scientific
experimentation. Superficially, it seems to be based on very different principles than
earlier work on causal discovery in econometrics. Convinced of the soundness and
elegance of the mechanism-based view of causality, and impressed by the power of
the new methods, I was strongly motivated to compare the two approaches and an-
alyze the additional assumptions that contributed to the power of the new methods.
Another motivation for this work was the desire to extend the causal discovery view
to experimental systems, especially those where most relations among variables are
deterministic. I hoped, finally, to subject to a most serious test the view of causality
in probabilistic models as outlined in the previous sections.

I have found that the meaning of causality in the work of Spirtes et al. is reducible
to the mechanism-based view. The two approaches are, in fact, almost identical, up
to two philosophical differences. The first is an implicit assumption of mechanism-
based view that relations in real-world systems can be modeled by deterministic
functions. Spirtes et al. relax this assumption slightly, but this has, arguably, no
practical implications for the applicability of their methods. The second difference is
more substantial. Spirtes et al. assume causality to be a primitive property of a system
under study. This exposes their work to the critique that causal relations cannot be
perceived and, therefore, cannot be operationalized. In the mechanism-based view,
the concept of a mechanism, captured in a structural equation, is a primitive. It seems
that existence and working of mechanisms can be perceived and, therefore, given an

9For the sake of brevity, I will refer to this group as Spirtes et al. after their recent book [172] that
summarizes several years of their work on causal discovery. I will refer to this work rather than to
the work done by Pearl and Verma, because I am more familiar with it. I believe that for the purpose
of this analysis, both approaches are equivalent. There are other approaches to causal discovery,
which I will leave outside this discussion. For a comprehensive review see [172, Section 5.2–3].
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operational meaning. Causality or, more exactly, the causal ordering is defined in the
context of a set of mechanisms interacting with each other in a model. The causal
discovery work can be viewed as the discovery of mechanisms. I argue later in this
chapter that this view offers both theoretical and practical advantages to the direct
construction of causal graphs from data.

As far as the power of the new methods is concerned, it seems to rest on additional
assumptions about causal relations that had not been made in econometrics. The two
new powerful identifying assumptions are that of acyclicity of the causal structure and
the assumption that each observed independence and dependence is a reflection of
the causal structure of the system and is not merely coincidental (the latter called by
Spirtes et al. “faithfulness assumption”). With respect to the faithfulness assumption,
the new, previously unexplored, element is dependence of causes conditional on a
common effect: a conditional dependence observed in this case is assumed to be
structural and allows for distinguishing between predecessors and successors of the
node conditioned on. The identifying power of all assumptions made in the causal
discovery work will be discussed in Section 5.3.7.1.

Section 5.3.1 reviews the main ideas of the work on causal discovery. Section 5.3.2 lists
the main assumptions of this work and translates them into the simultaneous struc-
tural equations models view. Sections 5.3.3 and 5.3.4 discuss two important issues in
the foundations of causal discovery: independence and conditioning. Section 5.3.5 ex-
plains the discovery algorithms in terms of model discovery and Section 5.3.6 presents
three examples. Finally, Section 5.3.7 discusses the identifying power of the assump-
tions made in causal discovery work and conclusions from the comparison of causal
discovery work to mechanism-based view of causality.

Although I anticipate further development of this view of causal discovery, this thesis
restricts the treatment of the subject to a comparison of the two views at some basic
level. No attempts are made to propose new algorithms for automatic discovery
beyond reproducing the existing methods in the mechanism-based framework.

5.3.1 Causal Discovery

An accepted scientific procedure for demonstrating causal relations is experimenta-
tion. If experimental manipulation of one variable (called the independent variable)
results in a change in value of another variable (called the dependent variable), as-
suming an effective control for all possible intervening variables, one usually concludes
that in the system under study the two variables stand in a causal relation with each
other. A change in the value of the independent variable causes, either directly or
indirectly, a change in the value of the dependent variable.

Unfortunately, conducting such experiments is for many practical systems impossible,
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because of their uncontrollability, the forbidding costs of experimentation, or ethical
considerations. Numerous examples of such non-experimental systems are found in
economics, meteorology, social, or political sciences. Still, one wants to predict the
impact of policy decisions, such as whether to impose a tax, introduce pollution
controls, introduce or abolish the death penalty, or restrict smoking, on the variables
such as the gross national product, air quality, certain types of crime, or the number of
lung cancer cases in the population. Where experimentation is impossible, one must
rely on observations and assumptions in order to form a theory of causal interactions.
Of course, the validity of the resulting predictions will be as good as the validity of
the theory.

Several statistical procedures, such as regression or factor analysis, have been designed
to aid in inferring the causal structure of a system from observations. Still, most
textbooks either carefully avoid the word “cause” or, if they are unorthodox enough
to mention it, they promptly equip it with the standard disclaimer that “correlation
does not mean causation,” bringing confusion as to what correlation exactly means.

Work in econometrics in late 1940s and early 1950s (see for example [81] or [93])
concentrated on formulating economic theories in the form of systems of structural
equations, i.e., equations describing mechanisms by which variables interact directly
with each other. It was commonly believed that systems of structural equations should
be formulated either entirely on the basis of economic theory or economic theory
combined with systematically collected statistical data for the relevant variables in
the system. Construction of a system in the second case consisted of proposing a
theoretical model, i.e., specifications of the form of the structural equations (e.g.,
their linearity and a designation of the variables occurring in each of the equations)
and then estimating constant parameters of such equations from observations. The
limits of such estimation were called the problem of “identifiability,” i.e., whether it is
theoretically possible, given prior knowledge about the functional forms of equations
in a set of simultaneous equations, to determine unique values of parameters of these
equations from observations. Simon [164] related the problem of identifiability to the
causal structure of the system, showing theoretical conditions under which a structure
is identifiable.

In their recent work, Spirtes et al. [172] and Pearl and Verma [131], proposed that,
under certain circumstances, observation is sufficient to determine all or part of the
causal structure of a system. They have outlined methods for identifying a narrow
class of causal structures (ideally a unique causal structure) that are compatible with
particular observations. As Simon [165] demonstrated, the problem of determining
the causal structure from data is severely underconstrained and the perceived causal
structure depends on the a priori assumptions that one is willing to make. From this
point of view, there is little doubt that the amazing power of these new methods rests
on some powerful identifying assumptions. I will review briefly the assumptions made
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by Spirtes et al., although I will delay the detailed discussion of their implications
and strength until after presenting the causal discovery work in the mechanism-based
framework.

The foundations of the causal discovery methods rest on the work on factorizable
probability distributions [44, 199], in which the joint distribution of a set of random
variables is represented as a product of conditional probabilities of subsets of these
variables. Such products can be partially ordered and the distribution of each vari-
able can then be expressed as a distribution conditional on its direct predecessors in
this ordering. One can represent this partial ordering of variables pictorially by a
directed acyclic graph, where the structure of the graph reflects the probabilistic in-
dependences in the underlying distribution. Such graphs have been postulated useful
in representing the relation between causality and probability [129]. If a graph is a
causal model of a system, then normally the pattern of dependences and indepen-
dences in the factorizable probability distribution that corresponds to the graph will
be the same as in the system. One of the important assumptions made by Spirtes et
al. finds an immediate reflection in the formalism used in their work: directed acyclic
graphs used to represent the causal structure of a system imply that this structure
does not contain cycles.

Causal discovery in the work of Spirtes et al. is based on two axioms binding causality
and probability. Informally, the first axiom, causal Markov condition, states that
once one knows all direct causes of an event, one need not know anything about their
indirect causal predecessors or other effects of these direct causes. For example: while
riding a bicycle we see a broken glass bottle on the bicycle path with small pieces of
glass lying all around. Learning the cause of this broken bottle or that a piece from
the bottle hurt a passing dog, does not change our expectation of a flat tire caused by
the pieces of glass on the road.10 The formal statement of the Markov assumptions
is as follows:

Causal Markov Condition: [172, page 54] Let G be a causal graph
with vertex set V and P be a probability distribution over the vertices in
V generated by the causal structure represented by G. G and P satisfy
the Causal Markov Condition if and only if for every W in V , W is
independent of V \ (Descendants(W ) ∪ Parents(W )) given Parents(W ).

The second axiom, the faithfulness condition, assumes that all dependences and in-

10Many of these properties of causes have been known for long. Reichenbach described “causal
forks” consisting of a cause and two or more effects. The effects are normally probabilistically
dependent because of the common cause, but this independence vanishes if we condition on the
cause [148, page 158]. The Markov condition is not completely uncontroversial. Salmon [148]
postulates the existence of “interactive forks,” that violate the Markov condition. Spirtes et al. give
an appealing explanation of Salmon’s examples and postulate that interactive forks do not exist, at
least in the macroscopic world [172, Section 3.5.1].
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dependences observed in the data are structural, resulting from the structure of the
causal graph, and not accidental (e.g., by some combination of parameters that re-
sult in causal effects canceling out). Spirtes et al. demonstrate that dependences and
independences that are purely accidental have, under a wide class of natural distribu-
tions over the parameters, a measure zero probability. The formal statement of the
faithfulness condition is as follows:

Faithfulness Condition: [172, page 56] Let G be a causal graph and P
a probability distribution generated by G. < G,P > satisfies the Faithful-
ness Condition if and only if every conditional independence relation true
in P is entailed by the Causal Markov Condition applied to G.

One of the consequences of the Markov condition in combination with the faithfulness
condition is conditional dependence: all causal predecessors of an observed variable
v become probabilistically dependent conditional on v. Suppose that while riding a
bicycle we get a flat tire. This makes all possible causes of the flat tire probabilistically
dependent conditional on the flat tire. Observing pieces of glass on the road, for
example, makes thorns less likely (the glass explains away the thorns).

Markov and faithfulness assumptions bind causality with probability and along with
other assumptions, such as acyclicity of the causal structure, causal sufficiency, and
independence of error terms, place constraints on the causal structure. This permits
the extraction of clues about the causal structure that generated the observed patterns
of independences and dependences. Spirtes et al. show that given their assumptions,
they are often able to reconstruct purely from a set of observations a unique causal
structure of the system that generated them. The search for that causal structure
is a search for the class of faithful models that are structurally able to generate
the observed independences, whereas sometimes this search provides a unique causal
structure. Causal discovery from observation is just another way of constraining
the causal structure of the system under study, in order to reduce the number of
alternative causal models. The power of observation is limited by indistinguishability
[172, Chapter 4]: if two causal structures can account for the same data equally well,
then no data can distinguish them (this parallels the problem of identifiability in
econometrics).

The search algorithms are based on the following theorem [172, Theorem 3.4] (this
theorem follows from a theorem first proved by Verma and Pearl [188]) (here, V
means the set of random variables in the model, and P(V ) means a joint probability
distribution on that set):

Theorem 5.4 (causal discovery theorem) If P(V ) is faithful to some directed
acyclic graph, then P(V ) is faithful to directed acyclic graph G with vertex set V if
and only if
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(i) for all vertices X, Y of G, X and Y are adjacent if and only if X and Y are
dependent conditional on every set of vertices of G that does not include X or Y ; and
(ii) for all vertices X, Y , Z such that X is adjacent to Y and Y is adjacent to Z and
X and Z are not adjacent, X −→ Y ←− Z is a subgraph of G if and only if X, Z
are dependent conditional on every set containing Y but not X or Z.

All search algorithms that have been proposed so far (SGS, PC, PC∗ [172], and
IG [131]) are based on this or an equivalent theorem. The differences are in their
complexity, stability, and reliability. The first phase of a search algorithm aims at the
identification of direct adjacences using conditional independence tests. There is no
arc between two nodes X and Y if at least one test shows that they are conditionally
independent (Theorem 5.4 (i)). In practice, this means that there exists a set of
nodes that can screen off the link between X and Y (implication of the Markov
condition). The second stage of the search algorithms aims at orienting the arcs of
the undirected graph obtained in the first stage. Two adjacent undirected links X–
Y –Z are considered at a time. If there there is no direct link between X and Z, and
X and Z are dependent conditioned on every set of variables containing Y , then both
arcs are directed towards Y (Theorem 5.4 (ii)). The links that remain undirected in
this procedure are oriented in such a way that they do not create conflicts with the
already directed links.

5.3.2 Assumptions

Using elementary algebraic considerations, Simon [165] has demonstrated that the
problem of determining a causal structure, either from experimental or observational
data, is severely underconstrained. The way one perceives the causal structure of
a system is strongly dependent on the assumptions that one is willing to make. In
particular, one might assume that A causes B only from an observed correlation
between A and B, if one is willing to make the assumptions of time precedence
and the non-correlation of the error terms (the latter excludes the possibility of a
common cause) [165, page 463]. On the other hand, one may be reluctant to accept
even an experimental proof of causation, if one rejects critical assumptions about
experimental setup. It is, therefore, essential for this and any scientific enterprise to
state explicitly the assumptions made and provide the motivation for their validity.
The work on causal discovery should be viewed as work within a model of reality
rather than within a real physical system. The a priori assumptions about reality
define the shape of the working model of reality and effectively the causal structure
that will be postulated within that model.

Spirtes et al. distinguish three types of systems: deterministic, pseudo-indeterministic,
and genuinely indeterministic [172, page 49–53]. In deterministic systems, the inter-
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actions among variables can be described by deterministic functional relations. In
pseudo-indeterministic systems, the interactions among variables are deterministic,
but some unobserved variables participate in these functions making the observa-
tions uncertain (such models are also called deterministic hidden-variable models).
In genuinely indeterministic systems, the interactions among variables are inherently
probabilistic.

The structural equations approach covers the first two categories but not the third.
Although few scholars question the sufficiency of deterministic hidden-variable mod-
els in the macroscopic world, some doubt whether it is possible to express natural
systems at the quantum level in deterministic terms or whether they are inherently
indeterministic. So, an important assumption that I am making is that the system
under study is deterministic or, in other words that it can be described by a self-
contained set of simultaneous deterministic equations, although I do not make any
assumptions about the form of these equations.11

Causal Sufficiency One of the most powerful assumptions shaping the perception
of causality is the boundary of the system that one is analyzing. An assumption
usually made in this respect is the causal sufficiency of the model, namely, that the
model contains all causally relevant variables. Constructing a model of a system that
consists of just two variables x and y, and given strong enough assumptions, one may
be willing, for example, to conclude that x directly causes y. Extending the system
to include a third variable z can change the perception of the causal structure of the
system and may lead one to regard the causal relation between x and y as indirect
through z (an intervening variable) or even spurious (i.e., with z being a common
cause of x and y).

The assumption of causal sufficiency is closely related to the assumption of inde-
pendence of exogenous variables, namely the assumption that none of the variables
influencing an exogenous variable x1 in a system depends on any of the variables in-
fluencing another exogenous variable x2. Knowledge of the system may supply good
reasons for making this assumption when building a model of that system. Similarly,
in discovery of the causal structure of a system, this assumption may sometimes be
substantiated by a priori knowledge of the system. If, however, there are no a priori
indications that exogenous variables are independent, this assumption is unfounded.
In such cases, the assumption of independence of exogenous variables frames how one
looks at observations and provides a view of the system’s causal structure.

In some parts of the work of Spirtes et al., this assumption is relaxed. They show
methods for determining in some cases whether there exist common causal predeces-
sors of any pair of the measured variables [172, Chapter 6].

11Up to an equivalent of the faithfulness assumption, to be discussed later.
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The causal sufficiency assumption comes down to assuming that a system of struc-
tural equations is self-contained (i.e., for n measured variables there are n structural
equations), that only the measured variables participate in the model, and that all
exogenous variables are independent.

Acyclicity of the Causal Structure The acyclicity assumption amounts to as-
suming that there are no mutual dependences and feedback loops in the causal graph
of the system. The implication of this assumption for simultaneous structural equa-
tions models has been demonstrated in Theorem 5.2.

It is easy to show deterministic hidden-variable simultaneous equations models where
this assumption is violated. The following model implies a strong interdependence
between variables b and c.





a = E1

C1a + b + C2c = E2

C3b + c = E3




a b c
(e1) X 0 0
(e2) X X X
(e3) 0 X X


 (5.6)

The meaning of this strong interdependence is that at some level of analysis there
is a cycle in the causal graph of the system. Without further information (such as
time precedence), it is not possible to picture this cycle diagrammatically. Although
it is a philosophical question whether causality is cyclic or not (consider the “chicken
and egg” problem), it seems that many mathematical models of real-world systems
contain cycles, such as feedback loops. Causal interactions in feedback mechanisms
such as, for example, pressure regulators in physical devices, are usually modeled
and explained in a manner that implies cycles. Also, causal interactions in dynamic
systems are usually viewed as containing cycles. Spirtes et al. distinguish between
type and event causality. While the first may contain causal cycles (chickens and
eggs), the second is meaningful for individual events (a chicken and an egg) and is
acyclic.

The Markov Assumption The Markov condition naturally follows from the as-
sumption of determinism and can be easily demonstrated for simultaneous equation
models with hidden-variables. Suppose that in a model with the acyclicity assump-
tion, the following equation determines the value of variable y: fy(x1, x2, . . . , xn, y, E) =
0. The variables xi (1 ≤ i ≤ n) participating in this equation are all, by Theorem 5.2,
immediate causal predecessors of y. If we know the values of all variables xi, and
the error term E is independent of any other error variable in the model, then the
value of y is independent of all but its causal descendents. This is exactly the Markov
condition. The reason for making this an axiom in the causal discovery work is a
desire to extend the class of systems that can be treated to indeterministic ones. It
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is not completely clear how much is gained by this. Systems, for which no deter-
ministic models seem to exist, are known only at the quantum level and all known
macroscopic systems can be described in deterministic terms. Demanding the Markov
condition in a genuinely indeterministic system is equivalent to demanding the fac-
torability of its underlying joint probability distribution. Alas, none of the known
indeterministic systems can be described by a factorizable probability distribution,
so the practical consequences of extending the domain of causal discovery procedures
to indeterministic models seem to be immaterial.

The Faithfulness Assumption Assuming the faithfulness of the probability dis-
tribution in the observational data amounts to assuming that an observed indepen-
dence or dependence is structural, resulting from the underlying causal structure of
the system and not accidental (e.g., by some combination of parameters that result
in causal effects canceling out).

An equivalent of the faithfulness assumption for simultaneous structural equations
models is restricting the functional forms of the equations to ensure that one can
discover the presence of a variable in an equation. Therefore, it is necessary to exclude
the possibility that changes of the value of that variable make little or no difference
for the value of the function. Another possibility that needs to be excluded is causal
influence of two or more variables that cancel each other and have the total effect
equal to zero. Section 5.3.3 will propose a formal way of capturing these conditions
in simultaneous equations models.

Reliable Statistical Inference Spirtes et al. assume that they are dealing with
a data set consisting of measurements within a uniform population sharing the same
causal structure. Further, they assume that the statistical properties of the sample
data reflect exactly the properties of the population that the measurements are taken
from. They assume for the sake of simplicity, that the causal discovery procedures get
reliable (in the sense of holding in the population) statements regarding independence
or dependence of variables in the form of I(x, Ψ, y), which stands for “in the collection
of the observed data points, the values of variable x are independent of the values of
the variable y, holding the values of the variables in the set Ψ fixed (i.e., conditioning
on all variables in Ψ).” I(x, Ψ, y) stands for the negation of I(x, Ψ, y), i.e., is a
statement of conditional dependence. I(x, ∅, y) and I(x, ∅, y) denote unconditional
independence and dependence of the values of x and y. In this way, statistical decision-
making (i.e., deciding whether the results of statistical tests substantiate the truth of
the statement) is separated, for the sake of argument, from the logic of discovery (i.e.,
inferring the causal structure of the system from deterministic information about the
pattern of dependences and independences). Weakening this assumptions and some
ways of coping with the problem are proposed in [172].
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5.3.3 Independence and Faithfulness

The value of each variable in a self-contained system of simultaneous equations is
determined by the values of the exogenous variables. These, in turn, assume their
values outside the system. Under laboratory conditions, the values of exogenous
variables are carefully set and varied in some systematic fashion by the experimenter.
In case of causal discovery, the values of exogenous variables are assigned by nature
and this assignment of values can be characterized by a joint probability distribution.
Nature assumes here the role of the experimenter and the scientist assumes the role
of her assistant, whose role is to register the values of all system variables for various
combinations of values of the exogenous variables (in short a data point). Analyzing
the data collected in such an experiment, the scientist relies on nature’s systematic
variations of the exogenous variables. It is that variability that one needs in order
to be able to discover causal relations both in the laboratory and when observing
nature. Exogenous variables are the source of all variability in the system. For each
combination of values of the exogenous variables, the set of equations will have a
solution and a corresponding data point that can be observed in the real system.
Since there are usually many values that the exogenous variables can assume, many
different observations are possible. This variety allows for performing statistical tests
for independence (or correlation, if one is willing to assume that the interactions in
the system are linear).

In this section, I will introduce a deterministic notion of independence between sys-
tem’s variables. I will start with the concept of unconditional independence and
postpone the discussion of conditionalization and conditional independence to the
next section. It seems that the equivalent of probabilistic dependence in determinis-
tic systems is loss of dimensionality of the Cartesian product of variables. A Cartesian
product of n independent variables has the dimensionality n. In other words, as each
of the variables can vary independently over its domain, the points in this product
cover an n dimensional space. If there is any interdependency among the variables,
there will be loss in the dimensionality of this space. For example, the Cartesian
product of two independent variables will be a two-dimensional plane. If these two
variables are dependent, then the domain of their Cartesian product will have a lower
dimensionality and will be a line or even a point. The variables co-vary and the value
of one of the variables puts a constraint on the value of the other variable.

The dimensionality of a set D of variables depends also on the existence of other
exogenous variables that are not members of D, but influence the value of some en-
dogenous variables in D. Compare the two deterministic causal graphs in Figure 5.1,
for example. If we look at the dimensionality of two variables a and b, such that a is a
causal predecessor of b, we will observe a loss of dimensionality, but the degree of loss
will be dependent on whether there are other independent variables that influence
b. In the figure, for each value of a, there will be many values of b, as c is allowed
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to vary independently and is not considered in the dimensionality test. In the pres-
ence of such variables, the “true” dimensionality of observed data points needs to be
determined by means of statistical tests. Loss of dimensionality will normally yield
a positive result in tests for probabilistic dependence, unless there is no variability
in the data points, in which case the tests will falsely indicate independence (I will
discuss this in more detail in Section 5.3.7).
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Figure 5.1: Influence of a latent variable c on the observed dimensionality of two
variables: (a) the points in the Cartesian product of the variables a and b will form
a line (dimensionality one), (b) with a latent variable c, the points in the Cartesian
product of a and b will normally form a two-dimensional structure that does not cover
the whole plain (loss of dimensionality can be still observed, but the points will not
form a line).

Definition 5.2 (independence) Sets of variables X and Y in a simultaneous equa-
tions model S are independent if the dimensionality of the Cartesian product of the
variables in X ∪ Y is equal to the sum of dimensionalities of Cartesian products of
variables in X and Y separately.

Loss of dimensions is caused by functional relations that bind variables between the
sets X and Y . Each functional relation causes, in general, loss of one dimension. It is
obvious that independence is a property of a system and not of single equations. It
captures the property of a system of equations that will generate data points in which
variations in the value of one variable are associated with variations in the values of
the other variable.

Definition 5.3 (faithfulness) A structural equations model S is faithful with re-
spect to its structure if and only if every independence between sets of variables in S
is entailed by the structure of S, i.e., by the presence and the absence of variables in
individual equations in S.

What this definition practically requires is that the model does not contain equations
that structurally look as if they were putting a constraint on a variable or a set
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of variables, but in reality, the actual functional form and the actual values of the
coefficients imply no constraint. Unfaithfulness may happen when a variable is present
in an equation, but the coefficient of that variable is zero or becomes zero when
influence through different paths is being computed (i.e., when the total effect of a
variable on another variable through different paths “cancels out”). Another case is
when there is no variability in the data. This is equivalent to the problems with purely
deterministic relations shown by Spirtes et al. and will be discussed in Section 5.3.7.

For the sake of demonstration, I will show two obvious properties of the relation
between causal ordering and independence:

Theorem 5.5 (causal dependence) If y precedes x in causal ordering, then y and
x are dependent.

Proof: Theorem 5.2 shows that under the assumption of acyclicity, there exists an
equation ex in the simultaneous equations model that determines the value of x.

fx(x, u, v, . . . , w, Ex) = 0

The remaining variables in ex (u, v, . . . , w, and Ex) are direct predecessors of x in
the causal ordering over S. We solve ex for x and obtain an expression describing x
as a function of the variables u, v, . . . , w, and Ex.

x = f(u, v, . . . , w, Ex)

The same can be done for u, v, . . . , w and, recursively, for all their predecessors. At
some point in this expansion we will get a formula that includes y. This means, given
the faithfulness assumption, that x and y are in a functional relationship with each
other and, hence, cannot vary freely. This will lead to a loss in the dimensionality of
the Cartesian product of x and y and, hence, dependence. 2

Theorem 5.6 (spurious dependence) If z precedes both x and y in the causal
ordering, then x and y are dependent.

Proof: Following the same procedure as in the proof of the previous theorem, we
can show that both x and y are in a functional relationship with their common causal
ancestor z. Varying x puts, therefore a constraint on z and this, in turn, puts a
constraint on the values of y. Hence there will be an observed loss of dimensionality
of the Cartesian product of x and y. 2

These two theorems show that causal ordering and interdependence are related to
each other. Causal ordering of the variables in a system of equations will result in
a pattern of interdependences in the observed data. This pattern, in turn, will give
clues about the causal ordering or, more exactly, about the structural equations of
the system that imply that ordering.
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5.3.4 Conditioning

In this section, I will explain the meaning of conditioning within a system of equations
and show that conditioning on a variable yields a data set in which all variables that
are causal predecessors of that variable are dependent, contrary to the situation before
conditioning, where exogenous variables in the system under study were independent
by assumption. This observation shows that conditioning on a set of variables allows
one to draw inferences about the causal ordering of variables, namely to discriminate,
under certain circumstances, between causal predecessors and causal successors of the
variables that were conditioned on.

Conditioning means selecting a subset of observations that fulfills some specified con-
dition. Such a condition usually involves constraints on the values that a measured
variable or a set of measured variables can take in the selected subset. Typically,
one requires the value of a variable to be constant and equal to some specified value.
Conditioning is a passive way of “experimenting” with the system without imposing
any values on the system variables or modifying the causal structure that produces
the observations. One selects those instances of the system’s output that produce a
specified value. If we condition on, for example, xi = xi0 , then we add to the system
an additional constraint

xi = xi0 . (5.7)

This effect might be also achieved by a direct manipulation of the system in such
a way that the value of xi is imposed exogenously. This would be represented by
replacing the equation that determines the value of xi by (5.7). But this is not what
is done in conditioning. Note that the selected data set needs to fulfill the old equation
that determines the value of xi as well as (5.7). I propose representing conditioning
by replacing all references to the variable xi in the model’s equations by the constant
xi0 . This will achieve the purpose of preserving all the constraints that the remaining
variables are subjected to and making a clear distinction between manipulation and
observation. References to xi are not useful anyway, as the value of xi does not change
and there is, therefore, no variability that would make any tests involving xi useful.

Conditioning impacts the variables in the model in the following way. We can deter-
mine uniquely the causal order of the equations and variables in the model, as shown
by Simon [164]. Theorem 5.2 shows that under the assumption of acyclicity, each
of the equations determines one variable. Let equation ei determine the variable xi.
Let the ordering be such that equation ei precedes equation ej (i.e., xi precedes xj in
the causal ordering over the model), if i < j. Because none of the equations ek, such
that k < i, contained xi, each remains unchanged. Each of those equations ek such
that i < k that contained xi will now contain one fewer variable. This will lead to
making the causal path from the predecessors of xi to its causal successors inactive:
note that as xi becomes constant, none of the equations for the causal successors of



78 CHAPTER 5. CAUSALITY IN PROBABILISTIC MODELS

xi will depend on causal predecessors of xi through xi. This is exactly equivalent to
the Markov condition in graphs.

The property of conditioning that is used in causal discovery most is captured by the
following theorem.

Theorem 5.7 (conditioning) Let S be a self-contained simultaneous equations model.
Let Ψ be the set of causal predecessors of a variable x. Given the faithfulness assump-
tion, any two subsets of variables Y ,Z ∈ Ψ, are dependent conditioned on x.

Proof: Suppose, without loss of generality, that we condition on variable xi and
that the equation ei in S had the following form:

fi(x1, x2, . . . , xi, . . . , xn, Ei) = 0

We solve this equation for xi and obtain an expression describing xi as a function of
the remaining variables.

xi = xi0 = g(x1, x2, . . . , xi−1, xi+1, . . . , xn, Ei) .

We know by Theorem 5.2 that each of the variables x1, x2, . . . , xi−1, xi+1, . . . , xn, Ei

is a direct predecessor of xi. This equation shows that each of the direct predecessors
of xi is dependent. To prove dependence of all causal predecessors of xi, we substitute
recursively for each variable in ei the explicit form of the function that it is determined
by until we obtain a formula involving only exogenous variables, which are the error
variables E . The equation takes the following form:

xi0 = h(E1, E2, . . . , Ei, . . . , En) = const

Although the exogenous variables were all by assumption independent before the
conditioning, the above equation constrains their values now. Each two sets of causal
predecessors of xi depend on these exogenous variables, and will be constrained by
the above equation. This proves that all exogenous variables determining the causal
predecessors of xi are dependent. 2

Recapitulating, conditioning on one variable reduces the system from a self-contained
set of n equations with n variables to a set of n equations with n − 1 variables, a
system that is overconstrained. If we condition on variable xi, then xi ceases to be
a variable — it becomes a constant. To make xi a constant for all measurement
points in an experimental setup, we would have to manipulate all exogenous causal
predecessors of xi (it is they that control the value of xi in the system) in such a
way that the system produced the required values. When conditioning, we are, as it
were, letting nature do this manipulation. The exogenous variables, which were free
to assume any values, are now constrained and dependent.
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5.3.5 Discovery of Structural Equations

The previous sections discussed some properties of a system of structural equations.
In the current section, I will show how the derived properties can be used to infer
the structure of the system, that is, presence or absence of variables in equations.
The goal of this presentation is to show that the causal discovery algorithms can
be expressed completely in terms of the discovery of structural equations and that
discovery of the properties of a system of structural equations describing a natural
system is based on purely algebraic considerations. These considerations involve
studying the implications that observations of independence and dependence among
variables in the system have on the presence or absence of variables in equations.
I will demonstrate these implications in terms of logical equations constraining the
elements of the coefficient matrix, the step from the coefficient matrix to a causal
graph being, as shown earlier, straightforward.

I will first introduce a convenient way of representing the equations in the coefficient
matrix A. Suppose that the measurements include n variables x1, x2, . . . , xn. Be-
cause the system is self-contained, it will consist of n equations, each of which, by
Theorem 5.2, determines one of the variables. I will represent the equations in A in
such a way that row i of A represents coefficients of equation ei (i.e., the equation
determining variable xi). Also, column i of the matrix will contain coefficients for the
variable xi. An element aij of the matrix will then denote the coefficient of variable
j in equation i. The only restriction of the form of equations in the model to be
discovered is the faithfulness assumption.




x1 x2 . . . xn

(e1) a11 a12 . . . a1n

(e2) a21 a22 . . . a2n

. . . . . . . . . . . . . . .
(en) an1 an2 . . . ann




The above representation of the coefficient matrix is convenient for both the purely
probabilistic approach of Spirtes et al.12 and the extension to deterministic systems
proposed in this thesis. In the probabilistic approach, we should keep in mind that
each of the equations may contain an additional hidden variable, which is an exoge-
nous error variable.

Now, I will demonstrate three useful properties of A.

Property 5.1 (diagonal elements) ∀1≤i≤n aii 6= 0.

Because I assumed that equation ei determines variable xi, and, therefore, xi must
be present in ei, each diagonal element of A must be non-zero (i.e., ∀1≤i≤n aii 6= 0).

12With the exception of the genuinely indeterministic systems.
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Property 5.2 (off-diagonal elements) All non-zero off-diagonal elements in a row
of A represent direct causal predecessors of the diagonal element of the same row.

By Theorem 5.2, all variables that participate in an equation, except the one that
is determined by the equation, are direct causal predecessors of that variable. By
Property 5.1, the diagonal elements denote the variables that are being determined,
therefore, it follows that all non-zero off-diagonal elements stand for direct causal
predecessors of the diagonal elements.

Property 5.3 (acyclicity) ∀i 6=j aij 6= 0 =⇒ aji = 0

If this condition did not hold, then aij would imply that xj is a direct predecessor of
xi and aji would imply that xi is a direct predecessor of xj, which implies a cycle in
the causal graph. Note that Property 5.3 captures only cycles of degree two. It is
possible to capture cycles of higher degrees, although the conditions for these become
rather complex.

Causal discovery can be viewed as combining prior knowledge with the information
supplied by observation. Prior knowledge, such as time precedence, and the partici-
pation of variables in particular mechanisms is, in the structural equations approach,
equivalent to knowledge about the values of structural parameters. If, for example,
we know that xi precedes xj in time, we know that aij = 0 (i.e., variable j cannot be
a direct causal predecessor of variable i). Indirect precedence involves more complex
conditions that can be captured by Boolean expressions.

The discovery of structural equations involves translation of observations into logical
constraints on the values of the elements of A. There are two types of information
that we obtain from observations: conditional independences

I(xi, Ψ, xj)

and conditional dependences
I(xi, Ψ, xj) .

These conditions express the observation that variables xi and xj are independent or
dependent conditioned on a set of variables Ψ (this set can be empty, which means
unconditional independence or dependence).

The following definition and theorem describe the coefficient matrix’s equivalent of
adjacency in a causal graph. These will be useful in explaining the relation of this
work to the algorithms of Spirtes et al.

Definition 5.4 (adjacency) Two variables xi and xj in a simultaneous system of
equations S are adjacent in the causal ordering over S if either xi is a direct prede-
cessor of xj or xj is a direct predecessor of xi.



5.3. MODEL DISCOVERY 81

Theorem 5.8 (adjacency) Two variables xi and xj in a simultaneous system of
equations S are adjacent in the causal ordering over S if and only if either aij 6= 0 or
aji 6= 0. Two variables are not adjacent if and only if aij = 0 and aji = 0.

Proof: Straightforward by Property 5.2 and the definition of adjacency. 2

The causal discovery algorithms of Spirtes et al. are based on Theorem 5.4 (page 69).
Here, I will prove an equivalent theorem for structural equation models.

Theorem 5.9 (causal discovery theorem) A structural equations model S is faith-
ful with respect to its structure if and only if
(i) two variables xi and xj of S are adjacent in the causal ordering over S if and only
if xi and xj are dependent conditional on every set of variables of S that does not
include xi or xj, and
(ii) for all vertices xi, xj, xk such that xi is adjacent to xj and xj is adjacent to xk

and xi and xk are not adjacent, xi and xk are direct predecessors of xj in the causal
ordering over S if and only if xi and xk are dependent conditional on every set of
variables containing xj but not xi or xk.

Proof: (i) Let xi be a direct predecessor of xj in causal ordering over S. This will
be reflected in the coefficient matrix as follows (recall properties 1–3):




. . . xi . . . xj . . .
. . . . . . . . . . . . . . . . . .
(ei) . . . X . . . 0 . . .
. . . . . . . . . . . . . . . . . .
(ej) . . . X . . . X . . .
. . . . . . . . . . . . . . . . . .




(5.8)

From the above pattern, it is clear that given the faithfulness assumption, the value
of xj depends on the value of xi. As both xi and xj are excluded from conditioning,
it is also clear that this pattern will remain intact no matter what other variables we
condition on. In other words, xi and xj will remain conditionally dependent for every
set of conditioning variables. It is easy to see that, under the acyclicity assumption,
(5.8) or its symmetric variant in which xj precedes xi are the only possible patterns
that will generate xi and xj dependent for all possible sets of conditioning variables.
The only feasible remaining pattern is




. . . xi . . . xj . . .
. . . . . . . . . . . . . . . . . .
(ei) . . . X . . . 0 . . .
. . . . . . . . . . . . . . . . . .
(ej) . . . 0 . . . X . . .
. . . . . . . . . . . . . . . . . .




.
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But this pattern will render xi and xj independent if we condition on all direct
predecessors of either xi or xj, which shows that (5.8) is the only possible pattern of
coefficients and, hence, xi and xj have to be adjacent by Theorem 5.8.

(ii) We have by assumption that xi and xk are not adjacent. This implies by Theo-
rem 5.8 that aik = aki = 0. Given that xi is adjacent to xj and xj is adjacent to xk,
we have that either aji = 0 or aij = 0 and either akj = 0 or ajk = 0. This gives four
possible patterns of non-zero elements in the coefficient matrix in the equations for
xi, xj, and xk.




. . . xi . . . xj . . . xk . . .
. . . . . . . . . . . . . . . . . . . . . . . .
(ei) . . . X . . . 0 . . . 0 . . .
. . . . . . . . . . . . . . . . . . . . . . . .
(ej) . . . X . . . X . . . 0 . . .
. . . . . . . . . . . . . . . . . . . . . . . .
(ek) . . . 0 . . . X . . . X . . .
. . . . . . . . . . . . . . . . . . . . . . . .




(5.9)




. . . xi . . . xj . . . xk . . .
. . . . . . . . . . . . . . . . . . . . . . . .
(ei) . . . X . . . X . . . 0 . . .
. . . . . . . . . . . . . . . . . . . . . . . .
(ej) . . . 0 . . . X . . . X . . .
. . . . . . . . . . . . . . . . . . . . . . . .
(ek) . . . 0 . . . 0 . . . X . . .
. . . . . . . . . . . . . . . . . . . . . . . .




(5.10)




. . . xi . . . xj . . . xk . . .
. . . . . . . . . . . . . . . . . . . . . . . .
(ei) . . . X . . . X . . . 0 . . .
. . . . . . . . . . . . . . . . . . . . . . . .
(ej) . . . 0 . . . X . . . 0 . . .
. . . . . . . . . . . . . . . . . . . . . . . .
(ek) . . . 0 . . . X . . . X . . .
. . . . . . . . . . . . . . . . . . . . . . . .




(5.11)




. . . xi . . . xj . . . xk . . .
. . . . . . . . . . . . . . . . . . . . . . . .
(ei) . . . X . . . 0 . . . 0 . . .
. . . . . . . . . . . . . . . . . . . . . . . .
(ej) . . . X . . . X . . . X . . .
. . . . . . . . . . . . . . . . . . . . . . . .
(ek) . . . 0 . . . 0 . . . X . . .
. . . . . . . . . . . . . . . . . . . . . . . .




(5.12)
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It is easy to check that conditioning on a set of variables that contains xj will in
cases (5.9), (5.10), and (5.11) possibly result in xi and xk independent (consider,
for example, conditioning in addition to xj on the causal predecessors of all three
variables). The only remaining case is, therefore, (5.12), which is when xi and xk are
direct predecessors of xj. This concludes the proof. 2

Theorem 5.9 (i) takes care of the first step of the discovery algorithms. If ∃ΨI(xi, Ψ, xj),
we know that xi and xj are not adjacent and can conclude that

aij = 0 ∧ aji = 0 . (5.13)

If, on the other hand, ∀ΨI(xi, Ψ, xj) then xi and xj are adjacent (i.e., there is a
direct causal influence between xi and xj, although at this stage the direction is
undetermined). By Property 5.3, either aij = 0 or aji = 0. Which of the two is zero
will determine the causal ordering of the variables in the system. For each discovered
adjacency between variables ai and aj, we can write a logical equation:

aij = 0⊕ aji = 0, (5.14)

where ⊕ stands for the logical Exclusive-OR operand.

In essence, after having used all independence conditions in this simplified manner,
the coefficient matrix will usually have many structural zeros (given a sparse causal
graph) and will be symmetric (i.e., if an off-diagonal element aij = 0, then aji = 0).
At this point, Spirtes et al. use Theorem 5.4 (ii) to discover the direction of some of
the arcs. By Theorem 5.9 (ii) and Theorem 5.8, for any three coefficients aij, aik,
and aii (note that this implies a potential graph substructure xj −→ xi ←− xk), such
that ajk = 0 and akj = 0 (i.e., xj and xk are not adjacent), we have either

{
aij 6= 0
aji 6= 0

if ∀Ψ: xi∈Ψ I(xj, Ψ, xk), (5.15)

or
aij = 0 ∨ aji = 0 if ∃Ψ: xi∈Ψ I(xj, Ψ, xk). (5.16)

This is all the information that we get from the observations. Directing the arcs is
equivalent to solving the set of logical equations obtained from (5.13), (5.14), (5.15),
and (5.16).

5.3.6 Examples

The following three examples illustrate the causal discovery procedures viewed as dis-
covery of mechanisms, introduced in the previous section. It should be noted that the
examples are compatible with both the probabilistic view of Spirtes et al. and the de-
terministic view presented in this thesis. The resulting causal structure is, therefore,



84 CHAPTER 5. CAUSALITY IN PROBABILISTIC MODELS

the same for both approaches. There is a difference in what constitutes independence
in the observed data set. While I(a, Ψ, b) means in Spirtes et al. probabilistic inde-
pendence of a and b conditional on Ψ, it means in the approach described in this
chapter no loss of dimensionality in the Cartesian product of a and b conditioned on
Ψ.

Example 1 Consider the following causal graph:
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²¯

±°
²¯

A
A
A
A
AAU

¢
¢

¢
¢

¢¢®

x1 x2

x3

By Property 5.1, we set the diagonal elements of the array to X. Observation
I(x1, ∅, x2) allows us by Theorem 5.9 (i) and Theorem 5.8 to set elements a21 and a12

to zero, but this is the only independence observed in the data. The first stage of the
algorithm (identification of undirected links) leaves us with the following coefficient
matrix 



x1 x2 x3

(e1) X 0 a13

(e2) 0 X a23

(e3) a31 a32 X




and the following two logical equations
{

a31 = 0⊕ a13 = 0
a32 = 0⊕ a23 = 0

.

Now, we are looking for the pre-conditions of Theorem 5.9 (ii). Going through the
rows of the array, we find that only the third row potentially contains three non-zero
elements. We verify that there is no direct link between x1 and x2 (a21 = a12 = 0)
and apply Theorem 5.9 (ii) to the observation I(x1, {x3}, x2), concluding that

{
a31 6= 0
a32 6= 0

.

We have four logical equations with four unknowns, which allows us to obtain a unique
solution. The final form of the coefficient matrix is:




x1 x2 x3

(e1) X 0 0
(e2) 0 X 0
(e3) X X X
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This entails the causal ordering presented in the original graph.

Example 2 Consider the following causal graph:
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By Property 5.1, we set the diagonal elements of the array to X. Observation
I(x1, {x2}, x3) allows us, by Theorem 5.9 (i) and Theorem 5.8, to set elements a31 and
a13 to zero. However, this is the only independence observed in the data. The first
stage of the algorithm (identification of undirected links) leaves us with the following
array 



x1 x2 x3

(e1) X a12 0
(e2) a21 X a23

(e3) 0 a32 X




and the following two logical equations

{
a21 = 0⊕ a12 = 0
a32 = 0⊕ a23 = 0

.

Now, we are looking for the conditions that satisfy Theorem 5.9 (ii). Going through
the rows of the array, we find that only the second row potentially contains three
non-zero elements. We verify that there is no direct link between x1 and x3 (a31 =
a13 = 0), but the observation I(x1, {x2}, x3) makes the preconditions of the theorem
fail. We, nevertheless, obtain useful information, notably that at least one of the two
coefficients is zero.

a21 = 0 ∨ a23 = 0 .

This set of three logical equations with four variables is underconstrained and has
three different solutions

1 : a21 6= 0 ∧ a12 = 0 ∧ a23 = 0 ∧ a32 6= 0
2 : a21 = 0 ∧ a12 6= 0 ∧ a23 6= 0 ∧ a32 = 0
3 : a21 = 0 ∧ a12 6= 0 ∧ a23 = 0 ∧ a32 6= 0
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corresponding to the following three coefficient matrices




x1 x2 x3

(e1) X 0 0
(e2) X X 0
(e3) 0 X X







x1 x2 x3

(e1) X X 0
(e2) 0 X X
(e3) 0 0 X







x1 x2 x3

(e1) X 0 0
(e2) X X X
(e3) 0 0 X




and, by the method of causal ordering, the following three causal graphs:
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The causal structure of the original graph is, as we see, not uniquely identifiable from
observations.

Example 3 Finally, a slightly more complicated example. Consider the following
causal graph:
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x3 x4

x5 x6

By Property 5.1, we set the diagonal elements of the array to X. We make the
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following observations and associated inferences by Theorem 5.9 (i) and Theorem 5.8:

I(x1, ∅, x2) =⇒ a12 = a21 = 0
I(x1, ∅, x4) =⇒ a14 = a41 = 0
I(x1, {x3}, x5) =⇒ a15 = a51 = 0
I(x1, {x2, x3}, x6) =⇒ a16 = a61 = 0
I(x2, {x3}, x5) =⇒ a25 = a52 = 0
I(x2, {x3, x4}, x6) =⇒ a26 = a62 = 0
I(x3, {x2}, x4) =⇒ a24 = a42 = 0
I(x4, {x2}, x5) =⇒ a45 = a54 = 0
I(x5, {x3}, x6) =⇒ a56 = a65 = 0

The first stage of the algorithm (identification of undirected links) leaves us with the
following coefficient matrix




x1 x2 x3 x4 x5 x6

(e1) X 0 a13 0 0 0
(e2) 0 X a23 a24 0 0
(e3) a31 a32 X 0 a35 a36

(e4) 0 a42 0 X 0 a46

(e5) 0 0 a53 0 X 0
(e6) 0 0 a63 a64 0 X




and the following set of logical equations





a13 = 0⊕ a31 = 0
a23 = 0⊕ a32 = 0
a24 = 0⊕ a42 = 0
a35 = 0⊕ a53 = 0
a36 = 0⊕ a63 = 0
a46 = 0⊕ a64 = 0

.

Now, we are looking for the pre-conditions of Theorem 5.9 (ii). Going through the
rows of the array, we find that the second row potentially contains three non-zero
elements: a22, a23, and a24. We verify that there is no direct link between x3 and x4

(a34 = a43 = 0). However, the observation I(x3, {x2}, x4) makes the preconditions of
the theorem fail. We, nevertheless, obtain useful information, notably that at least
one of the two coefficients is zero.

a23 = 0 ∨ a24 = 0 .

Similarly, analysis of all possible triples in the third row x1–x3–x2, x1–x3–x5, x1–x3–
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x6, x2–x3–x5, x2–x3–x6, and x5–x3–x6, leads to the following equations




a31 6= 0
a32 6= 0
a31 = 0 ∨ a35 = 0
a31 = 0 ∨ a36 = 0
a32 = 0 ∨ a35 = 0
a32 = 0 ∨ a36 = 0
a35 = 0 ∨ a36 = 0

.

The triple x2–x4–x6 in the fourth row gives

a42 = 0 ∨ a46 = 0 ,

The triple x3–x6–x4 in the sixth row gives
{

a63 6= 0
a64 6= 0

.

It is easy to verify that the obtained equations yield an unique solution in the form
of the following coefficient matrix:




x1 x2 x3 x4 x5 x6

(e1) X 0 0 0 0 0
(e2) 0 X 0 0 0 0
(e3) X X X 0 0 0
(e4) 0 X 0 X 0 0
(e5) 0 0 X 0 X 0
(e6) 0 0 X X 0 X




This entails the causal ordering presented in the original graph.

5.3.7 Discussion

5.3.7.1 The Role of Assumptions in Causal Discovery Work

Nothing in the causal discovery work comes for free: it is the assumptions that one
is willing to make that supply prior information and effectively shape the perceived
causal structure of the system. The importance of assumptions for causal discovery
from data has already been stressed in this chapter on several occasions. In this
section, I will outline the identifying information supplied by each of the assumptions
and the exact gains for discovering causality. I will use the coefficient matrix notation
to show the gains by each of the assumptions in terms of the number of coefficients of
structural equations that are determined by the assumption. Some of the assumptions
work in combination, and it is, therefore, difficult to assess the net gain obtained by
each of the assumptions separately.
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Causal Sufficiency The assumption of causal sufficiency allows for assuming that
the entire system is composed of the n measured variables and n unmeasured latent
variables, called error terms. If we denote the ith measured variable by xi and the
ith error term by Ei, we are allowed to write the following coefficient matrix for the
set of 2n simultaneous structural equations with 2n variables describing the system.
This set describes a single observed data point.




x1 x2 . . . xn E1 E2 . . . En

(e1) a11 a12 . . . a1n a1n+1 a1n+2 . . . a12n

(e2) a21 a22 . . . a2n a2n+1 a2n+2 . . . a22n

(e3) a31 a32 . . . a3n a3n+1 a3n+2 . . . a32n

. . . . . . . . . . . . . . . . . . . . . . . . . . .
(en) an1 an2 . . . ann ann+1 ann+2 . . . an2n

(en+1) an+11 an+12 . . . an+1n an+1n+1 an+1n+2 . . . an+12n

(en+2) an+21 an+22 . . . an+2n an+2n+1 an+2n+2 . . . an+22n

(en+3) an+31 an+32 . . . an+3n an+3n+1 an+3n+2 . . . an+32n

. . . . . . . . . . . . . . . . . . . . . . . . . . .
(e2n) a2n1 a2n2 . . . a2nn a2nn+1 a2nn+2 . . . a2n2n




(5.17)

Acyclicity The acyclicity assumption implies the triangularity of the coefficient
matrix and, therefore, gives 2n(2n − 1)/2 structural zeros in the coefficient matrix.
The location of these zeros is only partly disclosed and can be retrieved only in
combination with the properties of the observed data and other assumptions during
the discovery process. Also, as described in Property 5.1, we get by assumption that
the 2n diagonal elements are non-zero.

Independence of Error Terms Independence of error terms allows for assuming
that all error terms are exogenous variables. This is equivalent to assuming that
half of the 2n equations contain just one variable, namely one of the n error terms.
Also, the remaining n equations involve exactly one distinct variable of the n error
variables. We get, therefore, 3n2− 2n structural zeros. By rearranging the coefficient
matrix (by renaming the variables and the equations), we get the following form of the
coefficient matrix (5.17) implied by the assumptions of acyclicity and independence
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of error terms:




x1 x2 x3 . . . xn E1 E2 E3 . . . En

(e1) X 0 0 . . . 0 X 0 0 . . . 0
(e2) a21 X 0 . . . 0 0 X 0 . . . 0
(e3) a31 a32 X . . . 0 0 0 X . . . 0
. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
(en) an1 an2 an3 . . . X 0 0 0 . . . X

(en+1) 0 0 0 . . . 0 X 0 0 . . . 0
(en+2) 0 0 0 . . . 0 0 X 0 . . . 0
(en+3) 0 0 0 . . . 0 0 0 X . . . 0

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
(e2n) 0 0 0 . . . 0 0 0 0 . . . X




(5.18)

For the sake of simplicity of discussion, we can remove the error term parts of the
coefficient matrix (5.18) (note that the removed parts contain no unknown values of
parameters), obtaining:




x1 x2 x3 . . . xn

(e1) X 0 0 . . . 0
(e2) a21 X 0 . . . 0
(e3) a31 a32 X . . . 0
. . . . . . . . . . . . . . . . . .
(en) an1 an2 an3 . . . X




(5.19)

Markov Condition and Faithfulness Condition The actual inference from the
observed pattern of independences and dependences concentrates on determining
whether the remaining n(n − 1)/2 coefficients in (5.19) are zero or non-zero. The
role of the faithfulness condition is excluding by assumption the rare cases in which
an observed independence is an accidental independence. It allows for treating each
independence as a structural independence and each dependence as a structural de-
pendence and, by this, formulate constraints on the remaining coefficients.

5.3.7.2 Comparison of the Two Views of Causal Discovery

In the process of comparing the two approaches, it has become increasingly clear to
me that the work on graphical models and the causal discovery work can benefit from
the mechanism-based view of causality. The structural equations models explicate
the idea that causality is meaningful only within the context of a model and never
in isolation. They offer a sound operational meaning of causality, namely that based
on the concept of mechanism and the ordering of variables and equations within a
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model. Furthermore, this definition naturally extends to causal graphs that include
cycles. Understanding the meaning of the structure of a structural equations model
helps appreciate the meaning and limitations of graphical models. I will elaborate on
these issues in the paragraphs to follow.

Discovery of Causality or Discovery of Mechanisms It seems that the notion
of a mechanism is more basic than the notion of causality. In situations where we
encounter something that we do not understand well, we are inclined to look for the
mechanisms that might be acting in the system rather than directly for causality.
Seeing a magician who makes a heavy object rise up in the air by waiving a “magic
wand,” we look for a mechanism by which this can be accomplished: a string, a thin
rod, stream of air, or perhaps a strong electromagnetic field. Without the knowledge
of the presence of such mechanism, we are unwilling to interpret the trick in causal
terms (i.e., that the magician’s wand caused the object to rise). We are generally
unwilling to postulate that a is an effect of b unless we can perceive force, field, sound
or some other medium of the interaction between them. The main reason of our
scepticism about ESP is exactly that it attempts to escape the mechanisms that are
known to science and we seem to be unable to reconcile presence of causality with
absence of such mechanisms.

I would like to propose that in the causal discovery work, one concentrate on dis-
covering mechanisms rather than on discovering causality — if the mechanisms are
uniquely identifiable, then causality will automatically follow. Conversely, if not all
mechanisms can be identified, then the complete causal structure is not identifiable.

Convenience in Incorporating A Priori Knowledge Concentrating on mech-
anisms offers an elegant way of storing a priori knowledge. Seeing two measured
elements attached to each other provides a constraint on the coefficient matrix: they
are involved in a mechanism and there has to be an equation that includes both. Sim-
ilarly, knowledge that two measured variables are not directly connected implies that
they are not involved in a mechanism and the respective elements of the coefficient
matrix are zero. Also, mechanisms discovered in one system can sometimes be used
as a priori knowledge in causal discovery within another system, provided that one
has reasons to believe that the causal discovery assumptions were satisfied when the
mechanism was discovered.

Symmetry in Mechanisms The concept of a mechanism is symmetric and causal
asymmetry arises only when a mechanism is embedded in a system. Mechanism-based
view of causal discovery supports directly representation of such systems that appear
symmetric with respect to causality. A simple example is the power train in a typical
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car. Normally, the engine puts the clutch in motion, this moves the transmission, and
this in turn moves the wheels. But it is a good practice to use the power train to slow
a car when going down a steep hill by putting the transmission in a low gear. The
whole causal structure is reversed in this situation: the wheels bring the transmission
in motion, this in turn moves the engine through the clutch. It is apparent that one
wants to know what the mechanisms involved in this system are: if one knows that
the transmission and the wheels, the transmission and the clutch, and the clutch and
the engine, are involved in single mechanisms, knowledge of the exogenous variables
(the engine up the hill and the wheels when down the hill) allows one to derive the
causal relations in the whole system. As the basic data representation in the causal
discovery work is directed graphs, which are asymmetric, causal influences captured
in a graph cannot be easily used in this manner and effectively do not model well
some systems.

Cyclic Causal Structures Building causal discovery work on directed acyclic
graphs prohibits extending the formalism to causal structures with cycles and feed-
back loops. Such extension is natural for structural equation models, so this approach
appears to be better suited for research on causal discovery procedures in dynamic
systems.

Need for Variability From the crucial role that tests for probabilistic indepen-
dence play in causal discovery, one might get the impression that it is necessary for
a system under observation to contain randomness and error. The view presented in
this chapter at no point refers to uncertainty in relations among the variables in a
system. It is apparent that it is not uncertainty that is necessary in causal discovery,
but rather variability of exogenous variables.

Consider the following causal graph
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In the absence of the variables Eb and Ec, conditioning on any of the values of one
variable (a, b, or c) determines uniquely the value of the other two variables and
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both statistical and dimensionality tests will indicate that they are conditionally
independent. If either Eb or Ec are present, whether they are measured or latent
variables, they add variability to the system and allow for a successful application of
the statistical tests for independence or the dimensionality test.13 It is the variability
that Eb and Ec bring into the model that allows for causal discovery.

Structural Changes Concentrating in the causal discovery directly on causal re-
lations has the consequence that whatever is discovered about a system is valid only
in the particular context in which the system has been studied. If, for example, the
working of a car power train is studied, the causal graph constructed will correspond
to only one possible way in which that system is operating (e.g., going up the hill).
Consequently, predictions concerning structural changes to the system will concen-
trate only on that manner of operation. Changes in the structure of a causal graph
are accomplished by changing the conditional distributions in the nodes that are di-
rectly impacted by the manipulation [172, Theorem 3.6]. It is impossible to predict
the working of the system in another context (for example, working of the power train
in a car going down the hill).

Mechanism-based approach supports true structural changes that can impact the
system in such a way that the causal graph changes completely. A change in structure
is modeled by replacing the equations that describe the affected mechanisms.14 For
example, in the car power train, a structural change to the system may be acting on
the wheels rather than acting on the engine (i.e., going down the hill rather than up
the hill). In this case, replacing the equation for the exogenous variable will modify
the entire structure of the causal graph. It seems that this is a much stronger notion
of a structural change than imposing a different probability distribution on a node
within a given causal structure and that structural changes of this strength may be
difficult to formalize within the framework of directed graphs.

On the Definition of Causality One of the weaknesses of the causal discovery
work is the lack of a definition of causality. Spirtes et al. carefully outline the relation
between causality and probability and the role of faithfulness assumption in causal
discovery, but they do not define what causality is, and instead they propose an
axiomatic approach based on the relationship between probability and causality [172,
Chapter 3].

Pearl and Verma, propose a minimal-model semantics of causation [131, page 42] to

13We actually need only one of them.
14This is the essence of Simon and Rescher’s [170] proposal for handling the counterfactual condi-

tional within simultaneous structural equations models. They demonstrated that imposing a coun-
terfactual value on a simultaneous structural equations model can be accomplished by replacing
those equations that represent the modified mechanisms.
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provide a plausible account for how causal models could be inferred from observations.
While their semantics is plausible for this purpose, it seems to fail to address the
question of what causality is. Certainly, the faithfulness assumption, used in causal
discovery work, is too strong for a general definition of causality, as it excludes causal
relations that by pure coincidence do not produce dependences.

Mechanism-based view offers a formal and meaningful definition of causality within
models and, as I have demonstrated in this chapter, is compatible with the causal
discovery procedures. It may be beneficial for causal discovery work to adopt the
mechanism-based view, as it offers a solid foundation that may contribute to a quicker
dissemination of this exciting work.

5.3.7.3 Other Issues

Observation vs Experimentation I view observation as another form of experi-
mentation, where nature designs the experiment and varies the independent variables.
Clearly, the independent variables are those that are exogenous to the system, but
the problem is that we usually do not know which these are. A good experimenter
varies the independent variables in an independent manner as much as the apparatus
will allow. In observation studies, one collects data points by making simultaneous
measurements of the system’s variables, but one does not control the exogenous vari-
ables. A scientist observing nature needs to make an equivalent assumption: nature
is a good experimenter and will vary all the exogenous variables independently and
as much as they can vary.

Good experiments are extremely valuable, but they are not always possible to con-
duct. Observation is very valuable whenever experimentation cannot be afforded.
History of science knows numerous examples of good scientific work based mainly
on observations (consider the work of Copernicus, Kepler, Darwin, or contemporary
cosmology and meteorology). But, can observation be valuable when experimenta-
tion is feasible? It turns out that observation can sometimes turn out to be more
powerful than experimentation. The power of observation is the fact that one uses
conditioning, which is a different tool for making inferences about causal relations.
Conditioning is, as argued in Section 5.3.4, a method of manipulating the system and
because it is different than manipulating in the traditional experimental setting, in
some situations it may be more powerful and provide stronger results. Given mea-
surements of a set of variables, we can, under certain circumstances (e.g., Example 3,
page 86) identify the entire causal graph, while the traditional methods of experi-
mentation (manipulation and checking for correlation) will only give us information
about which dependent variables are caused by the independent variables. Of course,
conditioning can be applied in experimental situations, yielding similar power, but to
the best of my knowledge its value has not been fully appreciated so far.



5.3. MODEL DISCOVERY 95

Model Building Few decision analysts doubt that reference to causal relations
aids in model building. Most fundamental papers on influence diagrams or belief
networks acknowledge that it is usually easier for decision makers or domain experts
to assess conditional distributions in the causal direction. There is controversy related
to the usefulness of causality at the level of the structure of the model. While some
theorists (notably, Howard and Mathesson [84], Shachter [154]) concentrate mainly
on convenience in the elicitation of conditional distributions, Pearl [129] argues for
global, structural reasons for mimicking the causal structure of the system in a BBN
model. Henrion [73] gives an appealing practical example when a little reflection
on the causal structure of the domain helps a domain expert to refine the model.
Discovery of the fact that an early version of a model seems to violate conditional
independence of variables (a consequence of the Markov property) leads the expert
to realize that there is an additional intermediate node in the causal structure of the
system and subsequently to refine the model. The probabilistic consequences of the
causal structure, in terms of the pattern of dependences, are so strong that an expert
seeking to fulfill the Markov condition, in fact, often ends up looking for the right
causal model of the domain.

Given that the model-building process is very laborious and time consuming, aiding it
has a high priority in the research agenda. I believe that the process of constructing
decision models can be highly automated, and perhaps even made completely au-
tonomous. A living example is the fact that the causal discovery program Tetrad II
[172] is capable of building a complete belief network (both the structure and the
numerical distribution) from data. It is possible to build systems that will be capable
of building automatically a causal model of a domain. Given a data base of structural
equations (these can also be specified at a qualitative or some intermediate level and
include additional information about the directionality/symmetry of interactions) and
posed a question, such systems will be able to select relevant variables and equations
from the data base and construct a model that ties them together. The structural
character of the model will allow the systems to make predictions with respect to
structural changes and, hence, effectively add decision variables to it.



Chapter 6

Qualitative Belief Propagation

Probabilistic reasoning schemes are often criticized for the undue precision they re-
quire to represent uncertain knowledge in the form of numerical probabilities. In fact,
such criticism is misconceived since probability theory is rooted in qualitative judg-
ments of conditional independence and relative likelihood, and there are a wide variety
of probabilistic schemes that do not require single point probabilities. These schemes
range in specificity from purely qualitative schemes such as knowledge maps [83], I-
maps [129], and qualitative probabilistic networks [196], to schemes allowing partial
numerical specification, such as intervals rather than point probabilities [12, 55, 187].

Ideally, a formal representation should only use as much specificity as needed to
support the reasoning and decision making required of it. The appropriate degree of
specificity or numerical precision will vary depending on what kind of knowledge is
available and what questions users want it to address. Hence, an ideal system should
be capable of representing knowledge over the entire spectrum of levels of specificity,
including relevance, qualitative influence, ranges of probabilities, and point-valued
probabilities. The system should be capable of choosing a representation that will
allow for answering a query at minimal costs and minimal precision requested. A
simple initial representation can provide insight into the problem and lead the system
to a refinement of those parts only that are critical for answering the query, at each
time doing no more work than necessary. While reasoning based on a numerical
specification of a model may offer maximum achievable strength of results, it may be
computationally costly and may expose the results to the criticism concerning validity
of the initial data. Qualitative schemes offer weak, but by virtue of the robustness of
their inputs, usually very robust results.1 As the time spent on analyzing a simple
qualitative representation is usually negligible, the system will effectively allocate all
of its efforts to the most important parts of the problem. The principal motivation

1Because of this robustness, many scientific arguments in such domains as economics or social
sciences are qualitative in nature.
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for this research, and I think most research on qualitative reasoning, is not a desire to
replace the quantitative schemes with qualitative schemes, but rather to investigate
possibilities for a symbiotic coexistence of a large variety of schemes. A system should
ideally have the option of choosing a scheme that is appropriate for the precision
of the data and that allows it to do the most with the least effort. The value of
qualitative reasoning for Artificial Intelligence finds its reflection in a growing interest
in qualitative representations and qualitative reasoning schemes [194].

The approach described here is based on the qualitative probabilistic network (QPN)
representation, introduced by Wellman [196]. A QPN requires specification of the
graphical belief network, expressing probabilistic dependence and independence re-
lations. In addition, it requires specification of the signs of influences and synergies
among variables. A proposition A has a positive influence on a proposition B, if
observing A to be true makes B more probable. Variable A is positively synergistic
with variable B with respect to a third variable C, if the joint effect of A and B on
the probability of C is greater than the sum of individual effects.

QPNs generalize straightforwardly to multivalued and continuous variables. An ex-
pert may express his or her uncertain knowledge of a domain directly in the form of
a QPN. This requires significantly less effort than a full numerical specification of a
belief network. Alternatively, if we already possess a numerical belief network, then
it is straightforward to identify the qualitative relations inherent in it. A QPN al-
lows for representing uncertainty about a domain at a minimal level of specificity (all
properties are expressed by signs ′+, ′−, ′0, and ′?, the last denoting ambiguity) and
resolving certain queries at that level. Examples of such queries include determining
the effect of observations on the probability of some target variable. If a network
contains decision nodes and a value node, the answer of such query with respect to
the two can be used to identify dominating decision options [195, 196].

In previous work, Henrion and Druzdzel [77] introduced an approach called qualitative
belief propagation, which traces the effect of an observation e on successive variables
through a belief network to the target t. This was further developed, with particular
emphasis on intercausal reasoning by Wellman and Henrion [198]. This approach
differs from Wellman’s [196] approach in that it preserves the original structure of
the network. Wellman’s scheme performs inference by successively reducing the net-
work to obtain the qualitative relation directly between e and t. It is analogous to
Shachter’s [154] reduction algorithms for inference in quantitative belief networks,
while qualitative belief propagation is analogous to message-passing algorithms [91].
For a system that wants to reason about the problem at a meta level, reduction of
the network makes it difficult, if not impossible, to trace the sources of possible con-
flicts and ambiguities. Qualitative belief propagation has a particular advantage for
explanation in that the reasoning is primarily local, between neighboring concepts,
and the original network is left intact. At the level of computer-human interface, I
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suspect that reducing and rearranging networks can be confusing to many users.

Earlier work on qualitative belief propagation [77, 198] applied only to a restricted
class of singly connected belief networks (polytrees). The main contribution of this
chapter is to extend qualitative belief propagation to arbitrary networks. Section 6.1
describes the concept of belief propagation approach to probabilistic inference. Sec-
tion 6.2 is devoted to the formalism of qualitative probabilistic networks. After a
general introduction to the formalism (Section 6.2.1), I compare the existing graph
reduction approach to reasoning in QPNs (Section 6.2.2.1) to the belief propagation-
based approach (Section 6.2.2.2). Section 6.3 describes new insight into intercausal
reasoning, known also as “explaining away,” an important element of qualitative belief
propagation. Section 6.4 contains a formal analysis of qualitative belief propagation
in multiply connected networks. I show that each of the qualitative properties that
have been formalized so far is symmetric and invariant to presence or distribution
of neighboring variables. This allows for a conceptual decomposition of a qualitative
influence between two nodes s and t into the sign sum of influences along all active
paths between s and t (Section 6.4.2). Section 6.4.4 presents an algorithm for be-
lief propagation in multiply connected networks. Section 6.5 describes the work on
identification of sources of ambiguities in cases where the sign of influence cannot
be resolved. Finally, Section 6.6 discusses other relevant work and proposes several
applications of this scheme.

All random variables that I deal with in this chapter are multiply valued, discrete
variables, such as those represented by nodes of a Bayesian belief network. This as-
sumption is being made for the reasons of convenience in mathematical derivations
and proofs. It is not a restrictive assumption, as for most practical purposes, sub-
stituting a continuous variable by its discrete approximation works remarkably well
(even for as few as three or five points). Theoretically, as the number of outcomes ap-
proaches infinity, a multiply valued discrete variable models any continuous variable
with arbitrary precision.

Some sections in this chapter may appear to be loaded with mathematical formulas,
something that one might find in conflict with the nature of qualitative reasoning.
Mathematical definitions, derivations, and theorems are here to give simple concepts
a clear meaning and prove that reasoning based on them is mathematically sound.
Some derivations show a way of extracting the qualitative properties of a Bayesian
belief network with a complete numerical specification. This is to allow qualitative
reasoning even if a full quantitative specification is available. The main ideas behind
qualitative properties and the qualitative belief propagation algorithm are rather
simple and I will pay attention to make these clear.
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6.1 Foundations of Belief Propagation

Consider the “screening test” example given in Chapter 2 of a marriage applicant
undergoing a test for syphilis. The problem was to compute the posterior probability
of a disease in a person, given a positive result of a screening test with a sensitivity
of 0.98 and specificity of 0.95. The person comes from a population with prevalence
of 0.001. Figure 6.1 shows the BBN representation of this problem. Variable disease
is binary and its outcomes d and d stand for disease present and disease absent
respectively. Disease influences probabilistically a binary variable test-result with two
outcomes t and t, standing for test positive and test negative respectively.

±°
²¯

±°
²¯

-

disease test-result

Figure 6.1: BBN for the disease–test problem.

One possible way of solving this problem can be expressed in plain English as follows:

We know that the test is quite accurate, we also know that it came out positive,
so effectively it increased our belief in presence of the disease. Disease is more
likely now.

This can be captured numerically by the following computation. The magnitude of
change can be found using the odds–likelihood form of the Bayes theorem:

O(d | t) = L(t|d) O(d)

or
p(d | t)
p(d | t) =

p(t | d)

p(t | d)

p(d)

p(d)

Numerically:

O(d | t) =
0.98

1− 0.95

0.001

1− 0.001
= 19.6 0.001 = 0.0196

Converting the posterior odds for the disease to the probability yields the posterior
probability:

P (d | t) =
O(d | t)

1 + O(d | t) =
0.0196

1 + 0.0196
= 0.01924 .

As for small probabilities, odds are approximately equal to probability, the conversion
could have been approximated in this case mentally. The intuition behind the above
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computation is that the positive test result is about 20 times more likely to happen
when the disease is present than when the disease is absent. It increases therefore
the odds of the disease approximately 20 times yielding the posterior probability of
approximately 0.02.

Updating probability in a large network can be accomplished in a similar manner,
by tracing the effect of observed evidence locally through the influence arcs of the
network. This is, in fact, the essence of the scheme proposed by Kim and Pearl
[91] for singly connected belief networks (polytrees) called message passing. Message
passing is based on the idea of local propagation of messages between neighboring
nodes. Belief propagation has an intuitive meaning in singly connected networks:
the evidence originating from the observed variables flows outwards to all remaining
nodes of the network and never in the opposite direction. In the presence of multiple
connections, this paradigm becomes problematic, as the evidence coming into a node
can arrive from multiple directions. For any link that is part of a clique of nodes,
it becomes impossible to determine in which direction the evidence flows. Numeri-
cal belief propagation through multiply connected graphs, encounters the problem of
a possible infinite sequence of local belief propagation and an unstable equilibrium
that does not necessarily correspond to the new probabilistic state of the network
[129, pages 195–223]. Algorithms adapting the belief propagation paradigm to mul-
tiply connected belief networks treat loops in the underlying graph separately and
essentially reduce the graph to a singly connected one.

Belief propagation seems to have a counterpart in human cognition, notably the
concept of evidence flow, making it suitable for building user interfaces. Indeed, in
an informal set of studies involving analysis of verbal protocols of subjects solving
belief updating problems, this seemed to be one of the ways of reasoning. Subjects
often expressed verbally that high likelihood of one variable makes another variable
more likely (or less likely) [48]. Most existing methods for explanation are based on
the belief propagation concept [153, 177].

6.2 Qualitative Probabilistic Networks

This section reviews the most important elements of the Qualitative Probabilistic Net-
works formalism. Section 6.2.1 discusses the graphical representation of the structure
of the domain and the qualitative properties of the underlying probability distribu-
tion. Section 6.2.2.1 outlines the principles of the graph reduction approach and
Section 6.2.2.2 the belief propagation-based approach to reasoning in QPNs.
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6.2.1 Data Representation

Qualitative probabilistic networks (QPNs), proposed by Wellman [196], are in essence
qualitative abstraction of Bayesian belief networks and influence diagrams. In each
of the three formalisms, an uncertain domain is modeled by a directed graph, in
which vertices represent uncertain variables and edges represent probabilistic relations
among them.

This graph contains information about conditional and unconditional dependences
and independences among all variables in the domain. At the level of the graph,
QPNs are equivalent to influence diagrams, and all properties that are valid for the
former are also valid for the latter. The difference is at the level of specification of the
probabilistic relations. While influence diagrams and belief networks use matrices of
conditional distributions to quantify these relations, QPNs express all properties of
probability distributions by signs.

Similarly to Wellman [196], I will assume in this and in the subsequent sections,
that all conditional probability terms are well defined and those that appear in the
denominators are non-zero. This assumption is easily relaxed at the cost of explicatory
complexity.

Lower case letters (e.g., x) will stand for random variables, indexed lower-case letters
(e.g., xi) will usually denote their outcomes. In case of binary random variables, the
two outcomes will be denoted by upper case (e.g., the two outcomes of a variable c
will be denoted by C and C). Outcomes of random variables are ordered from the
highest to the lowest value. And so, for a random variable a, ∀i<j [ai ≥ aj]. For
binary variables C > C, or true>false. Indexed lower case letter n, such as na

denotes the number of outcomes of a variable a.

I will use bold upper-case letters (e.g., M) and bold lower-case letters (e.g., x) for
matrices and vectors respectively. Elements of arrays will be doubly indexed upper-
case letters (e.g., Mij).

The qualitative properties of QPNs are based on the concept of first-order stochastic
dominance (FSD) [200] and capture purely ordinal relations between probability dis-
tributions. The probability distribution of a variable changes in the positive direction
if higher values of that variable become more likely. Graphically, the new CDF (F ′)
will lie, for any value of the variable, below the old CDF (F ). F ′

X FSD FX if and
only if

∀x FX(x) ≥ F ′
X(x) .

So far, three qualitative properties of probability distributions have been formalized:
qualitative influence, additive synergy, and product synergy.

Definition 6.1 (qualitative influence) [198] We say that a positively influences
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c, written S+(a, c), iff for all values a1 > a2, c0, and x,

Pr(c ≥ c0|a1x) ≥ Pr(c ≥ c0|a2x) .

This definition expresses the fact that increasing the value of a, makes higher values
of c more probable. Negative qualitative influence, S−, and zero qualitative influence,
S0, are defined analogously by substituting ≥ by ≤ and = respectively.

Definition 6.2 (additive synergy) [198] Variables a and b exhibit positive addi-
tive synergy with respect to variable c, written Y +({a, b}, c), if for all a1 > a2, b1 > b2,
x, and c0,

Pr(c ≥ c0|a1b1x) + Pr(c ≥ c0|a2b2x) ≥ Pr(c ≥ c0|a1b2x) + Pr(c ≥ c0|a2b1x) .

The additive synergy is used with respect to two causes and a common effect. It
captures the property that the joint influence of the two causes is greater than sum
of their individual effects. Negative additive synergy, Y −, and zero additive synergy,
Y 0, are defined analogously by substituting ≥ by ≤ and = respectively.

Definition 6.3 (product synergy I) [198] Let a, b, and x be the predecessors of
c in a QPN. Variables a and b exhibit negative product synergy with respect to a
particular value c0 of c, written X−({a, b}, c0), if for all a1 > a2, b1 > b2, and x,

Pr(c0|a1b1x)Pr(c0|a2b2x) ≤ Pr(c0|a1b2x)Pr(c0|a2b1x) .

Positive product synergy, X+, and zero product synergy, X0, are defined analogously
by substituting ≤ by ≥ and = respectively. The definition of a negative product
synergy requires that a proportional increase in the probability of c0 on raising b is
smaller for higher values of a. Note that product synergy is defined with respect
to each outcome of the common effect c. There are, therefore, as many product
synergies as there are outcomes in c. For a binary variable c, there are therefore
two product synergies, one for C and one for C. The practical implication of this
definition is that, under the specified circumstances, it forms a sufficient condition
for the common pattern of reasoning known as explaining away [70, 77, 129, 198].
Explaining away is when given an observed effect and increase in probability of one
cause, all other causes of that effect, that are negatively product synergistic to it,
become less likely. For example, suppose my observed sneezing could be caused by an
incipient cold or by a cat allergy. Subsequently observing a cat would explain away
the sneezing, and so reduce my fear that I was getting a cold. This is a consequence
of the negative product synergy between cold and allergy on sneezing. For a positive
product synergy, the reverse is true, i.e., observing one cause makes other causes, that
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are positively product synergistic to it, more likely. Negative product synergy and,
therefore, explaining away appears to be most common form of product synergy.

The above three definitions express each of the qualitative properties in terms of the
numerical conditional distributions of variables embedded in the network. This gives
a straightforward way to extract the properties if the numerical values of the distri-
butions are known (such as is the case in Bayesian belief networks). In case when the
exact quantitative distribution is unknown, the qualitative properties of interactions
can be elicited from a domain expert using their common sense interpretation.

If a qualitative property is not ′+, ′−, or ′0, it is by default ′? (S?, Y ?, and X? respec-
tively). Practically, it means that the relation between the prior and the posterior
probability is not invariant to the different values of the variables involved. I will of-
ten use the term ambiguous when referring to a ′?, meaning the ambiguity of sign. As
all the definitions are non-strict, both ′+ and ′− are consistent with ′0; for the same
reason ′0, ′+, and ′− are all consistent with ′?. Any influence or synergy that can be
described by a ′0 can be also described by ′+, ′−, or ′?. Obviously, when specifying a
network and doing any kind of reasoning, one prefers stronger conclusions to weaker
ones and this is captured by the canonical order on signs: ′0 is preferred to ′+ and
′−, and all three above are in turn preferred to ′? [196].

The three qualitative properties that have been defined so far are by no means all
properties that one could derive and use in qualitative reasoning. The product synergy
and its usefulness for qualitative reasoning, for example, was discovered much later
than qualitative influence and additive synergy. The possibility that other useful
properties, allowing for derivation of stronger results, will be discovered in the future,
cannot be excluded.

Figure 6.2 shows an example of a QPN. This network is a small fragment of a
larger belief network proposed for modeling an Orbital Maneuvering System (OMS)
propulsion engine of the Space Shuttle [82]. The OMS engine’s fragment captured
by the network consists of two liquid gas tanks: an oxidizer tank and a helium tank.
Helium is used for putting the pressure on the oxidizer, necessary for expelling the
oxidizer into the combustion subsystem. A potential temperature problem in the
neighborhood of the two tanks (HeOx Temp) can be discovered by a probe (HeOx
Temp Probe) built into the valves between the tanks. An increased temperature in
the neighborhood of the two tanks can increase the temperature in the oxidizer tank
(High Ox Temp) and this in turn can cause a leak in the oxidizer tank (Ox Tank
Leak). A leak in the tank may lead to a decreased pressure in the oxidizer tank. A
problem with the valve between the two tanks (HeOx Valve Problem) can also be
a cause of a decreased pressure in the oxidizer tank. The pressure in the oxidizer
tank is measured by a pressure gauge (Ox Pressure Probe). Of all the variables in
this network, only the values of the two probes (HeOx Temp Probe and Ox Pressure
Probe) are directly observable. The others must be inferred.
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Figure 6.2: An example of a qualitative probabilistic network.

Links in a QPN are labeled by signs of the qualitative influences Sδ, each pair of links
coming into a node is described by the signs of the synergies Xδ and Y δ. Note that all
these causal relations are uncertain. An increased HeOx Temp will usually lead to an
increased reading from the HeOx Temp Probe, but not always — the probe may fail.
But the fact that increased HeOx Temp makes an increased HeOx Temp Probe more
probable is denoted by a positive influence S+. All signs of the qualitative properties
in the QPN in Figure 6.2 are elicited from one of the network’s authors.

6.2.2 Reasoning

Qualitative signs combine by means of sign multiplication ⊗ and sign addition ⊕,
described in Table 6.1. The signs in Table 6.1 have a straightforward common sense

⊗ + − 0 ?
+ + − 0 ?
− − + 0 ?
0 0 0 0 0
? ? ? 0 ?

⊕ + − 0 ?
+ + ? + ?
− ? − − ?
0 + − 0 ?
? ? ? ? ?

Table 6.1: Sign multiplication and addition operators [196]

interpretation. Sign multiplication ⊗ is used for determining indirect influence of
a variable along longer chains. The intuition behind the sign multiplication is as
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follows. If one of the links in a chain is not active (sign ′0), then that link breaks
the chain and the combined influence is also ′0; if a chain is active, but influence
through any of its links is ambiguous (sign ′?), then the total influence through the
chain is ambiguous; if signs of both links are unambiguous (signs ′+ and ′−), then the
combined influence of these links is equal to the product of their signs. Sign addition
is used for combining influences that come into one node from different links. The
intuition behind the sign addition is as follows. Total influence is unambiguous (signs
′+ and ′−) only if all influences are compatible with one another (i.e., have the same
sign); an inactive link (sign ′0) is compatible with anything; an ambiguous link is
incompatible with anything and will always make the total effect ambiguous.

QPNs represent a domain at the lowest possible precision and allow for resolving
certain queries at that level. Reasoning within QPNs amounts to deriving the sign of
qualitative influence between nodes that are not direct neighbors from the properties
of neighboring nodes encoded in the network. If a network contains decision nodes and
a value node, deriving the sign of influence between the two can be used to identify
dominating decision options [195, 196]. Qualitative reasoning within QPNs will always
lead to results that are provably true, but in some cases they may be weaker than
in others. A final result that is equal to ′? is the weakest possible statement that is
derivable and means that the sign cannot be resolved at this level of specificity in the
model, although it obviously can be resolved by a scheme involving a more precise
specification (a complete numerical specification in particular).

Similarly to the approaches to belief updating in quantitative networks, there are
many ways of qualitative belief updating imaginable. Two ways have been proposed
so far: graph reduction and belief propagation.

6.2.2.1 Graph Reduction

Wellman [196] proposed a reasoning scheme based on Shachter’s [154] graph reduction
algorithm for influence diagrams. Given a query concerning the influence of a node
e on a node t, the algorithm applies repetitively arc-reversal and node-reduction
operators until the graph is reduced to e and t connected by a single directed link
from e to t.

There are usually several node reduction and arc reversal sequences possible at any
step of the algorithm. As some of these sequences may lead to ambiguous signs (see
Figure 6.3), it is essential to avoid them. Unfortunately, the problem of determin-
ing which sequences are optimal with respect to maximum specificity of the result is
computationally complex in itself. The reason why different sequences of operators
lead to different specificity of the results, is that the operation of arc reversal leads
typically to information loss and is likely to introduce a ′? sign. It is worth noting
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that arc reversal in a quantitative scheme preserves the numerical properties of the
network, but leads to loss of an important qualitative property, namely explicit infor-
mation about conditional dependences and independences. This information loss in
the qualitative arc reversal is a reflection of the information loss in the quantitative
scheme.
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Figure 6.3: The choice of links to reverse before reducing y determines the strength
of the final result. The upper sequence involves reversal of the arc y → j, removal of
y, and reversal of the arc k1 → j, leading to an ambiguous influence between k2 and
j. The lower sequence involves reversal of the arc y → k1 and subsequent removal of
y, yielding the influences of both k1 on j and k2 on j unambiguous [197].

Node removal also leads to a loss of information, but this loss is more subtle, because
it is not reflected in the final sign obtained in the reasoning process. The loss concerns
information about the role that the removed node played in propagating the evidence
to the target node. This has an undesirable consequence for all cases in which one
wants to reason about the model at a meta level. Reduction of the original graph
makes it hard for the program to determine the source of ambiguity in case the final
sign is ′?. It is always possible to pinpoint the exact operation that introduces the ′?,
but it is not straightforward to relate it to the original domain model. Note that the
guilty operation may have worked on a part of the graph that has been transformed
several times in the preceding steps.

It is worth noting that the operators of node reduction and arc reversal do not seem
to have a cognitive counterpart,2 hence it would be rather hard to use graph reduction
approach as a direct basis for explaining probabilistic inference.

2One might argue that arc reversal corresponds to human ability to mix predictive and diagnostic
reasoning, but this phenomenon can be explained by a variety of different schemes, and there is
no empirical evidence that would favor “arc reversal” over other possible interpretations. On the
contrary, it seems implausible that humans performing diagnostic reasoning would use cognitive
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6.2.2.2 Qualitative Belief Propagation

Belief propagation identifies the influence of a node e on some other node t by prop-
agating the impact of e to t through each of the nodes that lie between e and t. In
this scheme, nothing is changed in the underlying graph, but every node on the path
from e to t is given a label that characterizes the sign of impact. In this way, once
the propagation is completed, one can easily read off the labeled graph how exactly
the evidence impacts the target, i.e., what are the intermediate nodes through which
e acts on t. The operators of belief propagation do not introduce ambiguity at any
stage of belief updating, which is a simple consequence of preserving the qualitative
properties of the network.3
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Figure 6.4: The belief propagation approach to qualitative inference in QPNs: (a)
the impact of a positive evidence for k1, (b) the impact of a positive evidence for k2.
The sign of change of the node j is the sign of the influence of the evidence node on
j.

Figure 6.4–a shows how the belief propagation approach would go about solving the
question regarding the influence of the node k1 on the node j. First, positive evidence
for k1 impacts negatively the probability of y. This, in turn, impacts negatively the
probability of j and then the probability of k2. Figure 6.4–b shows solution to the
query regarding the impact of k2 on the probability of j. A positive change in k2 has
a positive impact on the probability of j. This, in turn, increases the probability of y,
and then decreases the probability of k1. Note that this approach does not necessarily
restrict us to only one target node as it is the case with the graph reduction approach:
the impact of the evidence can easily be propagated to all nodes in the network at
low costs. Such a propagation could also be done in a more focused way by first

processes that alter the mental model of the domain (along with its causal structure) and the
explicit representation of independences done in arc reversal.

3Obviously, this does not mean that belief propagation can resolve all signs. Some configurations
of nodes and signs of influences lead to ambiguous signs and this ambiguity cannot be resolved by
any scheme working at this level of specification.



108 CHAPTER 6. QUALITATIVE BELIEF PROPAGATION

pruning those nodes in the network that are irrelevant to the current query and then
propagating the sign in the remaining subgraph.4

Preservation of the structure of the network facilitates meta-level reasoning about
the model, such as determining which of its parts need more specific representation
to achieve the reasoning goal. Also, belief propagation seems to have a counterpart
in human cognition, notably the concept of evidence flow, making it a suitable direct
basis for user interfaces.

6.3 Intercausal Reasoning

It seems that a key desired feature of any qualitative property between two variables
in a network is that this is invariant to the probability distribution of other neighbor-
ing nodes. This invariance allows for drawing conclusions that are valid regardless of
the numerical values of probability distributions of the neighboring variables. Pre-
vious work on intercausal reasoning and product synergy I (page 102) in particular,
concentrated on situations where all irrelevant ancestors of the common effect were
assumed to be instantiated. To be able to perform intercausal reasoning in arbitrary
belief networks, the definition of product synergy has to be extended to accommodate
this case.

This section studies intercausal reasoning in depth and proposes a new definition of
product synergy, sufficient to cover the case of uninstantiated ancestor nodes (these
will be called intervening nodes). Section 6.3.1 shows an example of sensitivity of
product synergy I to the probability distribution over the values of uninstantiated
intervening nodes. Section 6.3.2 proposes a new definition of product synergy that
is provably sufficient for intercausal reasoning in general. I also conjecture that the
new definition is necessary for this, but I have no general proof for that. Section 6.3.3
studies the properties of intercausal reasoning when the evidential support for the
common effect is indirect. The influence of indirect evidential support on intercausal
reasoning has been studied before by Wellman and Henrion [198] and Agosta [2], but
the exposition contained here advances insight into intercausal reasoning beyond what
has been presented in these papers. The main difference between the Agosta’s and
my exposition is that I supply the derivation for a general case rather than the binary
Noisy-OR case. The difference between Wellman and Henrion’s exposition and mine
is more insight into the functional dependences between nodes in intercausal reasoning
and also additional conditions for intercausal reasoning. Applying the results derived
in this section, I will discuss the behavior of Noisy-OR gates in Section 6.3.4.

4This will actually be done when generating explanations based on qualitative belief propagation
in Chapter 8.
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6.3.1 Intervening Nodes

This and the following sections will refer to the term intervening node, which I define
as follows:

Definition 6.4 (intervening node) An intervening node with respect to a qualita-
tive interaction between two nodes a and b is: (1) for Sδ(a, b), every predecessor of b,
except for a; (2) for Xδ({a, b}, c) and Y δ({a, b}, c), every predecessor of c, except for
a and b.

In brief, qualitative interaction between two variables are determined by some condi-
tional probability distribution. An intervening variable is a variable that is not itself a
subject of the property, although it impacts that conditional probability distribution.

This section presents an example showing that presence of uninstantiated intervening
variables has impact on the intercausal relation between other parents and explains
informally the reasons for that impact. The example of a simple BBN, the associated
conditional probability distribution of the common effect node, and the resulting
qualitative properties of the interaction between the variables, are given in Figure 6.5.
The qualitative properties of the interaction among a, b, c, and x are well defined. In
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Figure 6.5: Example of the effect of an uninstantiated intervening node x on inter-
causal reasoning. All pairwise product synergies for C observed between a, b, and x
are negative and all influences of a, b, and x on c are positive.

particular, product synergy I for C observed is for a, b, and x pairwise negative. Still,
for some distributions of x, for example for Pr(x) = 0.5, the intercausal influence of
a on b is positive.

The explanation of this puzzling phenomenon is as follows. The sign of intercausal
interaction between a and b is a function of the probability distribution of x. This
function is not linear (I will show later in Section 6.3.2 that it is quadratic) and the
fact that the function has the same sign at the extremes does not guarantee the same
sign in all the points in between. In the example above, we are dealing with negative
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Figure 6.6: The intercausal interaction between a and b as a function of probability
of x.

signs at the extremes (i.e., for Pr(X) = 0 and Pr(X) = 1 as captured by product
synergy I) and a positive sign for some interval in between (see Figure 6.6).

6.3.2 Product Synergy

In this study of intercausal reasoning, I will introduce the concept of half positive
semi-definiteness, which is closely related to the concept of positive semi-definiteness
(see for example [176]).

Definition 6.5 (non-negative matrix) A matrix is called non-negative (non-
positive) if all its elements are non-negative (non-positive).

Non-positiveness and non-negativeness of vectors are defined similarly.

Definition 6.6 (half positive semi-definiteness) A square n × n matrix M is
called half positive semi-definite (half negative semi-definite) if for any non-negative
vector x consisting of n elements xTMx ≥ 0 (xTMx ≤ 0).

Definition 6.7 (product synergy II) Let a, b, and x be predecessors of c in a
QPN. Let nx denote the number of possible values of x. Variables a and b exhibit
negative product synergy with respect to a particular value c0 of c, regardless of the
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distribution of x, written X−({a, b}, c0), if for all a1 > a2 and for all b1 > b2, a square
nx × nx matrix D with elements

Dij = Pr(c0|a1b1xi)Pr(c0|a2b2xj)− Pr(c0|a2b1xi)Pr(c0|a1b2xj).

is half negative semi-definite. If D is half positive semi-definite, a and b exhibit
positive product synergy written as X+({a, b}, c0). If D is a zero matrix, a and b
exhibit zero product synergy written as X0({a, b}, c0).

Unless specified otherwise, in the remainder of this chapter I will use the term product
synergy meaning product synergy II. The relation between product synergy I and
product synergy II will be explained later.

Theorem 6.1 (intercausal reasoning with effect observed) Let a, b, and x be
direct predecessors of c such that a and b are conditionally independent (see Fig-
ure 6.7). A sufficient and necessary condition for S−(a, b) on observation of c0 is
negative product synergy, X−({a, b}, c0).
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Figure 6.7: Intercausal reasoning with c observed and x uninstantiated.

Proof: By the definition of qualitative influence we have

S−(ab) ⇔ ∀i∀b1>b2 Pr(a > ai|b1c0) ≤ Pr(a > ai|b2c0) . (6.1)

This is equivalent to

∀i∀b1>b2

i−1∑

j=0

[Pr(aj|b1c0)− Pr(aj|b2c0)] ≤ 0 .

Expansion of both components by Bayes theorem

Pr(aj|b·c0) =
Pr(c0|ajb·)Pr(aj)∑na

k=0 Pr(c0|akb·)Pr(ak)
,

and subsequent simplification yields

∀i∀b1>b2

∑i−1
j=0

∑na
k=0 Pr(aj)Pr(ak) (Pr(c0|ajb1)Pr(c0|akb2)− Pr(c0|akb1)Pr(c0|ajb2))∑na

k=0 Pr(c0|akb1)Pr(ak)
∑na

k=0 Pr(c0|akb2)Pr(ak)
≤ 0 .
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We multiply both sides by the denominator and, for the sake of brevity, introduce
term A defined as follows

Amn = Pr(c0|amb1)Pr(c0|anb2)− Pr(c0|anb1)Pr(c0|amb2) .

It is straightforward to verify that ∀m [Amm = 0] and ∀m6=n [Amn = −Anm]. Taking
this into consideration, we refine the summation indices, obtaining

∀i∀b1>b2

i−1∑

j=0

na∑

k=i

Pr(aj)Pr(ak)Ajk ≤ 0 . (6.2)

The sufficient and necessary condition for the above to hold for any distribution of a
is

∀j<k Ajk ≤ 0 .

Note here that j < k and we can rewrite this inequality as

∀a1>a2 A12 ≤ 0 .

As ∀i [Pr(ai) ≥ 0], sufficiency follows directly from (6.2). We prove the necessity by
contradiction. Suppose that for some b1 > b2 there exist such a1 > a2 that A12 > 0.
Consider a distribution of a in which Pr(a1) > 0, Pr(a2) > 0, and Pr(a1)+Pr(a2) =
1. By axioms of probability theory ∀m6=1,m6=2 [Pr(am) = 0], which reduces (6.2) to

Pr(a1)Pr(a2)A12 ≤ 0 .

This implies that A12 is not positive, which contradicts the assumption.

We have proven that the sufficient and necessary condition for (6.1) is

∀a1>a2∀b1>b2 Pr(c0|a1b1)Pr(c0|a2b2)− Pr(c0|a2b1)Pr(c0|a1b2) ≤ 0 . (6.3)

Note that this condition is equivalent to product synergy I if c has no other pre-
decessors than a and b. In order to express this result in terms of the conditional
distribution of c given all its immediate predecessors, we introduce x into (6.3).

∀a1>a2∀b1>b2

nx∑

m=0

Pr(c0|a1b1xm)Pr(xm)
nx∑

n=0

Pr(c0|a2b2xn)Pr(xn)

−
nx∑

p=0

Pr(c0|a2b1xp)Pr(xp)
nx∑

q=0

Pr(c0|a1b2xq)Pr(xq) ≤ 0 .

After rearranging the summation operators, we get

∀a1>a2∀b1>b2

nx∑

m=0

nx∑

n=0

Pr(xm)Pr(xn)

(Pr(c0|a1b1xm)Pr(c0|a2b2xn)− Pr(c0|a2b1xm)Pr(c0|a1b2xn)) ≤ 0 ,
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which is equal to

∀a1>a2∀b1>b2

nx∑

m=0

nx∑

n=0

Pr(xm)Pr(xn)Dmn ≤ 0 . (6.4)

This can be written in matrix notation as

∀a1>a2∀b1>b2 pTDp ≤ 0 . (6.5)

where p is a vector of probabilities of various outcomes of x (pi = Pr(xi)), and D is
a square matrix with elements Dmn. Inequality (6.5) will hold for any vector p if and
only if D is half negative semi-definite, which is exactly the condition for the negative
product synergy II@. 2

Note, that if there are no other direct predecessors of c except for a and b, by (6.3) we
have that product synergy I is sufficient and necessary. If the distribution of variable
x is such that the probability of only one of its outcomes, xi is non-zero (e.g., when
the variable x is observed to be xi), then it is sufficient and necessary that Dii 6= 0,
which is again guaranteed by product synergy I.

Note that although the definition of product synergy II covers the situation in which
there is only one uninstantiated direct predecessors of c, it is easily extendible to
the general case. If there are more than one uninstantiated direct predecessors, we
can conceptually replace them by a single uninstantiated variable with the number of
outcomes being the product of the number of outcomes of each variable separately.
This is simply equal to rearranging the conditional distribution matrix of c.

A problem that remains to be solved in any practical implementation of intercausal
reasoning is determining whether a given matrix is half positive semi-definite. The
following theorem addresses this problem.

Theorem 6.2 (matrix half positive semi-definiteness) A sufficient condition
for half positive semi-definiteness of a matrix is that it is a sum of a positive semi-
definite and a non-negative matrix.

Proof: Let M = M1 + M2, where M1 is positive semi-definite and M2 is non-
negative. Since positive semi-definiteness holds for any vector x, and in particular
for a non-negative one, a positive semi-definite matrix M1 is also a half positive
semi-definite. We have therefore, xTM1x ≥ 0. Also, a non-negative matrix is half
positive semi-definite, since any quadratic form with all non-negative elements cannot
be negative. We have therefore that xTM2x ≥ 0. Sum of two non-negative numbers
is non-negative, therefore xTM1x + xTM2x ≥ 0. By elementary matrix algebra

0 ≤ xTM1x + xTM2x = xT (M1 + M2)x = xTMx.

This proves that M is half positive semi-definite. 2
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Conjecture 6.1 (matrix half positive semi-definiteness) A necessary condi-
tion for half positive semi-definiteness of a square matrix is that it is a sum of a
positive semi-definite and a non-negative matrix.

It can be easily shown that the condition is necessary for 2 × 2 matrices. It is easy
to prove that for any quadratic form, there exists an equivalent symmetric form, so
let M be a symmetric 2× 2 matrix of elements a, b, c

[
a c
c b

]
.

If M is half positive semi-definite, we have for any non-negative vector [x y]

[x y]

[
a c
c b

] [
x
y

]
≥ 0 .

This is equivalent to
ax2 + by2 + 2cxy ≥ 0 . (6.6)

It is easy to prove that both a and b have to be non-negative (consider vectors [x 0]
and [0 y] respectively). Assuming a > 0, and transforming the left-hand side of (6.6),
we obtain an equivalent form

a
(
x +

c

a
y
)2

+
ab− c2

a
y2 ≥ 0 . (6.7)

It is clear that the first component is always non-negative (it is a product of a positive
number and a square). There are three cases with respect to the second component.

(1) If ab − c2 ≥ 0, then (6.7) holds for any vector [x y], hence M is positive semi-
definite. The decomposition of M into a sum of a positive semi-definite and a non-
negative matrix is trivial:

[
a c
c b

]
=

[
a c
c b

]
+

[
0 0
0 0

]
.

If ab− c2 < 0, we can distinguish two cases:

(2-a) c ≥ 0, in which case we can decompose M as follows:

[
a c
c b

]
=

[
a 0
0 b

]
+

[
0 c
c 0

]
. (6.8)

(2-b) c < 0, which is an impossible case. Note that as c < 0, there exist such positive
values of x and y for which the first component of (6.7) is equal to zero. Then, in order
for the entire expression to be true, the second component has to be non-negative.



6.3. INTERCAUSAL REASONING 115

This is impossible, as y2 > 0 and a > 0 would imply ab − c2 ≥ 0, which contradicts
the assumption.

Similarly, although the proof becomes more complex, one can prove the truth of
Conjecture 6.1 for 3× 3 matrices or even 4× 4 matrices. So far, I have not been able
to find a general proof for the n× n case.

Given Theorem 6.2, we are still left with the problem of decomposing a n×n matrix
into a sum of two matrices of which one is positive semi-definite and the other is non-
negative. It can be easily shown that this decomposition is not unique. For example,
the following decomposition is equivalent to the decomposition (6.8) suggested in the
proof for the 2× 2 case above as long as ε ≥ 0 and ab− ε2 ≥ 0.

[
a c
c b

]
=

[
a ε
ε b

] [
0 c− ε

c− ε 0

]
.

It seems that a practical procedure for determining whether a matrix is half positive
semi-definite needs to be based on heuristic methods. It is easy to prove that half
positive semi-definiteness necessitates ∀i [Dii ≤ 0] (consider a vector x in which only
xi is non-zero). The first test for any matrix is, therefore, whether the diagonal
elements are non-negative (this is, as mentioned earlier, equivalent in intercausal
reasoning to a well defined product synergy I). The heuristic methods might first
check whether the matrix is positive semi-definite by studying its eigenvalues, pivots,
or the determinants of its upper left submatrices. Another easy check is whether the
matrix is non-negative. For any quadratic form, there exists an equivalent symmetric
form, so the matrix will be non-negative if and only if all its diagonal elements are non-
negative and ∀ij [Dij + Dji ≥ 0], i.e., the sum of each pair of off-diagonal symmetric
elements is non-negative. If both tests fail, one might try to decompose the matrix by
subtracting from its elements positive numbers in such a way that it becomes positive
semi-definite. The subtracted elements compose the non-negative matrix. As already
indicated, this decomposition is generally not unique.

6.3.3 Intercausal Reasoning with Indirect Evidence

This section examines intercausal reasoning with indirect support for a binary com-
mon effect.

Theorem 6.3 (intercausal reasoning with indirect evidence) Let a, b, and x
be direct predecessors of c, and c be a direct predecessor of d in a network. Let
c be binary. Let there be no direct links from a or b to d (see Figure 6.8). Let
Xδ1({a, b}, C), Xδ2({a, b}, C), Y δ3({a, b}, c), and Sδ4(c, d).
If δ4 = + and δ1 = δ3, then Sδ1(a, b) holds in the network with d observed. If δ4 = −
and δ2 6= δ3, then Sδ2(a, b) holds in the network with d observed.
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Figure 6.8: Intercausal reasoning with indirect evidence. d is observed, x is uninstan-
tiated.

Proof: Let na, nc, and nx denote the number of possible values of a, c, and x
respectively. By the definition of qualitative influence

S−(ab) ⇔ ∀i Pr(a > ai|b1d0) ≤ Pr(a > ai|b2d0) .

This is equivalent to

∀i

i−1∑

j=0

[Pr(aj|b1d0)− Pr(aj|b2d0)] ≤ 0 .

Expansion of both components by Bayes theorem

Pr(aj|b·d0) =
Pr(d0|ajb·)Pr(ajb·)

Pr(d0|b·)Pr(b·)
=

Pr(d0|ajb·)Pr(aj)

Pr(d0|b·)
and simplification yields

∀i

i−1∑

j=0

Pr(aj)
Pr(d0|ajb1)Pr(d0|b2)− Pr(d0|ajb2)Pr(d0|b1)

Pr(d0|b1)Pr(d0|b2)
≤ 0 .

Multiplying both sides of the inequality by the denominator, which does not depend
on the summation index and is positive, yields

∀i

i−1∑

j=0

Pr(aj) (Pr(d0|ajb1)Pr(d0|b2)− Pr(d0|ajb2)Pr(d0|b1)) ≤ 0 .

We expand the formulas for Pr(d0) using

Pr(d0|ajb·) =
nc∑

k=0

Pr(d0|ck)Pr(ck|ajb·)
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and

Pr(d0|b·) =
nc∑

m=0

Pr(d0|cm)
na∑

n=0

Pr(cm|anb·)Pr(an) ,

which, after rearranging the summation terms, yields

∀i

i−1∑

j=0

na∑

n=0

Pr(aj)Pr(an)
nc∑

k=0

nc∑

m=0

Pr(d0|ck)Pr(d0|cm)

(Pr(ck|ajb1)Pr(cm|anb2)− Pr(ck|ajb2)Pr(cm|anb1)) ≤ 0 . (6.9)

For a binary c (i.e., nc = 2, c0 = C, c1 = C), (6.9) takes the following form

∀i

i−1∑

j=0

na∑

k=0

Pr(aj)Pr(ak)

Pr(d0|C)Pr(d0|C) (Pr(C|ajb1)Pr(C|akb2)− Pr(C|ajb2)Pr(C|akb1)) +

+ Pr(d0|C)Pr(d0|C)
(
Pr(C|ajb1)Pr(C|akb2)− Pr(C|ajb2)Pr(C|akb1)

)
+

+ Pr(d0|C)Pr(d0|C)
(
Pr(C|ajb1)Pr(C|akb2)− Pr(C|ajb2)Pr(C|akb1)

)
+

+ Pr(d0|C)Pr(d0|C)
(
Pr(C|ajb1)Pr(C|akb2)− Pr(C|ajb2)Pr(C|akb1)

)
≤ 0 .

We divide both sides twice by Pr(d|C) and substitute λ for the likelihood ratio
Pr(d|C)/Pr(d|C). Rearrangement and simplification yields

∀i

i−1∑

j=0

na∑

k=0

Pr(aj)Pr(ak) (λ− 1)

( ( λ (Pr(C|ajb1)Pr(C|akb2)− Pr(C|ajb2)Pr(C|akb1))−
−

(
Pr(C|ajb1)Pr(C|akb2)− Pr(C|ajb2)Pr(C|akb1)

)
) ≤ 0 .

For the sake of brevity we introduce terms Cmn and Cmn defined as follows

Cmn = Pr(C|amb1)Pr(C|anb2)− Pr(C|amb1)Pr(C|anb2)

Cmn = Pr(C|amb1)Pr(C|anb2)− Pr(C|amb1)Pr(C|anb2) .

It is straightforward to verify that ∀m [Cmm = 0] and ∀m6=n [Cmn = −Cnm]. Anal-
ogous conditions are valid for Cmn. Taking this into consideration, we refine the
summation indices, obtaining

∀i

i−1∑

j=0

na∑

k=i

Pr(aj)Pr(ak) (λ− 1)
(
λCjk − Cjk

)
≤ 0 . (6.10)

Note here that j < k. The sufficient and necessary condition for the above to hold
for any distribution of a is

∀j<k (λ− 1)
(
λCjk − Cjk

)
≤ 0 . (6.11)
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As ∀i [Pr(ai) ≥ 0], sufficiency follows directly from (6.10). We prove the necessity

by contradiction. Suppose there exist j and k such that (λ − 1)
(
λCjk − Cjk

)
> 0.

Consider a distribution of a in which Pr(aj) > 0, Pr(ak) > 0, and Pr(aj)+Pr(ak) =
1. By axioms of probability theory ∀m6=j,m6=k [Pr(am) = 0], which reduces (6.10) to

Pr(aj)Pr(ak) (λ− 1)
(
λCjk − Cjk

)
≤ 0 .

This implies that (λ−1)
(
λCjk − Cjk

)
is negative, which contradicts the assumption.

We have proven that the sufficient and necessary condition for (6.10) is

∀j<k (λ− 1) ( ( λ (Pr(C|ajb1)Pr(C|akb2)− Pr(C|ajb2)Pr(C|akb1))−
−

(
Pr(C|ajb1)Pr(C|akb2)− Pr(C|ajb2)Pr(C|akb1)

)
) ≤ 0 . (6.12)

Substituting Pr(C) = 1 − Pr(C) in (6.12), and simplifying yields an equivalent
formula

∀j<k (λ− 1)

( (λ− 1) (Pr(C|ajb1)Pr(C|akb2)− Pr(C|ajb2)Pr(C|akb1))

+ Pr(C|ajb1)− Pr(C|akb1) + Pr(C|ajb2)− Pr(C|akb2) ) ≤ 0 .(6.13)

In order to express both results in terms of the conditional distribution of c given all
its immediate predecessors, we introduce x into (6.12)

∀j<k (λ− 1)

( λ
nx∑

m=0

nx∑

n=0

Pr(xm)Pr(xn)

(Pr(C|ajb1xm)Pr(C|akb2xn)− Pr(C|ajb2xm)Pr(C|akb1xn))

−
nx∑

m=0

nx∑

n=0

Pr(xm)Pr(xn)

(
Pr(C|ajb1xm)Pr(C|akb2xn)− Pr(C|ajb2xm)Pr(C|akb1xn)

)
) ≤ 0 .

The above can be written using matrix notation as

∀j<k (λ− 1)
(
λpTDp− pTDp

)
≤ 0 (6.14)

where p is a vector of probabilities of various outcomes of x (pi = Pr(xi)), D and D
are square matrices with elements Dmn for c = C and c = C respectively.

Replacement of the matrix expressions by the formulas used for computing the value
of product synergies from the numerical distribution (I will denote the fact that
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they are formulas and not the synergies by enclosing them in straight brackets, e.g.,∣∣∣Xδ2({a, b}, C)
∣∣∣) yields

∀j<k (λ− 1)
(
λ

∣∣∣Xδ1({a, b}, C)
∣∣∣−

∣∣∣Xδ2({a, b}, C)
∣∣∣
)
≤ 0 (6.15)

A similar procedure with respect to (6.13) yields

∀j<k (λ− 1)

( λ
nx∑

m=0

nx∑

n=0

Pr(xm)Pr(xn)

(Pr(C|ajb1xm)Pr(C|akb2xn)− Pr(C|ajb2xm)Pr(C|akb1xn))

−
nx∑

n=0

Pr(xn)

(Pr(C|ajb1xn)− Pr(C|akb1xn) + Pr(C|ajb2xn)− Pr(C|akb2xn)) ) ≤ 0.

and with the expressions for product and additive synergy

∀j<k (λ− 1)
(
(λ− 1)

∣∣∣Xδ1({a, b}, C)
∣∣∣ +

∣∣∣Y δ3({a, b}, c)
∣∣∣
)
≤ 0. (6.16)

It is clear that the formulas (6.15) and (6.16) have at most two zero points for different
values of evidential support λ. One of this points is λ = 1 and the other can be
theoretically anywhere (including λ < 0, which as 0 ≤ λ < ∞ means that there is
only one zero point for possible values of λ).

For λ = 0, the condition for intercausal reasoning with indirect support transforms
into Xδ2({a, b}, C). I verified also that the complete formula (before reducing the
denominator) reduces to Xδ1({a, b}, C) as λ → ∞. It is easy to verify that that if
δ1 6= δ2, then the second zero point cannot be in the interval 0 ≤ λ < ∞. In such
case, the sign of intercausal inference is unambiguous, and equal for δ2 if 0 ≤ λ < 1
and equal for δ1 if 1 < λ < ∞. In case the signs of the two product synergies are
equal, the additive synergy determines the interval in which the second zero point
falls and determines the sign of the remaining interval unambiguously. 2

This theorem is an improvement on the theorem proposed by Wellman and Henrion
[198], capturing additional conditions under which the sign of intercausal inference
with indirect support can be resolved.

Figure 6.9 shows the intercausal interaction between a and b as a function of indirect
evidential support for c, for different values of qualitative properties of interaction
between a and b. The strength of evidential support is expressed by λ, the likelihood
ratio of the observed evidence (λ = Pr(d|C)/Pr(d|C)). The intercausal influence
between a and b is, as expected, always zero for λ = 1.0 (no evidential support).
λ = 0 corresponds to perfect evidence against c (in other words, C observed). λ = ∞
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Figure 6.9: The intercausal interaction between a and b as a function of the evidential
support for c for various values of qualitative properties of interaction between a and
b.

corresponds to perfect evidence for c (in other words, C observed). As demonstrated
in the proof of Theorem 6.3, the interaction is quadratic in λ and each of the curves
has at most two zero points (it has at least one zero point, for λ = 1.0). The prod-
uct synergy II and the additive synergy determine exactly one of the three possible
intervals where the second zero point falls. The negative (i.e., for C observed) and
the positive (i.e., for C observed) product synergies determine whether the curve is
above or below zero for λ = 0 and λ = ∞ respectively. The additive synergy helps
to locate the second zero point of the curve. If the evidence is positive (λ > 1.0),
and the additive synergy is equal to the positive product synergy, then the second
zero point is for λ < 1.0. If the evidence is negative (0 ≤ λ < 1.0), and the additive
synergy is not equal to the negative product synergy, then the second zero point is
for λ > 1.0.

Agosta [2] has studied intercausal reasoning in Noisy-OR nodes both for direct and
indirect evidence. Because of the vanishing intercausal influence for the common effect
absent (λ = 0), Agosta proposed to call Noisy-OR nodes Conditional Inter-Causally
Independent (CICI) nodes. From the above analysis, it is clear that there are usually
two zero points of the function describing intercausal interactions, one of which is for
no evidential support, and the other for some value of the evidential support. There is
usually a non-trivial value of evidential support for which the intercausal dependence
vanishes.
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6.3.4 Noisy-OR Gates

Noisy-OR gates are believed to be one of the most popular forms of probabilistic
interaction between causes and a common effect and are widely used in various prob-
abilistic models. This section will discuss how Noisy-OR gates behave in intercausal
inference. It turns out that the effect discussed in Section 6.3.1 does not take place
in Noisy-OR nodes, i.e., the conditional proability matrix of Noisy-OR gates always
imply half negative semi-definite matrices and, effectively, the probability distribution
of intervening nodes never impacts intercausal reasoning. Noisy-OR gates are one of
the most popular types of probabilistic interactions and this might explain why the
problem encountered seems to be so counterintuitive.

6.3.4.1 Uninstantiated Intervening Variables

I will demonstrate the behavior of a leaky Noisy-OR gate c with direct binary prede-
cessors a, b, and x (see Figure 6.7). Let p, q, and r, be the inhibitor probabilities [129]
for nodes a, b, and x with respect to the node c and l be the leak probability. This
determines the elements Dij of the matrix D (see definition of product synergy II,
page 111) to be

D11 = (1− (1− p)(1− q)(1− r)(1− l))(1− (1− r)(1− l))

− (1− (1− q)(1− r)(1− l))(1− (1− p)(1− r)(1− l))

D12 = (1− (1− p)(1− q)(1− r)(1− l))(1− (1− l))

− (1− (1− q)(1− r)(1− l))(1− (1− p)(1− l))

D21 = (1− (1− p)(1− q)(1− l))(1− (1− r)(1− l))

− (1− (1− q)(1− l))(1− (1− p)(1− r)(1− l))

D22 = (1− (1− p)(1− q)(1− l))(1− (1− l))

− (1− (1− q)(1− l))(1− (1− p)(1− l))

Simplification of these formulas gives

D11 = −(1− l)pq(1− r)

D12 = −(1− l)q(p + (1− p)r)

D21 = −(1− l)q(p− r)

D22 = −(1− l)pq

It is easy to verify that D11 ≤ 0 and D22 ≤ 0. Also,

D12 + D21 = −(1− l)pq(2− r) ≤ 0 ,
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which shows that irrespective of the actual values of p, q, r, and l, a symmetric form
of the matrix D is non-positive. Binary Noisy-OR gates will, therefore, always ex-
hibit negative product synergy for the effect observed. An uninstantiated intervening
variable x never impacts the product synergy and I suspect that this is also true for
n-ary case.

It has been previously reported that Noisy-OR gates exhibit zero product synergy for
the effect observed to be absent [77].

6.3.4.2 Indirect Evidence

0.5 1 1.5 2
lambda

-0.1

0.1

Pr(A|BD)-Pr(A|D)

Untitled-1

1

Figure 6.10: The intercausal interaction between a and b as a function of the evidential
support for c in a Noisy-OR gate.

As the product synergy given effect observed to be absent is equal to zero (i.e., for any
Noisy-OR gate we have X0({a, b}, C)), and the product synergy given effect observed
is negative (i.e., for any Noisy-OR gate X−({a, b}, C)), (6.15) reduces to

(λ− 1) λ
∣∣∣X−({a, b}, C)

∣∣∣ ≤ 0.

The two zero points of this expression with respect to λ are for λ = 0 and λ = 1.
We know that there are no other zero points (as shown in the proof of Theorem 6.3),
and it follows that intercausal influences in Noisy-OR gates will always be negative
for λ > 1 (positive evidence) and positive for 0 < λ < 1 (negative evidence) (see
Figure 6.10 for an example).
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6.4 Qualitative Belief Propagation

It turns out, that the qualitative properties of the QPNs allow for an interesting
view of qualitative belief propagation. Although the concept of belief flow gets into
problems in numerical schemes, it does have a nice interpretation in qualitative case.
In this section, I will demonstrate that the qualitative influences and synergies are
defined in such a way that they are independent on any other nodes interacting with
the nodes that they describe. This allows the propagation of belief from a node e to
a node n to disregard all such nodes and effectively decompose the flow of evidence
from e to n into distinct trails from e to n. On each of these trails, belief flows in only
one direction, from e to n, and never in the opposite direction, exactly as it is the case
in singly connected networks. Presence of different, parallel trails does not change
any properties of a single trail and these can be determined by considering each trail
in separation. The sign of a node is equal to the sign sum of influences coming from
all trails from the evidence to this node. The sign of n is well determined if and only
if the signs coming through each of these trails are consistent. I will lay the formal
foundation for this method in this section.

The belief propagation approach requires that qualitative changes be propagated
in any direction. Product synergy is perfectly symmetric, so Xδ({a, b}, c0) implies
Xδ({b, a}, c0). Section 6.4.1 shows that the same property can be proven for the
qualitative influences. A qualitative influence between any two nodes in a network
is symmetric and Sδ(a, b) implies Sδ(b, a). Section 6.4.2 contains the formal argu-
ment for the decomposability of qualitative influences. Section 6.4.3 shows that the
only evidential support that is important for intercausal reasoning is the preexisting
evidence and not the evidence flowing from the source node. Finally, Section 6.4.4
presents a message passing algorithm for qualitative belief propagation.

6.4.1 Symmetry of Qualitative Influences

This following theorem shows that qualitative influence between any two nodes a and
b in a network is symmetric within a given context and effectively can be propagated
between those two nodes along existing active trails, either from a to b or from b to
a.

Theorem 6.4 (symmetry of qualitative influences) Sδ(a, b) implies Sδ(b, a).

Proof: I will prove the theorem for δ = +. Proofs for δ = − and δ = 0 are
analogous. Milgrom [115] has demonstrated that first order statistical dominance, on
which all influences in QPNs are based, is equivalent to monotone likelihood property
of the probability density function in the continuous case and of the probability mass
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function in the discrete case. S+(a, b), in particular, is equivalent to the following
condition

∀a1>a2∀b1>b2

Pr(a1|b1x)

Pr(a1|b2x)
≥ Pr(a2|b1x)

Pr(a2|b2x)
. (6.17)

Reversal of the conditional probabilities Pr(a·|b·x) by Bayes theorem in (6.17) and
subsequent simplification yield

∀a1>a2∀b1>b2

Pr(b1|a1x)

Pr(b1|a2x)
≥ Pr(b2|a1x)

Pr(b2|a2x)
,

which is monotone likelihood ratio property equivalent to S+(b, a), which concludes
the proof. 2

Theorem 6.4 shows merely that the sign of influence is symmetric. The magnitude
of the influence of a variable a on a variable b can be arbitrarily different from the
magnitude of the influence of b on a.

This theorem has also practical implications for the graph reduction approach. One
can choose to reduce the influence between a and b either to a → b or a ← b,
depending on which of the two is easier or leads to less ambiguity.

6.4.2 Decomposability of the Qualitative Sign Propagation

In this section I will show that BBN graphs are decomposable with respect to sign
propagation, which will give a formal foundation for a message passing type algorithm
based on decomposing belief propagation through different trails and combining it to
obtain the final sign for each node. The proof for this property is based on showing
that it is possible to disregard in reasoning all nodes that are not directly participating
in an interaction, removing them as it were (the quantitative counterpart of this would
be marginalizing over those nodes).

Definition 6.8 (trail) [60] A trail in a directed acyclic graph is a sequence of links
that form a trail in the underlying undirected graph.

Definition 6.9 (head-to-head node) [60] A node c is called a head-to-head node
with respect to a trail t if there are two consecutive links a → c and c ← b on t.

Definition 6.10 (minimal trail) A trail connecting a and b in which no node ap-
pears more than once is called a minimal trail between a and b.

Definition 6.11 (active trail) [60] A trail t connecting nodes a and b is said to be
active given a set of nodes L if (1) every head-to-head node with respect to t either is
or has a descendant in L and (2) every other node on t is outside L.
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Definition 6.12 (evidential trail) A minimal active trail between an evidence node
e and a node n is called an evidential trail from e to n.

Evidential trail is an abstract concept, as the underlying physical medium are links
is the network. In singly connected networks, there is at most one evidential trail
to each node with respect a single evidence node e. In multiply connected networks,
each link may be part of many evidential trails.

Definition 6.13 (intercausal link) Let a and b be direct ancestors of a head-to-
head node t. An intercausal link exists between a and b, if t is in or has a descendant in
the set of evidence nodes. The sign of the intercausal link is the sign of the intercausal
influence between a and b determined by the product synergy.

Definition 6.14 (sign of a trail) The sign product of signs of all direct and inter-
causal links on a trail t is called the sign of t.

Theorem 6.5 (qualitative influence in multiply connected networks)
The qualitative influence of a node e on a node n is equal to the sign sum of the signs
of all evidential trails from e to n.

Proof: First I will show that qualitative influence, additive synergy and product
synergy II are invariant to marginalizing over directly neighboring nodes. For sim-
plicity, the proofs are for binary variables. These are readily generalizable to multiply
valued variables.

Qualitative influence:
I will show that the probability distribution of a variable x that is a direct predecessor
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Figure 6.11: Invariance of a qualitative influence to intervening nodes.

of a variable b (see Figure 6.11) does not impact the sign δ of the qualitative influence
Sδ(a, b) of a on b. I will start from a marginalized conditional distribution and show
that the sign of qualitative influence is exactly the same as that including x.

Pr(b ≥ b0|a)− Pr(b > b0|a) =
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= Pr(b ≥ b0|ax)Pr(x) + Pr(b ≥ b0|ax)Pr(x)

− Pr(b ≥ b0|ax)Pr(x)− Pr(b ≥ b0|ax)Pr(x) =

= Pr(x) (Pr(b ≥ b0|ax)− Pr(b ≥ b0|ax))

+ Pr(x) (Pr(b ≥ b0|ax)− Pr(b ≥ b0|ax))

Both differences express the sign of qualitative influence of a on b before marginal-
ization while Pr(x) and Pr(x) are non-negative by definition. The whole expression
will take the same sign as before introducing x irrespective of the distribution of x.
In other words, the sign δ of qualitative influence Sδ(a, b) of a on b is independent of
the probability distribution of any neighboring nodes.

Qualitative additive synergy:
I will show that the probability distribution of an intervening variable x does not
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Figure 6.12: Invariance of additive synergy to intervening nodes.

impact the sign of qualitative additive synergy between a and b with respect to their
common descendant c (see Figure 6.12). I will start from a marginalized conditional
distribution and show that the sign of qualitative additive synergy is exactly the same
as that including x.

Pr(c ≥ c0|a1b1) + Pr(c ≥ c0|a2b2)− Pr(c ≥ c0|a1b2)− Pr(c ≥ c0|a2b1) =

= Pr(c ≥ c0|a1b1x)Pr(x) + Pr(c ≥ c0|a1b1x)Pr(x)

+ Pr(c ≥ c0|a2b2x)Pr(x) + Pr(c ≥ c0|a2b2x)Pr(x)

− Pr(c ≥ c0|a1b2x)Pr(x)− Pr(c ≥ c0|a1b2x)Pr(x)

− Pr(c ≥ c0|a2b1x)Pr(x)− Pr(c ≥ c0|a2b1x)Pr(x) =

= Pr(x) ( Pr(c ≥ c0|a1b1x) + Pr(c ≥ c0|a2b2x)

− Pr(c ≥ c0|a1b2x)− Pr(c ≥ c0|a2b1x) )

+ Pr(x) ( Pr(c ≥ c0|a1b1x) + Pr(c ≥ c0|a2b2x)

− Pr(c ≥ c0|a1b2x)− Pr(c ≥ c0|a2b1x) )

Both differences express the sign of additive synergy between a on b with respect to
c before marginalization, while Pr(x) and Pr(x) are non-negative by definition. The
whole expression will take the same sign as before introducing x irrespective of the
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distribution of x. In other words, the sign of additive synergy of a on b with respect
to c is independent of the probability distribution of any intervening node.

Qualitative product synergy:
The definition of product synergy in Section 6.3 has been derived exactly so as it is
independent of the probability distribution of intervening nodes.

Wellman and Henrion [198] demonstrate in the context of singly connected networks
that influence of a node e on a node n through a single evidential trail is equal to
the sign product of the influence trough each of the links on the trail, including the
intercausal links.

The invariance of qualitative properties to the probability distribution of neighbor-
ing nodes implies that the presence of another, parallel trail does not change any
properties that a single trail might have. Presence of other paths through which
evidence might flow changes only the probability distribution of the nodes and, as I
demonstrated, this does not impact the qualitative properties of other nodes. The im-
plication of this finding is that none of the propagation rules introduced by Wellman
and Henrion will be invalidated by the presence of multiple trails and can therefore be
applied in both singly and multiply connected networks. Qualitative change in belief
in a node n given a single evidence node e is equal to the sum of changes through all
evidential trails from e to n and it is possible to determine the sign of each node by
looking at each path in separation and adding the impact through each path. 2

The qualitative change in belief in a node n is unambiguous (in the sense of not being
a ′?) if and only if all evidential trails from e to n are consistent. Suppose, without
the loss of generality, that all evidential trails have the sign ′+. The total resulting
sign will be equal to the qualitative sum of the signs of all trails, which is a ′+ by the
definition of the operation ⊕. Consistency in signs of all incoming trails is sufficient
for a well determined sign of a node. Now, suppose that there exist two evidential
trails, t1 and t2, that are inconsistent. Let the sign of t1 be a ′+ and the sign of t2 be
a ′−. Now, the qualitative sum of t1 and t2 will be ambiguous regardless the signs of
all other trails, proving the necessity for consistence of all trails.

It is interesting to look back at one rule for multiply connected networks derived earlier
by Wellman and Henrion. They prove that if a and b are predecessors of c, then a
sufficient condition for Sδ(a, b) upon observation of c0 is an influence Sδ(a, b) prior
to the observation plus a product synergy relation Xδ({a, b}, c0) [198, Theorem 2].
Their theorem is a special case of the above theorem. Note that we can schematically
view this situation as involving two evidential paths from a to b, one leading directly
from a to b and one involving intercausal reasoning through c. The influence of a on
b is well determined if the signs of influence through both paths are compatible with
each other. This is exactly what the theorem by Wellman and Henrion states.



128 CHAPTER 6. QUALITATIVE BELIEF PROPAGATION

6.4.3 Dominance of Direct over Intercausal Influence

This section discusses the final condition that is new to multiply connected networks
and has not been discussed before, namely when one of the parents and the head-to-
head node both get evidential support. It turns out that in this case, the diagnostic
support is always stronger than the intercausal reasoning, so one never needs to look
at the intercausal reasoning in such nodes. Another practical implication is that the
algorithm does not need to wait for the evidential support from the source node to
perform intercausal reasoning, because it will never be used for this purpose anyway.
This property is captured by the following useful corollary based on Theorem 6.4.

Corollary 6.1 Let a and b be direct predecessors of c, and a and c be direct prede-
cessors of d in a QPN consisting of variables a, b, c, and d (see Figure 6.13). The
qualitative influence of d on b is solely dependent on the qualitative influence of d on
c and that of c on b.

±°
²¯

±°
²¯

±°
²¯

±°
²¯

?

J
J

J
Ĵ
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Figure 6.13: Dominance of direct over intercausal influence: The effect of d on b is
equal to δcd ⊗ δbc, independent on the signs δad and δac.

Proof: By Theorem 6.4, we have that the qualitative influence of d on b is the same
as the influence of b on d. The only active trail from b to d is b → c → d and the sign
of influence of b on d through that trail is dependent solely on the signs of influences
of b on c and that of c on d (δbc and δcd in Figure 6.13), which concludes the proof. 2

The practical value of Corollary 6.1 is that it allows to omit intercausal propagation
if the only evidential support to a head-to-head node is coming from the source node.
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6.4.4 The Algorithm

The focus of the algorithm for qualitative belief propagation is on determining the
effect of observing a single evidence variable e on the probability distribution of all
remaining variables in the network. If there is more than one evidence variable, one
can apply the qualitative belief propagation successively, adding each piece of evidence
one at a time. Alternatively, one can create a single dummy variable that implies the
observed values of each evidence variable.

Given: A qualitative probabilistic network, an evidence node e.
Output: Sign of the influence of e on each node in the network
Data structures:
{ In each of the nodes }

sign ch; { sign of change in this node }
sign evs; { sign of the evidential support for this node }

Main Program:
for each node n in the network do

ch := ′0;
Propagate-Sign(∅, e, e,′+) ;

Recursive procedure for sign propagation:
{ trail contains visited nodes,

from is the sender of the message,
to is the recipient of the message,
sign is the sign of influence from from to to }

Propagate-Sign(trail, from, to, sign)
begin
if to ↑ ch = sign⊕ to ↑ ch then exit;

{ exit if already made the update }
to ↑ ch := sign⊕ to ↑ ch;

{ update the sign of to }
trail := trail ∪ to;

{ add to to the set of visited nodes }
for each n in the Markov blanket of to do
begin

s := sign of the link;
sn := current sign of n;
if the link to n is active

∧
n 6∈ trail

∧
sn 6= to ↑ ch⊗ s then

Propagate-Sign(trail, to, n, to ↑ ch⊗ s);
end

end

Figure 6.14: The algorithm for qualitative sign propagation.

The algorithm for qualitative belief propagation (Figure 6.14) is based on local mes-
sage passing. The goal is to determine a sign for each node denoting the direction of
change in belief for that node given new evidence for an observed node. Initially each
node is set to ′0, except the observed node which is set to the specified sign. The sign
of the evidence node is set to the sign of the initial perturbation. The evidence node
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sends the first message to all its neighboring nodes (nodes in its Markov blanket).
The sign of each message becomes the sign product of its previous sign and the sign
of the link it traverses. Each message keeps a list of the nodes it has visited and its
origin, so it can avoid visiting any node more than once. Effectively, each message
travels on one of the possible evidential trails from e to each of the remaining nodes.
Each node, on receiving a message, updates its own sign with the sign sum of itself
and the sign of the message. Then, it checks whether there are any direct neighbors
(nodes in its Markov blanket) that have not been visited by this message and need
updating. If yes, it creates a fork copy of the message and passes it to that neighbor.
After having checked all the neighbors and possibly passing a copy of the message to
them, the message itself is terminated. The number of messages might seem to grow
exponentially in the number of links. This is fortunately not the case. A message
is replicated if and only if it will result in a change of sign of the destination node.
Each node receives a message at most twice.5 It receives a message for the first time
to change its sign from ′0 to ′+, ′−, or ′? and then perhaps for the second time only
if there is another path that propagates sign inconsistent with the current sign of the
node, in which case the sign changes to ′?. From that point on, that node will receive
no messages, as its sign will never need changing (′? is a stable sign in the sense that
any sign combined with ′? results in ′?).

The qualitative version of belief propagation is not viable to the problems of its
numerical counterpart. As the algorithm propagates messages only to nodes that
need a change, most messages are terminated quickly. Each message is, in fact,
terminated as soon as it is received by a node. New messages are created and sent
only if there are neighboring nodes that need a change in sign. As each node can
change its sign at most twice, we are guaranteed that the algorithm will terminate.
Even taking into account the overhead related to each message carrying the list of
visited nodes, search through that list, and checking the neighboring nodes,6 the
complexity of this algorithm is polynomial in the number of nodes in the network.

In order to be able to use intercausal propagation, the algorithm needs to know for
each head-to-head node whether it has evidential support and what is the sign of that
support. The algorithm relies on the fact that either no other observed evidence is
present before starting it, or that all previous evidence has been propagated to all
head-to-head nodes. This is not a restrictive assumption, considering that usually,
the algorithm will be run in a sequence of queries and the results of previous queries
will be present. It is always possible to run the algorithm repeatedly for each of the

5Strictly speaking, this is not exactly the case. As the messages are passed asynchronously, it may
happen that several neighboring nodes will discover at the same time that a node needs updating
and send their messages. Only one of these will be precessed, however. In any practical application
on a serial computer this small redundancy can be avoided by using standard methods for concurrent
process coordination, such as introducing semaphore operations.

6All these can be made extremely efficient in any practical implementation.
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preexisting evidence nodes (or introducing a dummy node that implies all preexisting
evidence) before answering the actual query on an evidence node e.

The sign propagation will reach each node in the network that is not d-separated from
the evidence node e. It is possible to change the focus of the algorithm to determining
the sign of some target node n and all nodes that are located on active trails from e to
n. This requires a small amount of preprocessing, consisting of removal of irrelevant
barren and intervening nodes. The methods to do that will be described in the context
of belief propagation based explanations in Chapter 8.
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Figure 6.15: Algorithm for qualitative belief propagation: An example.

Figure 6.15 shows an example of how the algorithm works in practice. Suppose that
having previously observed a low reading of the Ox Pressure Probe (i.e., a possi-
ble pressure drop in the oxygen tank), we want to know whether observing a high
reading of the HeOx Temp Probe tells something about a possible problem in the
helium/oxygen valve (HeOx Valve Problem). We set the signs of each of the nodes to
′0 and start by sending a positive sign to HeOx Temp Probe, which is our evidence
node. HeOx Temp Probe determines that its parent, node HeOx Temp, needs update,
as the sign product of ′+ and the sign of the link ′+ is ′+ and is different from the
current value of the node ′0. After receiving this message, HeOx Temp sends messages
to its direct descendants High Ox Temp and Ox Tank Leak, who also need updating.
As the sign of Ox Tank Leak is already ′+, High Ox Temp does not send any fur-
ther messages.7 Seeing that HeOx Valve Problem needs updating, Ox Tank Leak will

7I assume here for simplicity that the message from HeOx Temp had arrived at Ox Tank Leak
before. Obviously, the messages are passed asynchronously, and it may happen that Ox Tank Leak
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send it a message. The sign of this message is ′−, because Ox Pressure Probe has
been observed and the sign of the product synergy between Ox Tank Leak and HeOx
Valve Problem is ′−. The final impact of high value of the HeOx Temp Probe reading
on HeOx Valve Problem is ′−, or in other words, the high value of the HeOx Temp
Probe reading suggests a leak in the oxygen tank rather than a helium/oxygen valve
problem.

6.5 Tracing Sources of Ambiguity

In order to get an non-ambiguous sign at t, all signs in the graph between e and t need
to be unambiguous (′+, ′−, or ′0). If there is at least one ′?, then it is guaranteed to
propagate to t, i.e., the final result of the propagation will be ambiguous. It means
simply that the query cannot be solved at the level of signs. An intelligent system
may try to resolve the sign using a higher level of specification. For this, it needs to
reflect on the model in order to locate the direct cause of ambiguity. As qualitative
belief propagation preserves the structure of the network, it supports this type of
reasoning.

In singly connected networks, ambiguity can enter only through the ambiguity in a
single probabilistic influence (S? of a link) or ambiguity in intercausal influence (Y ?

or X? for the two parents, a S? in evidential support to the head-to-head node, or
incompatibility between the three properties). In multiply connected networks, next
to these two factors, ambiguity can be a result of conflicting influences coming to the
target node from two different trails (conflicting trails). Another source of ambiguity
can bw propagation of influence through an inherently ambiguous loop. While I am
not offering a comprehensive treatment of this issue, I will provide an explanation
of the last case. In particular, I will show that sign ambiguity is a property of a
loop, i.e., it is often possible to determine just by examining the loop whether it will
conduct a sign ambiguously.

Definition 6.15 (loop) Let n be a node in the network. A loop is a minimal active
trail starting and ending at n.

Definition 6.16 (sign of a loop) Suppose that a loop consists of n links, each of
the links has a sign Sσi

i , 1 ≤ i ≤ n (this includes possible signs of intercausal infer-

will receive its change in sign from High Ox Temp first. In this case, either He Ox Temp will not
send its message to Ox Tank Leak or Ox Tank Leak will receive two messages, of which only one will
be processed.
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ence). Sign of this loop is the sign product of all signs of links of the loop, i.e.,

n⊗

i=1

σi

Definition 6.17 (ambiguous and unambiguous loop) A loop with the sign ′−
is called ambiguous. A loop with the sign ′+ is called unambiguous.

Now, I will prove a theorem that will give us some more insight into the results of
ambiguity in qualitative sign propagation.

Theorem 6.6 (signs in an ambiguous loop) At most one node of an ambiguous
loop, will have an unambiguous sign.

Proof: The proof is by contradiction. For a given source node, there may be
at most one node in any loop that has no trails in that loop — if and only if all
evidential trails to any node of the loop include that node. The sign of such a node
will be independent on the signs of any nodes and links in the loop. For any other
node in the loop, there will be at least two evidential trails, one going clockwise and
one going counterclockwise.

Suppose a node n in the loop has an unambiguous sign. Without loss of generality,
let us assume that it is ′+. Now, there exist at least two distinct trails from n to any
node m in the loop. Their product has to be negative because the loop is ambiguous
(has a negative product) and the only way of getting a negative product is when one
of the two trails is negative and one is positive. Their signs will be thus different by
the sole virtue of the ambiguity of the loop. It follows that the sign of node n has to
be ′?, which contradicts the assumption. Note that if evidence enters the loop through
more than one node, then all nodes in the loop will be ′?, because the same argument
will hold for each of these nodes. There will be always at least two evidential trails
through which conflicting evidence comes to them. 2

We need to look at loops in a similar way as we look at variables: they will be
indivisible as far as propagation is concerned. A loop is ambiguous if it contains an
odd number of negative links. This is all we need to know about the loop. This
property alone will result in an ambiguous sign propagation and we cannot really
indicate a lower level of ambiguity — change of signs in any of the links will make
the loop unambiguous.
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6.6 Conclusions and Applications

This chapter has described an extension of belief propagation in qualitative proba-
bilistic networks to multiply connected networks. Belief propagation is more powerful
than graph reduction approach for two reasons: (1) It uses product synergy, which is
a new qualitative property of probabilistic interactions, and (2) it offers a reasoning
scheme, whose operators do not lead to loss of qualitative information and whose
final results do not depend on the order of their application. Although examples of
problems that can be resolved by belief propagation and not by graph reduction can
be easily found, it is unfair to compare the strength of the two methods, as belief
propagation uses an additional qualitative property.

Wellman [195] describes several possible applications of QPNs, such as support for
heuristic planning and identification of dominant decisions in a decision problem.
While the belief propagation approach supports these, it also allows for two new
applications. Preservation of the original structure of the network facilitates addi-
tional applications of QPNs: meta-level reasoning about the model, and generation
of qualitative explanations of reasoning.

If the sign of change of a node through which propagation is conducted becomes
ambiguous, the signs of all nodes that are located beyond that node will be ambiguous.
It means simply that we cannot solve the problem at this level of specificity. Given a
goal and some imprecise specification of the problem, a decision support system should
be able to determine which parts of this specification should be elaborated on more
so that an unambiguous solution of a required precision can be achieved. Preserving
the structure of the network allows a computer program to reflect about the model
at a meta level and find the reason for ambiguity, for example — which paths are
in conflict. Hence it can suggest ways in which the least additional specificity could
resolve the ambiguity.

Belief propagation appears to be easy to follow for people and it can be used for
generation of qualitative verbal explanations of probabilistic reasoning. For example,
one may wish to know how observation of evidence e affects the probability of target
variable t, if so, whether it increases or decreases it and why. The actual numerical
change in probability may be of only secondary interest. The qualitative belief prop-
agation algorithm determines the sign of change in likelihood of every variable in the
model given some observations. The individual signs along with the signs of influences
can be translated into natural language sentences describing paths of change from the
evidence to the variable in question. Explanation of each step involves reference to a
usually familiar causal or diagnostic interaction of variables. In general, explanations
based on qualitative reasoning are easier to understand than explanations using nu-
merical probabilities. So even where a quantified belief network is available, it may
often be clearer to reduce it to the qualitative form, and base explanations on purely
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qualitative reasoning.8 Chapter 8 will demonstrate a method for generation of verbal
explanations of reasoning based on belief propagation.

Another possible application is using qualitative reasoning about parts of the model
during model building. Robustness of qualitative data provides an additional con-
straint on the elicited numerical probabilities and allows for a sound consistency check
of the elicited numbers and the structure of the model. If the numbers elicited with
respect to the model result in counterintuitive qualitative properties, we have a good
reason to check the numbers. Also, if qualitative explanations of reasoning based on
an early version of a model seem to be counterintuitive to the expert, it may be a
good indication of possible problems in the model structure.

A qualitative model of a physical device under construction can help in a good, robust
design. Qualitative reasoning about the system can suggest locations for probes and
other gauges that are optimal with respect to possible data conflicts in readings and
will provide most robust data in the final design.

8Of course, the actual reasoning scheme does not need to be transparent for explanations and
one might as well use the graph reduction method to determine the signs of all nodes in the network
before generating explanations. I think that belief propagation-based scheme offers the advantage
of supporting this in a more straightforward and efficient manner by determining the signs of all
nodes in the network during one execution of the algorithm.



Chapter 7

Scenario-Based Reasoning

Dear Sir: — In the affair of so much importance to you, wherein you ask my
advice, I cannot, for want of sufficient premises, advise you what to determine; but,
if you please, I will tell you how. When these difficult cases occur, they are difficult,
chiefly because, while we have them under consideration, all the reasons pro and
con are not present to the mind at the same time; but sometimes one set present
themselves, and at other times another, the first being out of sight. Hence the
various purposes or inclinations that alternately prevail, and the uncertainty that
perplexes us.

To get over this, my way is, to divide half a sheet of paper by a line into two
columns; writing over the one pro, and over the other con; then during three or four
days’ consideration, I put down under the different heads short hints of the different
motives, that at different times occur to me, for or against the measure. When I
have thus got them all together in one view, I endeavor to estimate their respective
weights; and, where I find two (one on each side) that seem equal, I strike them
both out. If I find a reason pro equal to some two reasons con, I strike out the
three. If I judge some two reasons con, equal to some three reasons pro, I strike out
the five; and thus proceeding I find at length where the balance lies; and if, after
a day or two of farther consideration, nothing new that is of importance occurs
on either side, I come to a determination accordingly. And though the weight of
reasons cannot be taken with the precision of algebraic quantities, yet, when each
is thus considered separately and comparatively, and the whole lies before me, I
think I can judge better, and am less likely to make a rash step; and in fact I have
found great advantage from this kind of equation, in what may be called moral or
prudential algebra.

Benjamin Franklin in a letter to his friend Dr. Joseph Priestley on 19 September
1772, in John Bigelow (ed), The Complete Works of Benjamin Franklin, New York
and London: G.P. Putnam’s Sons, 1887, Vol. 4, pages 522–523

Chapter 6 offered a view of belief updating based on the concept of propagation of
change between directly dependent random variables. In the context of belief network
models, this amounted to propagation of evidence through links between adjacent

136
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nodes in a network. This chapter presents an alternative approach to belief updating,
based on deterministic scenarios involving outcomes of all relevant random variables of
a model. In this approach, which I propose to call scenario-based reasoning or scenario
thinking, the probability of an outcome of a variable is computed by weighting the sum
of probabilities of all deterministic scenarios that are compatible with this outcome
against the sum of scenarios that are incompatible with it.

Chapter 8 will show how scenario-based approach can be applied to automatic gen-
eration of verbal explanations in decision support systems. Chapter 9 will extend
scenario-based reasoning to decision-theoretic inference, where each scenario is char-
acterized, in addition to its probability, by its utility. This chapter concentrates on
the main principles of scenario-based approach and demonstrates how it can be ex-
plored for probabilistic reasoning in DSSs. Section 7.1 describes the principles of the
scenario-based approach. Section 7.2 discusses the application of this view to exact
probabilistic inference and Section 7.3 proposes use of this scheme for approximate
belief updating. Section 7.4 argues for the cognitive plausibility of the scenario-based
view and compares it to the cognitive concept of event schemas.

7.1 Principles of Scenario-Based Reasoning

The screening test problem posed in Section 6.1 (page 99) can be also represented
and solved in a different manner. Figure 7.1 shows a probability tree representation
of the belief network model of Figure 6.1. Each node in this tree represents a random
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Figure 7.1: Probability tree for the screening test problem.

variable and each branch originating from that node, a possible outcome of that
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variable. And so, two branches originate from the node disease: disease present and
disease absent; two branches originate from each test result node: test positive and
test negative. Each complete path starting at the root of the tree and ending at a leaf
corresponds to a possible deterministic state of the world. There are four possible
states of the world represented in Figure 7.1:

D-POS The disease is present and the test outcome is a true positive
D-NEG The disease is present and the test outcome is a false negative
ND-POS The disease is absent and the test outcome is a false positive
ND-NEG The disease is absent and the test outcome is a true negative

A possible way of solving this problem can be expressed in plain English as follows:

Given the positive test result, there are two possibilities: the patient is ill and
the test correctly indicates it with a positive result, or the patient is healthy
and the test result is a false positive. As the prevalence of the disease is very
low, it is still quite likely that the patient is healthy and the test result is a
false positive.

This can be captured numerically by the following computation. Given the fact
that the test turned out to be true positive, scenarios D-NEG and ND-NEG become
impossible. Only two scenarios remain: The disease is present and the test outcome
is a true positive (D-POS) and The disease is absent and the test outcome is a false
positive (ND-POS). Let D stand for disease present, D for disease absent, T for test
positive, and T for test negative. The probability of scenario D-POS is equal to
the joint probability of D and T and is in effect equal to the product of the prior
probability of the disease and the conditional probability that the test will be positive
given that the disease is present (the latter is simply the sensitivity of the test)

Pr(D-POS) = Pr(D,T ) = Pr(D) Pr(T |D) = 0.001 0.98 = 0.00098 .

The probability of scenario ND-POS is equal to the joint probability of D and T ,
and is in effect equal to the product of the prior probability that the disease is absent
and the conditional probability that the test will be positive given that the disease
is absent (the latter is the probability of a false positive result, which is equal to one
minus the specificity of the test)

Pr(ND-POS) = Pr(D, T ) = Pr(D) Pr(T |D) = 0.999 (1− 0.95) = 0.04995 .

We weight these two scenarios against each other and find out that scenario D-POS
is approximately 50 times less likely than scenario ND-POS. This process, equal to
normalization of the probabilities of the remaining scenarios (as the remaining two
scenarios exhaust now all possibilities, their sum has to be brought back to 1.0), yields

Pr(D|T ) =
Pr(D-POS)

Pr(D-POS) + Pr(ND-POS)
=

0.00098

0.00098 + 0.04995
= 0.01924 , (7.1)
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which is exactly the answer obtained in Section 6.1 using the belief propagation
scheme.

The above approach can be applied to models consisting of a large number of variables,
although a straightforward application becomes prohibitively complex, as will be
shown in the next section. On the other hand, as I argue later in this chapter, it
seems that this scheme lends itself well for approximate reasoning and may be similar
to the way people cope with the complexity of uncertain inference.

7.2 Exact Reasoning with Scenarios

Let a, b, and c be discrete random variables with values ai (1 ≤ i ≤ m), bj (1 ≤ j ≤ n),
and ck (1 ≤ k ≤ p). The ordered triple (a, b, c) may be thought of as a new random
variable taking mn p possible values (ai, bj, ck). The probability distribution of this
new variable is called joint distribution of a, b, and c. We write Pr(a = ai, b = bj, c =
ck) for the probability of the conjunction of propositions a = ai, b = bj, and c = ck,
i.e., the probability that (a, b, c) = (ai, bj, ck). We can obtain the distribution of a
from the joint distribution of a, b, and c by summation over all possible values of the
variables b and c.

Pr(a = ai) =
n∑

j=1

p∑

k=1

Pr(a = ai, b = bj, c = ck) , 1 ≤ i ≤ m. (7.2)

The distribution of a obtained in this way is called a marginal distribution of a within
the joint distribution of (a, b, c).

The impact of evidence on the marginal probability distribution of a can be computed
by Bayes theorem. For example, observing the value of b = b0 yields

Pr(a = ai|b = b0) =
Pr(a = ai, b = b0)

Pr(b = b0)
, 1 ≤ i ≤ m.

This can be expressed in terms of the joint probability distribution of (a, b, c) as

Pr(a = ai|b = b0) =

∑p
k=1 Pr(a = ai, b = b0, c = ck)∑m

j=1

∑p
k=1 Pr(a = aj, b = b0, c = ck)

, 1 ≤ i ≤ m. (7.3)

If we define ai to be

ai = a1 ∨ a2 ∨ a3 ∨ . . . ∨ ai−1 ∨ ai+1 ∨ . . . ∨ am ,

we can rewrite (7.3) as

Pr(a = ai|b = b0) =∑p

k=1
Pr(a=ai,b=b0,c=ck)∑p

k=1
Pr(a=ai,b=b0,c=ck)+

∑p

k=1
Pr(a=ai,b=b0,c=ck)

, 1 ≤ i ≤ m. (7.4)
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The above generalizes easily to any finite number of random variables.

Now, we are ready to explain the principles of scenario-based reasoning.

Definition 7.1 (scenario) Each possible outcome of the joint probability space of
a set S of discrete random variables is called a deterministic scenario (in short a
scenario) in S.

A scenario is one of the possible deterministic states of the world. The probability
of a scenario is uniquely determined by the joint probability distribution over S. As
each possible scenario is unique and all scenarios cover all the possible outcomes in
the joint probability space, it follows that the sum of probabilities of all scenarios
is equal to 1.0. By (7.2), the probability that a variable a ∈ S will take the value
a = ai is equal to the sum of probabilities of those scenarios that include a = ai.
By (7.3), the posterior probability that a variable a ∈ S will take the value a = ai,
given some evidence b = b0 is equal to the quotient of the sum of probabilities of
those scenarios that include both a = ai and b = b0 to the sum of probabilities
of those scenarios that include b = b0. This might be thought of as removing all
scenarios that are incompatible with the evidence (i.e., do not contain the observed
value b = b0) and renormalizing the joint probability distribution so that the sum of
all remaining scenarios is equal to 1.0 again. (7.4) shows that the knowledge of the
sum of probabilities of all scenarios that are compatible with an outcome and those
that are incompatible with it determine uniquely the posterior probability of that
outcome in Bayesian updating.

In the screening test example of the previous section, after observing the positive
test result, we conceptually removed all scenarios that contained the negative test
result, as they were incompatible with the evidence and, hence, impossible. Then,
we determined the sum of probabilities of those scenarios that were compatible with
the outcome disease present and the sum of probabilities of those scenarios that were
incompatible with it, i.e., those with the outcome disease absent. Weighting them
in (7.1), which is a special case of (7.4), provided the posterior probability of the
outcome disease present.

A Bayesian belief network encodes the joint probability distribution over all its vari-
ables in a factorized form involving the product of conditional probabilities of all its
nodes. The joint probability distribution can be easily retrieved by multiplying these
conditional probabilities and for any BBN an exhaustive set of all possible scenarios
can be generated. This is, in fact, how the probabilities of the four scenarios of the
screening test example were computed from conditional distributions in Section 7.1.

It is worth noting that this approach is indifferent to the qualitative properties of
the domain, such as the structure of interdependences among the individual vari-
ables. This implies potential inefficiency in data representation and computations.
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On the positive side, the scenario-based approach does not distinguish between the
treatment of polytrees and multiply connected graphs. Furthermore, as there are no
asymmetries between the variables, the data representation in itself does not encode
any information about causal asymmetries. The reasoning in the scenario-based ap-
proach provides a way of unifying predictive and diagnostic inference to what seems
like only forward or, with some additional assumptions regarding the order of nodes,
causal inference.

The scenario-based approach is easily extendible to decision-theoretic inference. In a
probability tree, a scenario is a single path in a probability tree from the root to a leaf
of the tree. In a decision-theoretic model, decision options can be treated as observed
random variables and easily included in the scenario framework, so that a single
path in a decision tree can be treated as a scenario. This will be demonstrated in
Chapter 9. Section 9.3.1, in particular, will propose an exact scenario-based algorithm
for decision-theoretic inference.

The main practical problem with using the scenario-based approach is its complexity,
both in terms of memory space and computation. The number of scenarios grows
exponentially with the number of variables in the model. A model with n uncertain
binary random variables, for example, contains 2n possible scenarios. Each additional
binary variable doubles that number. Storing the probabilities of individual scenarios
would be impractical. If, on the other hand, the joint probability distribution is
stored in a more efficient manner, for example as a factorized distribution in a BBN,
exhaustive generation of all possible scenarios may be computationally prohibitive, as
it does not explore possible independences among variables. It may be expected that
the belief propagation or graph reduction algorithms will be much more efficient. The
real advantage of the scenario-based approach is in its potential value for approximate
belief updating algorithms and this will be the subject of the next section.

7.3 Approximate Belief Updating

It turns out that in most practical situations there is usually a relatively small number
of very likely scenarios. An argument explaining this phenomenon can be based on
the following consideration. Because of the independences of mechanisms acting in
the real world, most probability distributions are factorizable. Given a factorizable
joint probability distribution, the probability of a scenario is equal to the product of
conditional probabilities of outcomes that it is composed of. Probabilities of scenarios
are, therefore, generated by a multiplicative process and, hence, will usually take
values that are spread over many orders of magnitude.1 This spread will be amplified

1I like thinking about the difference between additive and multiplicative processes in terms of
the difference between continuous probability distributions that are usually used to describe them:
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by the large asymmetries in probabilities: outcomes of random variables are usually
not equiprobable. Presence of a disease is usually many times less likely than its
absence, an earthquake at any given moment is usually much less likely than no
earthquake, the same seems to hold for such events as a fire in a house, a car accident
on the way to work, etc. For a scenario to be probable, almost all outcomes that
it is composed of must be probable. One improbable outcome significantly reduces
the probability of the entire scenario. If the prior probability of a disease is 0.001,
for example, each of the scenarios containing the disease will be 1000 times (three
orders of magnitude!) less probable than its equivalent involving no disease. The less
symmetry in probabilities of outcomes, the smaller set of very likely scenarios can be
expected. Intuitively, the likelihood that a scenario chosen from an exhaustive set of
all scenarios will be probable is not too high: for it to be likely, all of the outcomes
that it is composed of have to be likely. Hence, the number of very probable scenarios
is typically very small.

Given such a distribution of scenarios, a good approximation of the posterior proba-
bility of an outcome of a random variable can be computed by considering a relatively
small number of very likely scenarios and combining them by means of Equation 7.4.
The important issue in such a computation is controlling for precision. Henrion [75]
describes an approximate method of belief updating within the QMR-BN20 system
[74]. His algorithm is based on computing the relative likelihood of the most proba-
ble deterministic scenarios involving the observed evidence and a set of diseases. He
proposes several methods for bounding the absolute posterior probability of the hy-
potheses. This is conceptually equivalent to putting bounds on the probability of the
remaining deterministic scenarios. Elsewhere [71], he proposed a method based on
stochastic generation of deterministic scenarios, which are later used for estimating
the posterior probability distributions of the network variables.

While the problem of finding the most probable scenario in a BBN is NP-hard, stan-
dard search methods can be relatively efficient in practice. Pearl [129] proposed an
efficient algorithm for finding the most probable scenario in a singly connected BBN.
Shimony and Charniak [160] proposed a best-first search-based algorithm for find-
ing the most probable scenario in a Bayesian belief network. Other algorithms have
been proposed by Santos [149] and Sy [179]. Santos demonstrated that the problem
of finding a MAP can be translated into the problem of linear programming and
showed a way of generating n most likely explanations. Sy [179] designed an efficient
message-passing algorithm for finding n most probable scenarios in singly connected
BBNs, although it is also NP hard in the worst case for multiply connected networks.

normal and log-normal distribution. While the first is symmetric and usually concentrated around
the mean, the latter is usually skewed and spread over a large range of values.
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7.4 Cognitive Plausibility of Scenario Thinking

I argued in the previous section that in most practical situations there is usually
a relatively small number of very likely scenarios. It seems that this finds a basic
reflection in human reasoning. Predicting the normal or the most probable course
of events is generally rather easy. Whenever going to a restaurant, we can predict
with a high probability that a waiter will approach us, bring a menu, take the order,
bring the food. After the dinner we will be presented a bill, pay for it, and leave.
Many events might disturb this typical sequence: the waiter might forget about us,
the restaurant might be out of menu cards, there might be fire or an earthquake,
we might be the ten-thousandth customer and receive flowers instead of the bill, it
might turn out that we have forgotten or lost the purse and are unable to pay the
bill — tens, hundreds, or perhaps thousands of similar events might conceivably take
place. Somehow, although, if explicitly asked, we admit their non-zero probability,
they seem not to make it into our conscious thoughts or plans for the evening. It
seems that we usually think of a small number of very likely variants and it does not
seem to be an unreasonable thing to do.

People’s propensity to encode the knowledge about objects, concepts, and events as
certain general, stereotypical classes or sequences has found reflection in the psycho-
logical concept of schemas (also called schemata [7]). Schemas consist of structured
groups of concepts that constitute the generic knowledge about events, actions, or
objects that has been acquired from the past experience. Schank and Abelson [151]
extended the idea of schemas to explain how knowledge of complex event sequences
is represented. Event schemas, called by Schank and Abelson scripts, represent ele-
ments that are common to repeated experiences of events, such as the example of a
restaurant visit given above. Causal chains seem to play an important role in event
schemas. Although it is not clear whether the exact form of representing the schema
knowledge is that used in artificial intelligence, existence of knowledge representation
like schemas has a rather strong empirical support.

Scenarios do not always have the form of a stereotypical course of events recalled
from memory. They may also concern one-time uncertain events and be mentally
constructed rather than retrieved from memory. One often hears from sport reporters
predictions like If the Pirates win against the Astros, they will for sure beat the Yankies
and get into the finals. In the courtroom, the prosecutor presents a reconstruction
of a deterministic course of events leading to the crime. The defense attorney, on
the other hand, often proposes alternative deterministic scenarios that are hoped
to shed a reasonable doubt on the prosecutor’s story. Historians, operating under
a high scarcity of data, sometimes even in a counterfactual mode, often propose a
plausible course of events fitting the available historical data. Politicians and policy
makers use often scenarios for futuristic predictions. Prophecies, whether biblical
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or contained in holy books of other religions, although theoretically dealing with
enormous uncertainty, use a strictly deterministic language and give the impression
of predicting the future course of events in no uncertain terms.

Scenarios are often embedded into established engineering practices: terms like fire-
proof for 10 hours, 100–year bridge, or 100–year flood refer to deterministic outcomes
in a clearly probabilistic context. In a complex engineering system, enumerating most
plausible scenarios aids in prediction of the most plausible way that things can go
wrong (e.g., fault trees [68]). Deterministic scenarios can be used for model testing,
and have been suggested for testing the correctness of BBN models [73].

Kahneman and Tversky [89, Chapter 14] describe scenario generation in human rea-
soning and label it simulation heuristic. They tested subjects propensity to generate
deterministic stories and observed different degree of ease with which various sto-
ries were generated for variations in initial data. They acknowledge the importance
of this type of reasoning for prediction and planning under uncertainty. Elsewhere
[186], they give examples of the propensity of subjects to judge conjunctions of events
that make a good story to be, in violation of the axioms of probability, more probable
than the individual events. This, again, they attribute partly to scenario thinking.
Dawes [39] devotes a whole chapter of his book to scenario thinking and its effects on
human judgment, giving, among others the following example illustrating this prob-
lem. The sentence “An alcoholic tennis star who starts drinking a fifth a day will win
a major tournament eight months later” is perceived by most people rather unlikely,
while the sentence “An alcoholic tennis star who starts drinking a fifth a day will
join Alcoholic Anonymous a month later, quit drinking, and win a major tourna-
ment eight months later” seems not as unlikely [39, page 128]. Computing beliefs by
weighting various deterministic scenarios seems to be consistent with another finding
reported by Dawes, notably that linear models give a good approximation on human
judgment [38]. While belief in an event computed by means of probabilistic methods
is a complex function of beliefs in relevant events influencing that event, similarity of
linear models to human judgment could be explained by taking a linear function of
beliefs in a selected small set of scenarios.

One might ask the question whether scenario thinking is implied by the cognitive
architecture and is an inherent part of human reasoning or is rather cultural, deter-
mined by the education that a human has been exposed to from early on. Although I
do not think that the available body of empirical data can provide a conclusive answer
to this question, I am inclined to think that scenario thinking is cognitively deter-
mined. Human thinking at the level of higher cognitive processes has been observed
to be predominantly serial [121]. The capacity of Short Term Memory poses another
limitation and determines the maximum number of items that the subject can focus
on at the same time. This limitation has been observed to lead in problem solving to
search strategies resembling depth-first-search rather than breadth-first-search (e.g.,



7.4. COGNITIVE PLAUSIBILITY OF SCENARIO THINKING 145

progressive deepening in chess [121]). In those tasks, where human problem solving
has been studied in detail, depth-first-search is effectively the most powerful. In-
depth generation of possible courses of events, that are a reflection of stored everyday
experiences resembles depth-first-search strategy and although imperfect, it is likely
to be computationally efficient. In that sense, I am inclined to think that scenario
thinking, with all its imperfections, is a powerful strategy for humans, and in complex
domains perhaps the only feasible.

My own empirical study [47] involving analysis of verbal protocols of subjects solving
simple belief updating problems under uncertainty suggested subjects’ propensity to
reasoning in terms of deterministic scenarios of the possible outcomes. Weighting of
selected, most probable scenarios involving an outcome or its complement seemed to
form the basis for judgment of the likelihood of that outcome. The main difference
between the normatively correct scenario-based scheme and the approach used by
the subjects was that their verbalization contained references to not more than a few
scenarios, a tiny fraction of the number of possible scenarios in a complex problem.
This is understandable due to the cognitive limitations that a human reasoner is
subject to. While a process-level theory of human reasoning under uncertainty will
require more evidence and a rigorous approach, this study has indicated that this way
of conceptualizing probabilistic reasoning may be compatible with the way people
normally cope with uncertain information.



Chapter 8

Automatic Generation of
Explanations

The purpose of computing is insight, not numbers.
Richard Wesley Hamming

The developers of expert systems and decision support systems have long been aware
of the importance of user interfaces equipped with a capability to explain the reason-
ing underlying the system advices [181]. One of the biggest obstacles for dissemination
of probabilistic methods in decision support systems seems to be the apparent diffi-
culty in making these methods understandable to human users. Ability to produce
comprehensible explanations of probabilistic reasoning are, therefore, a prerequisite
for wider acceptance of Bayesian methods in decision support systems. This chapter
concentrates on the feasibility of automatic generation of verbal explanations in DSSs
based on Bayesian belief networks.

In the context of probabilistic DSSs, I distinguish two components of an explanation
capability: explanation of the assumptions, that is, the system’s model of the domain,
and explanation of the reasoning, that is, how it derives conclusions from the assump-
tions. Explanation of the assumptions means communicating the system’s model of
the domain. An important role of this component of explanation is addressing the
differences between this model and the user’s beliefs about the domain. This is es-
sential for both improving users’ insight into the domain and finding possible errors
in the computer model. Explanation of the reasoning means describing how conclu-
sions are being extracted from the assumptions coded in the original model and the
observed evidence. The main target of explanations here is explaining probabilistic
belief updating, i.e., explaining the posterior probability that an outcome of a vari-
able has assumed in light of the available evidence. The question a user might ask
is, for example, “Why cancer?,” referring to the reasons for the reported posterior
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probability of presence of cancer in a patient.

While an explanation can be conveyed in a variety of ways, it seems that the pri-
mary means of explaining complex problem solving remains natural language. Verbal
explanations can be supported by other formats, among which the graphical format
plays an increasingly important role.

One might assume that an explanation will be more effective if it is closer to the way
people usually think. With this premise, this chapter concentrates on explanations
based on two inference patterns observed in human reasoning: belief propagation and
scenario thinking. The uniqueness of this approach is in that it is, to my knowledge,
the only method based on actual observation of human reasoning under uncertainty.
It is one of two known comprehensive approaches (the other being that of Suermondt
[177]), i.e., one that addresses global as opposed to local level of reasoning in belief
networks. Another unique element with respect to other approaches (and that in-
cludes Suermondt’s approach) to explanation of probabilistic reasoning is addressing
the importance of causality in explanation.

The complexity of generation of verbal explanations cannot be underestimated. For
an explanation to be effective and create an efficient human–computer collaboration
that is the basis for successful use, its form and content must carefully match users’
competence, knowledge, and styles of reasoning. The language used in explanations
needs to resemble the language used by a human expert explaining his or her advice.
The goal of this chapter is far more modest: it shows the technical foundations for
automatic generation of explanations and provides a vehicle for building explanations
that are normatively sound and yet comprehensible. These foundations can be ex-
tended to address all aspects of the interaction and used for building complete user
interfaces.

The research does not aim at making any significant contribution to discourse and
natural language processing — in generating texts, the main issue at hand is commu-
nication of concepts. Phrasing of a concept, although it influences the effectiveness of
communication, is a second order concern and will be addressed only marginally. Nei-
ther will this thesis address such aspects of explanation as user modeling or interactive
character of explanation.

Explanations described in this chapter address only probabilistic reasoning. Although
probabilistic reasoning is the most important element of normative decision support,
the explanations developed here concern a subset of the general decision-theoretic in-
ference are not sufficient to be used in general purpose DSS. Extension of explanations
to decision-theoretic inference will be discussed in Chapter 9.

No matter how good a scheme might look in theory, it needs empirical validation.
It would not be realistic to expect that a user interface to a large system, even if
implemented with great care, is not subject to potential improvements. On the con-
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trary, one usually learns painful, but valuable lessons from observing experiences of
end-users with a system [15, 14, 78, 206]. I leave evaluation and empirical valida-
tion of the proposed schemes outside the scope of this research, acknowledging their
importance and the prominent role that they should play next to a complete imple-
mentation in the next stage of this research. In my earlier work, I conducted a pilot
study testing the effectiveness of scenario-based and belief propagation-based expla-
nations in explaining simple Bayesian updating. Twelve physicians divided into three
groups participated in a simulated session with a Decision Support System model-
ing the process of screening for breast cancer. One group (control) was given plain
numerical results, while two experimental groups (scenario and belief propagation)
were, in addition, given explanations of how the result was computed. I observed no
significant difference in performance in solving similar problems immediately after us-
ing the system between the two experimental groups, but subjects in both performed
better than those in the control group (p = 0.1, with as few as four subjects in each
group). These results supported the usefulness of providing explanations along with
numerical results, although they did not indicate which of the two methods is better.

The remainder of this chapter is structured as follows. Section 8.1 describes the use
of verbal expressions of uncertainty in explanations. Section 8.2 discusses static ex-
planations, i.e., explanations of probabilistic models. Section 8.3 discusses dynamic
explanations, i.e., explanations of probabilistic updating. This is subdivided into three
sections: Section 8.3.1 describes the process of determining which parts of the do-
main are relevant for explanations, Sections 8.3.2 and 8.3.3 describe the two methods
of explaining Bayesian updating: qualitative belief propagation-based explanations
and scenario-based explanations. The expected advantages and problems of the two
methods are evaluated in Section 8.3.4. Finally, Section 8.4 describes a simple imple-
mentation of the explanations. Most examples of explanations given in this chapter
are for the sneeze example (Figure 2.1) and are generated by this implementation.

8.1 Verbal Expressions of Uncertainty

When the time comes to explain the relations among uncertain events, the magnitude
of their associated probabilities must somehow be conveyed. One appealing approach
to render numerical probabilities more digestible is to translate them into verbal
phrases, such as “unlikely” or “fairly likely.” Verbal quantifiers are often the preferred
means of communication between people. There are several empirical studies that
report the mapping between absolute numerical probabilities (both point probabilities
and probability ranges) and verbal expressions of uncertainty. A review of the relevant
psychological literature on this subject was given in Section 3.1.2. In general, these
studies have found a considerable within-subject consistency in the usage of the verbal
phrases, although this is very sensitive to the context in which the expressions are
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used. Between-subject consistency has been observed to be much lower, although
the ordering of the expressions according to their intended or perceived numerical
equivalents seems to persist across subjects and contexts (with exception of such
ambiguous phrases as “possible,” “probable,” or “a good probability”). An effective
interface to a quantitative system should include a variety of formats, including both
numerical and verbal expressions, and should allow users to indicate their preferred
mode of communication.

I believe that an explanation capability should include a method of translating nu-
merical probabilities into verbal phrases. In the implementation of the explanations
that is the subject of this chapter, I include translation tables between numerical
ranges and verbal expressions of uncertainty. An example of such a table is given in
Figure 8.1. This table is a compilation of the least ambiguous expressions found in the

Probability Range Adjectives Adverbs
0.0 impossible never
0.0 — 0.1 very unlikely very rarely
0.1 — 0.25 unlikely rarely
0.25 — 0.4 fairly unlikely fairly rarely
0.4 — 0.5 less likely than not less often than not
0.5 as likely as not as often as not
0.5 — 0.6 more likely than not more often than not
0.6 — 0.75 fairly likely fairly often
0.75 — 0.9 likely commonly
0.9 — 1.0 very likely very commonly
1.0 certain always

Figure 8.1: Sample mapping from probability ranges to verbal expressions of uncer-
tainty.

literature. Other conversion tables between numerical and verbal probabilities were
derived from empirical studies in the literature (e.g, [105]). Each probability interval
has two phrases associated with it: one in adjectival form and one in adverbial form.
To address the variability of phrases to different contexts, the data structure for each
node in the belief network includes a pointer to a translation table that reflects the
best the context of the model with respect to the variable. Verbal expressions of
uncertainty used in the subsequent example will all be obtained automatically from
numerical values using the translation tables described above.

Due to variations between people and contexts, there is some inevitable vagueness
inherent to most verbal expressions. Some users may find it attractive, others disturb-
ing. In order to allow for tailoring the explanations to user’s preferences, the system
allows for choosing the preferred format. One option, used in the examples through-
out this chapter, is using both verbal and numerical expressions of uncertainty.
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8.2 Explanation of the Model

A BBN in itself is a clear representation for showing the qualitative structure of
probabilistic interdependences in a model. Directed arcs depict dependences between
the variables they connect. This information can be expressed verbally as

The probability of sneezing depends on cold.

The probability of sneezing depends on allergy.

As far as the structure of the domain is concerned, the graphical form seems to be
superior to the verbal description, although the former may be supplemented by the
latter in cases where the user is not familiar with the belief network notation. Also,
verbal explanations of the structure of the network may aid model debugging: if a
verbal description sounds counterintuitive, it may mean that some part of the model
contains an error. Such an error might be easier to catch when studying a verbal
description of the model.

Verbal explanations of the structure of the model may be valuable whenever the
explanation involves both the dependences and their magnitude. We might explain
the prior probability of the nodes in the network of Figure 2.1 as follows

Cold is very unlikely (p=0.08).

Cat is unlikely (p=0.1).

Dog is unlikely (p=0.1).

Simple influences along with their magnitude can be explained as follows

Cat commonly (p=0.8) causes allergy.

Dog as often as not (p=0.5) causes barking.

Comparisons between likelihood of various outcomes can be made using the verbal
expressions of relative likelihood [54]

Cold is slightly less likely than cat (0.08/0.10).

No cat is a great deal more likely than cat (0.1/0.9).

In general, an explanation system should be able to distinguish between different types
of links between variables in order to be able to support, for example, cause-effect
relations (cold causes sneezing), supposed causes (smoking may cause lung cancer)
risk factors (no exercise is a risk factor for heart disease), relations like IS-A (cat is
an animal), HAS-A (cat has a tail), etc. This information can be easily collected and
included in the data structure at the model-building stage.

In the current implementation, I do not made this distinction, but rather concentrate
on explaining causal relations. As earlier experiences with explanations indicated
[28, 94, 178, 191], having access to causal model of the domain is at some level
necessary for generating understandable explanations. I view the ability of belief
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networks to encode causal models as one of their most important features from the
point of view of user interfaces. Constructing a belief network model that is causal
allows an explanation system to concentrate explanations on the mechanisms by which
changes propagate in the system. Following causal paths in explanations should be
very helpful in communication between a system and its user and in effect benefit the
user’s insight.

A causal influence can be quantified by means of a number called causal strength [77].
Causal strength of a cause a on an effect b is the probability that a, if present, is
sufficient to cause b. If there is no other cause of b present, then causal strength is the
same as the conditional probability P (b|a). This is the case with the link from cat to
allergy, where in our example no other cause is known. If there are several possible
causes, causal strengths are generally different from conditional probabilities. Causal
strengths, if specified for each of the possible causes, are an equivalent representation
to the conditional probability distribution, and each can be derived from the other.
If the probability of the effect is non-zero given absence of all causes, we speak about
a leak. A leak, with its associated causal strength, is a compound term for all other
unmodeled causes.

Specification of a conditional probability distribution in terms of causal strengths is
particularly convenient in Noisy-OR gates, where causes are assumed to act indepen-
dently and the conditional probability distributions of the effect given the possible
causes are usually specified by causal strengths. A Noisy-OR gate might be explained
as follows

Cold very commonly (p=0.9) causes sneezing.

Allergy very commonly (p=0.9) causes sneezing.

Cold does not affect the tendency of allergy to cause

sneezing, and vice versa.

There is no other cause of sneezing than cold and allergy.

In gates with leaks, the explanation might look as follows

Cat as often as not (p=0.5) causes paw marks.

Dog as often as not (p=0.5) causes paw marks.

There are also other unlikely (p=0.1) causes of paw marks.

Observed evidence usually changes the structure of the model. By the properties
of conditional independence, parts of the model may become independent and other
parts may become conditionally dependent. And so, even though cold and allergy are
independent given no observations, they become dependent after sneezing has been
observed. Similarly, paw–marks are probabilistically related to sneezing: observing
paw–marks makes us alert about the possible presence of cat, therefore possible pres-
ence of allergy and sneezing. Once we observe cat, however, observation of paw–marks
does not bring any new information: the likelihood of allergy and sneezing are inde-
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pendent of this observation. Although knowledge of independence and dependence of
variables is very basic and believed to be cognitively robust, an explanation system
should be prepared for those rare cases where a user has doubts about the inde-
pendence or dependence between two variables. The doubts maybe cleared by an
explanation or may lead to the discovery of an error in the model. Conditional de-
pendence of cold and allergy can be explained as follows

Given sneezing, cold and allergy are dependent.

Conditional independence of paw–marks and sneezing can be explained as

Sneezing and allergy are directly dependent.

Given cat, allergy and paw marks are independent.

So, sneezing and paw marks are independent.

8.3 Explanation of Reasoning

Explanation of reasoning amounts to explaining how the system reached its conclu-
sions from the assumptions encoded in the model and from the observed evidence. In
Bayesian decision support systems, the main form of reasoning is Bayesian updating,
i.e., changing the belief in light of new evidence. This is the main focus of the expla-
nations described in this section. For the simplicity, I concentrate on explanation of
a single target variable. Section 8.3.1 will discuss the process of selecting the subset
of the domain that is most relevant to explanation. Sections 8.3.2 and 8.3.3 will each
describe one possible approach to explaining Bayesian updating and Section 8.3.4 will
discuss the benefits and possible problems of these approaches.

8.3.1 Relevance for Explanations

Wer gar zu viel bedenkt wird wenig leisten.
(He who considers too much will perform little.)

Johann Christoph Friedrich von Schiller
“Wilhelm Tell,” Act iii, Sc. 1

A Bayesian belief network includes all relevant variables in a domain. Each of these
variables may be relevant for some types of reasoning within this domain, but rarely
will all of them participate in reasoning related to a single query. The process of
identificating the relevant parts of the model can be viewed as the process of creating
a problem space. What should be considered relevant is task dependent: if the task is
computation of the posterior probability over the whole network, then all those nodes
in the network that are probabilistically dependent on the observed evidence are
relevant; If the goal is computing the probability distribution of a single variable, the
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set of relevant nodes can be restricted to those nodes whose probability distribution is
used in computing this variable’s posterior distribution.1 Identifying which variables
are relevant is particularly important for explanations. As only the most important
facts should be mentioned, approximation is not only justified, but also becomes
necessary. One would like to identify those nodes that play the most important
role in the probability update. The most reliable criterion for relevance of random
variables for explanation is their role in updating the probability of the variable of
interest. Relevance can be, therefore, determined in a strictly domain-independent
fashion. As the ultimate judgment of what is relevant for explanations is done by
people, what is relevant for explanation is an empirical question. An explanation
system should show flexibility in this respect and, if asked, be able to provide a
convincing justification for why some variables were considered irrelevant.

I propose to divide the process of pruning nodes that are not relevant from the point
of view of explanation into six stages:

1. Propagation of deterministic relations

2. Pruning statistically irrelevant nodes

3. Pruning computationally irrelevant nodes (structure)

4. Pruning computationally irrelevant nodes (distribution)

5. Pruning passive antecedent nodes

6. Pruning marginally relevant nodes

Each of these stages will be discussed in the following sections.

8.3.1.1 Propagation of Deterministic Relations

Predicate logic is in a sense a special case of probability theory: if there is no uncer-
tainty in dependences among random variables, probabilistic relations become deter-
ministic (or logical). Deterministic relations among outcomes of variables in Bayesian
belief networks can be represented by patterns of 0’s and 1’s in the matrices of condi-
tional probabilities.2 Arguably, deterministic relations are not uncommon, especially

1It is interesting to note that relevance depends also on the level of representation. I have
demonstrated in Chapter 6 that in qualitative belief propagation, only those nodes that are part of
the direct chains from the source to the target are computationally relevant.

2In fact, patterns of 0’s and 1’s in a conditional probability matrix are capable of expressing any
logical function.
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in domains that are well understood. Observed evidence nodes may, under some cir-
cumstances, logically imply the values of other variables in the network. If one gives a
strict causal interpretation to the network’s arcs, such relations can be viewed as a re-
flections of causal sufficiency and causal necessity conditions. The observed evidence
may be causally sufficient to imply the values of other, as yet unobserved nodes (e.g.,
if a patient is male, it implies that he is not pregnant). Similarly, observed evidence
may imply other nodes that are causally necessary for that evidence to occur (e.g.,
observing barking implies the presence of dog in the example of Figure 2.1). Given
people’s greater facility with deterministic relations, an explanation facility needs to
recognize deterministic relations, so that they can be pointed out to the user.

It is easy to capture this kind of inference formally. Let a and x be direct predecessors
of b. Observation a = a0 implies b = b0 if and only if

∀i Pr(b = b0|a = a0, x = xi) = 1 .

Similarly, observation b = b0 implies a = a0 if and only if

Pr(b = b0|a = a0, x = xj) > 0
∧ ∀i,j: i6=0 Pr(b = b0|a = ai, x = xj) = 0 .

While it may theoretically happen that observation of a value of a node implies values
of nodes that are not directly adjacent to the evidence, it seems that most of the time
such inference concerns directly neighboring nodes and the above two simple rules,
can capture many practical cases of propagation of deterministic relations.

There are several desirable results of this analysis: it can reduce the computational
complexity of probabilistic inference within the network, insofar as each instantiated
node reduces the number of uncertain variables. Also, instantiated nodes may lead to
pruning other uncertain nodes that become conditionally independent from the target
(i.e., become d–separated from the target by the evidence). This can lead to a further
reduction of the relevant set of nodes, both for computation and for explanation.

8.3.1.2 Statistical Relevance

Geiger et al. [60, 61] showed an elegant way of identifying nodes that are proba-
bilistically dependent on a set of target nodes T given a set of observations E by
exploring independences implied by the structural properties of the network and the
d-separation condition.

For example, if the presence of sneezing is unknown (Figure 2.1), then the presence of
allergy, cat, and paw–marks are irrelevant to the belief in cold, given the independence
assumptions expressed by the diagram. If cat is observed directly, then the presence
of paw–marks, dog or barking, are all made irrelevant to the presence of allergy.
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It is worth mentioning, that identification of nodes that are statistically relevant to a
node t given evidence e can be easily accomplished by means of the qualitative belief
propagation algorithm of Chapter 6. All nodes that are marked ′0 in propagation of
a non-zero sign from e to t are statistically not relevant for t given e.

8.3.1.3 Computational Relevance: Structure

The class of statistically relevant nodes includes those nodes that are dependent on the
evidence, but do not contribute to the change in probability of the target node (are
computationally irrelevant), for example unobserved evidence nodes (called barren
nodes). An example of barren node might be unobserved node paw–marks. If the
presence of paw–marks is unknown, then the probability distribution of paw–marks
is not necessary for computing the belief in cat, dog, allergy, and sneezing. Barking
is another possible example of a barren node. Unobserved, it is not computationally
relevant to any other nodes in the network.

Baker and Boult [6] concentrated on computational relevance rather than statistical
relevance and have modified the algorithm of Geiger et al. to remove barren nodes.
They have also proven that the resulting algorithm produces a computationally min-
imal graph, i.e., no further pruning of nodes is possible that would be based on
structural properties of the graph alone and would preserve the computational char-
acteristics of the graph. A similar algorithm for determining computationally relevant
nodes was proposed by Shachter [156].

8.3.1.4 Computational Relevance: Distribution

It is possible to perform further reduction of the network by looking at the condi-
tional probability distributions. d-Separation criterion assumes, for example, that an
instantiated head-to-head node makes its predecessors probabilistically dependent.
This is not the case, for example, for Noisy-OR type of interactions when the com-
mon effect has been observed to be absent (see Section 6.3.4). A careful study of the
probability distribution matrices in a network may reveal similar circumstances and
further opportunities for reduction.

For example, if sneezing is absent, cold is statistically independent of allergy by the
fact that their interaction resembles a Noisy-OR gate. The same holds for paw–marks.
If paw–marks are absent, cat and dog are statistically independent.
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8.3.1.5 Passive Antecedent Nodes

Assuming no observed evidence, the probability of a node n in a belief network
is determined by the prior probabilities of the exogenous ancestors of n and the
conditional probabilities of all nodes between these ancestors and n. Obviously, if
we accept one of the fundamental assumptions of Bayesian probability theory and
of decision analysis, it is possible for a human decision maker to state his or her
priors about any random variable n. This prior will be estimated independently of
any concrete model that might exist in the mind or in the notebook of the decision
analyst. In other words, a human decision maker using a decision support system will
usually have an idea about the prior probability of a variable in some context, without
necessarily following the path from the exogenous variables down, and irrespective
of the exact position of the variable in the structure of the current belief network
model. That this must be the case follows from the observation that in estimating a
prior probability of some outcome, we can use a prior probability that we have stored
from an earlier experience, use a heuristic strategy like anchoring and adjustment,
or elaborate to a theoretically infinite depth about the relevance and probability of
various possible relevant factors that influence the prior. For example, we might
simply state the prior probability that a person is ill using the prevalence data taken
from medical statistics, but we might deliberate at length about other relevant events
that might influence the prior, e.g., consider the risk factors, medical history, etc.,
even if the information about the values of those variables were unknown. As one
time posterior is another time’s prior, this readily generalizes to situations, where a
node has prior causal or evidential support (i.e., the variable represented by the node
is placed in some context).

This suggests that an explanation system should perhaps have the probability of
every node readily available. Explanation should concentrate on the most recent
relevant change to the model (e.g., the most recent observation) and its influence on
the variable of interest. To be able to explain the influence of this most recent change,
it might be sufficient to concentrate on the direct pathways from the evidence to the
variable of interest. These are, in terms of belief networks algorithms, the active trails
from the evidence to the target.

While computational relevance criterion removed barren nodes, it left all predecessor
nodes, because of their role in computing the prior probability of all network variables.
It turns out that it is rather easy to dispose of these too, although it necessitates some
computation. I will start with a brief example to illustrate this idea. Suppose that
we want to explain the probability of allergy given the observation of sneezing (see
Figure 2.1). The nodes that are statistically relevant to allergy given sneezing are: cat
and paw–marks. Paw–marks is a barren node and will be removed as computationally
irrelevant. If the new evidence (sneezing) does not impact the node cat through any
other way but through allergy, cat is obviously not relevant in explaining the impact
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of sneezing on allergy and should not be normally mentioned.

In order to remove node cat from explanation, but still preserve the computational
properties of the network, we need to marginalize the probability distribution of
allergy over the probability distribution of cat. Let C denote presence of a cat, C
absence of a cat, A presence of allergy, and A absence of allergy. Now, in order to
remove the node cat from consideration, we need to compute the marginal distribution
of allergy.

Pr(A) = Pr(A|C) Pr(C) + Pr(A|C) Pr(C)

Pr(A) = Pr(A|C) Pr(C) + Pr(A|C) Pr(C) (8.1)

We can operate on the belief network as if node allergy was a node with no predecessors
and a prior distribution given by (8.1).

It is also possible to marginalize over a subset of direct predecessor, in which case the
conditional probability distribution matrix simply loses some dimensions rather than
becoming a parentless node altogether. If, for example, a node c has two parents, a
and b, pruning b involves replacing the matrix Pr(c|a, b) by a matrix Pr(c|a) with
elements computed as follows

Pr(C|A) = Pr(C|A,B) Pr(B) + Pr(C|A, B) Pr(B)

Pr(C|A) = Pr(C|A,B) Pr(B) + Pr(C|A, B) Pr(B)

Pr(C|A) = Pr(C|A,B) Pr(B) + Pr(C|A, B) Pr(B)

Pr(C|A) = Pr(C|A,B) Pr(B) + Pr(C|A, B) Pr(B)

As argued above, it should be sufficient for the explanation to concentrate on the
direct pathways from the evidence to the variable of interest rather than mimicking
belief updating in the entire network. All nodes that are outside these pathways do
not need to be mentioned in the explanations, unless specifically inquired by the user.

Suermondt [177] builds his explanation system on the idea of chains of reasoning,
which are the sum of all active trails from the evidence to the target variable. He
refers to the irrelevant antecedent nodes discussed in this chapter as nuisance nodes.
As he was the first to put these ideas in writing, I will use his terminology in order
to avoid possible confusion.

Definition 8.1 (nuisance node) [177] A nuisance node, given evidence e and vari-
able of interest t, is a node that is computationally related to t given e but is not part
of any active trail from e to t.

It is straightforward from the above definition that nuisance nodes are antecedents
of nodes that are part of active trails from e to t (note that barren nodes are not
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computationally related to t given e, so they are excluded in the definition). As the
remainder of the network after pruning nuisance nodes consists of nodes that play an
active role in the impact of the evidence node e on a target node t, I propose to call
them dynamically related to e and t.

It is interesting to compare the treatment of nuisance nodes in qualitative belief prop-
agation (Chapter 6) to the treatment of nuisance nodes in belief networks. In quali-
tative belief propagation, all nuisance nodes can be simply pruned without updating
the probability distribution of their descendants, because the qualitative properties
used in reasoning are not affected by this operation. In the quantitative case, i.e., in
numerically specified belief networks, this operation needs to be accompanied by the
operation of marginalization.

8.3.1.6 Approximations

The above methods for simplifying the belief network do not alter the network’s quan-
titative properties and are therefore exact. For each pair of an evidence node e and
a target node t there will usually be nodes in the BBN that are only marginally rele-
vant for computing the posterior probability distribution of t. Identifying nodes that
have non-zero but small impact on t and pruning them can lead to a further simpli-
fication of the network with only a slight impact on the precision of the conclusions.
Sensitivity analysis can determine which nodes are important.

I will not discuss this subject here beyond referring to the excellent thesis by Jaap
Suermondt [177], who provides a thorough analysis of this issue and gives several
methods for removal of nodes and weak links in belief networks for the sake of expla-
nation.

8.3.2 Qualitative Belief Propagation-Based Explanations

One possible way to explain inference within a BBN is based on the paradigm of
belief propagation, introduced in Chapter 6. Belief propagation-based explanations
concentrate on the description of the flow of belief from the evidence to the vari-
able of interest through intermediate BBN nodes. I will concentrate in this section
on qualitative belief propagation-based explanations in multiply connected belief net-
works. Belief propagation-based explanations in singly connected networks have been
described earlier in [77] and in [198]. The quantitative counterpart of these has been
explored by Suermondt [177]. Although Suermondt’s work relies on exact methods
and uses a full specification of the network, the lines along which explanations are
generated are similar.

In the explanations, I will focus the attention on explaining the qualitative effect
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of observing the state of a single evidence variable e on the probability distribution
for a single target variable t. If there are more than one evidence variable, we can
apply the qualitative belief propagation successively, adding each piece of evidence
one at a time. Alternatively, we can create a single dummy variable that implies the
observed values of each evidence variable. Similarly, if we are interested in more than
one target, we can generate an explanation for the effect on each target individually.
Alternatively, we can create a new target variable whose states comprise the cross-
product of the states of all the original variables of interest. This allows examination
of the joint effects on variables of interest. For example, do the observed symptoms e
increase the probabilities of each of two diseases separately, or does it implicate them
jointly?

Providing a qualitative explanation of reasoning in a quantitative belief network in-
volves three steps (see Figure 8.2). First, given a query that involves a single evidence

Original
Network

Qualitative
Influence

Graph

Verbal
Explanation

- -

Qualitative
Belief Propagation

Text Generation

Figure 8.2: Three steps of qualitative belief propagation-based explanations.

node e and a single target node t, we extract from the original belief network a graph
consisting of all trails between e and t using the methods outlined in Section 8.3.1.
The algorithm for qualitative sign propagation (Chapter 6) is then used to mark all
nodes in this graph with the sign of belief change. In effect, this graph will contain
all information about propagation of qualitative influence between e and t. If the
final sign of change in t is ′?, a metalevel reasoner can be called to determine the
exact cause of ambiguity. A qualitative explanation is generated as a list of formal
qualitative inference steps along with the summary conclusion. Section 8.3.2.1 pro-
poses verbal explanations of these individual inference steps. Section 8.3.2.2 describes
the way the explanation system copes with explaining belief propagation in multiply
connected graphs.
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8.3.2.1 Elementary Components of Qualitative Belief Propagation-Based
Explanations

Explanations based on qualitative belief propagation mimic, in a sense, the quali-
tative belief propagation algorithm proposed in Chapter 6. There are three types
of elementary explanations corresponding to the three types of qualitative inference:
predictive inference, diagnostic inference, and intercausal inference. These three are
presented schematically in Figure 8.3.
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Figure 8.3: Three types of inference in explanations based on qualitative belief prop-
agation: (a) predictive, (b) diagnostic, and (c) intercausal.

Predictive (or causal) inference (Figure 8.3-a) is in the direction of the arc in the
belief network. The fact that increased belief in a causes an increased belief in b is
expressed verbally as

Increased probability of a makes b more likely.

or simply

a can cause b.

Diagnostic inference (Figure 8.3-b) is in the reverse direction. The fact that increased
belief in b results in an increased belief in a is expressed verbally as

Increased probability of b makes a more likely.

or simply

b is evidence for a.

Intercausal inference (Figure 8.3-c) gives the qualitative impact of evidence for one
variable a on another variable b when both influence a third variable c, about which we
have independent evidence (for example, c has been observed). The fact that, given
evidence for c, increased belief in a results in an decreased belief in b (explaining
away) is expressed verbally as
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a and b can each cause c, so a explains c
and is evidence against b.

or simply

a explains away c and so is evidence against b.

Selection of the appropriate phrases that describe the propagation in the most nat-
ural and accurate way is heuristic in nature and involves careful experimentation to
discover what linguistic forms people find most natural and comprehensible. There
are several variants of the qualitative belief propagation-based explanations possible,
of which the three obvious are: symmetric, evidential, and causal. Symmetric ex-
planations avoid any mention of asymmetry between the variables and speak purely
in terms of influences, e.g., “a makes b more likely.” Causal explanations follow the
causal directions of influences and uses causal language, e.g., “a causes b.” In cases
where the direction of the arrow is evidential, the explanation takes a passive form,
such as “a can be caused by b.” Evidential explanations use purely evidential terms,
e.g., “a is evidence for b.” So far, the most naturally sounding explanations have
been either symmetric explanations (this may be explained by the fact that by being
neutral and symmetric, although not completely natural, they never sound wrong)
of combinations of the three types. This suggests that the optimal type of explana-
tion might be data dependent and should perhaps be elicitated at the model-building
stage on a per-influence basis.

8.3.2.2 Serializing an Influence Graph

There is overwhelming evidence that human reasoning at the level of higher cognitive
processes is essentially serial [121]. There is no doubt that so also is natural language.
This places an explanation system before the problem of serializing the structure of
a multiply connected graph consisting of parallel trails into a structure that can be
explained in a sequential manner. In other words, the verbal description of a multiply
connected graph needs to focus on its smaller components in a sequential manner.

The question of how this should be done is empirical in nature and needs to be
extensively tested with human users. It is unlikely that the normative approach will
be of any help here. In the introspective solution that I propose, explanations are
progressively generated for all nodes located between the evidence and the node of
interest. At each point, the node is selected that (1) has at least two incoming arcs,
and (2) is at the closest distance to the evidence node in terms of the number of links
on the shortest active trail from the evidence. The sign of this node is explained
in terms of the signs coming from the different parallel trails from the previously
explained nodes (that includes the evidence node). Explanation proceeds in stages,
each of which is concentrated on the nodes with multiple incoming or outgoing arcs.



162 CHAPTER 8. AUTOMATIC GENERATION OF EXPLANATIONS

Suermondt [177] concentrates his explanation on the concept of chains of reasoning,
which are direct active paths in the graph between the evidence node e and the node
of interest t. The multiply connected graph between e and t is broken into parts at
places where all parallel paths run through one single node (called a knot). Multi-
ply connected segments of the graph between knots are explained using a heuristic
technique that selects as the next node for explanation the one that is member of the
highest number of active trails.

8.3.2.3 Example
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Figure 8.4: Qualitative belief propagation-based explanations: An example.

Figure 8.4 shows a fragment of the Vista network described in Chapter 6. The nodes
in the network are labeled with signs of change by the qualitative belief propagation
algorithm. The qualitative explanation generated from this network is

? (qi ’HeOx-Temp-Probe HeOx-Valve-Problem)

Qualitative influence of HeOx-Temp-Probe

on HeOx-Valve-Problem:

HeOx-Temp-Probe is evidence for HeOx-Temp.

HeOx-Temp can cause High-Ox-Temp and Ox-Tank-Leak.

High-Ox-Temp can cause Ox-Tank-Leak.

Given that the Ox-Tank-Pressure is low,

Ox-Tank-Leak is evidence against HeOx-Valve-Problem.

Therefore, HeOx-Temp-Probe reading is evidence against

HeOx-Valve-Problem.
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8.3.3 Scenario-Based Explanations

The method of deterministic scenarios proposed in Chapter 7 suggests a way of ex-
plaining probabilistic reasoning, that is based essentially on presenting selected de-
terministic scenarios supporting and disproving the hypothesis along with their prob-
abilities.

As shown in Chapter 7, the number of possible deterministic scenarios in a BBN is
exponential in the number of nodes and is prohibitive for all but very simple networks.
Listing all possible scenarios in an explanation for any BBN that has more than a
few nodes would overwhelm the user. An explanation capability needs to be able to
identify a small number of the most important scenarios. The most effective way of
reducing the number of scenarios is limiting the number of nodes that are relevant to
explanation (this was the subject of Section 8.3.1). Even when the number of relevant
variables has been reduced to the minimum, the remaining number of variables and,
therefore, the possible number of scenarios, may happen to be impractically large. By
the argument given in Chapter 7, typical domains will have a rather small number
of very likely scenarios that cover (and therefore explain) a significant portion of the
target node’s probability. These scenarios need to be identified for use in explanations.

The problem of selection of scenarios is hardly separable from the problem of gen-
eration of scenarios: ideally, only those scenarios that will be used in explanation
should be generated. The problem of generation and selection of scenarios for expla-
nation will be addressed in Section 8.3.3.1. Once scenarios have been identified and
generated in their raw form, they need to be translated into coherent, understand-
able English sentences, so that they are digestible for human users. This will be the
subject of Section 8.3.3.2.

8.3.3.1 Generation and Selection of Scenarios

A brute force method for generation and selection of scenarios, that might work well
for small BBNs, is generating all possible scenarios and selecting the most probable of
them for explanation. This method is obviously not practical for large BBNs because
of its exponential space and time complexity in the number of nodes.

Chapter 7 mentioned several algorithms for selection of the most probable scenario
in a BBN. Some of these (e.g., [179]) are designed for finding n most probable
scenarios, others (e.g., [160]) stop after finding the most probable scenario. In this
case, the problem of generating a set of the most probable scenarios covering n% of
the total probability space can be solved by repeatedly searching for the next most
probable scenario. This, however, can be improved by a small modification to the
search algorithm. Instead of terminating after the best solution has been found, the
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algorithm could continue until the sum of probabilities of all scenarios found exceeds
n% of the total probability space or as long as each of the scenarios is bigger than
some threshold value. n could be, for example, equal to 90, in which case the selected
scenarios explain 90% of the probability of the outcome of interest.

Even though all of these algorithms are in case of multiply connected networks worst
case NP-hard, they have been reported to be very efficient. In case their performance
is prohibitively poor, heuristic methods can be designed to conduct the search for the
most probable scenarios.

8.3.3.2 Translation of Scenarios into Stories

Scenarios selected for explanations are raw lists of outcomes of nodes. It takes an
additional effort to translate these into coherent natural language sentences that are
digestible for human users.

Scenarios avoid talking about probability and, in fact, combine probabilistic and
deterministic reasoning into a kind of possible-world logic. The order of outcomes
in a scenario is immaterial and can be tailored to provide a good, coherent, story
binding the outcomes in cause–effect relations. In this way, scenarios can completely
avoid the diagnostic direction of reasoning, that has been demonstrated to be usually
harder for people than the causal direction [50, 184]. This is different than in the
belief propagation-based explanations, where nodes are mentioned in the order of their
position on the path from the evidence to the variable of interest. This difference is
clearly seen in the two solutions of the screening test example (Chapters 6 and 7). The
belief propagation-based solution operated in the diagnostic direction. It spoke of the
diagnostic power of the test, namely how much more likely it was that the positive
result was resulting from the presence of the disease than from its absence. The
scenario-based solution reversed this order and spoke about the presence or absence
of the disease and then resulting true positive or false positive test result.

The problem of translating scenarios into consistent, comprehensible English sen-
tences is an open-ended problem of considerable complexity. With a relatively mod-
est effort, I addressed it by decomposing the translation process into three stages:
ordering the outcomes in a scenario, omitting some of the outcomes, and providing
connecting phrases for the different outcomes so that together they make understand-
able sentences.

I propose ordering the outcomes according to a weak ordering imposed by the direc-
tionality of the network’s arcs according to the following rules: (1) if a is a direct
predecessor of b, then the outcome of a should precede the outcome of b, (2) outcomes
of a node and its immediate predecessors should be kept as close to each other as
possible. The aim of this ordering is to reflect the causal direction of outcomes, i.e.,
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to allow generation of a causal story involving the outcomes. I certainly do not treat
causal order on outcomes as the best in general — there may be situations under
which diagnostic or mixed order work better. In the simple examples that I studied,
the causal order seemed to provide the most simple implementation and the most
natural ordering. For all but a restricted class of networks, the ordering defined as
above is not unique. There are no particular reasons to suspect that all possible or-
derings will be equally natural in a natural language form. The rules that I propose
are very crude and there is still much room for improvement.

Often, scenarios can be simplified by omiting some of the outcomes that they are
composed of. It would be not natural, for example, to mention the evidence nodes
in each of the scenarios, as their outcome would be the same in all of them. Also,
often in the context of a conversation with the user, there are default assumptions
and repeating them is unnecessary. It is quite common for people to say “presence
of the cat caused sneezing,” with little ambiguity about the role of allergy in the
process. The presence of allergy, though never stated, is assumed and allergy does
not need to be mentioned. There are no mechanical ways to discover such situations
from the probabilistic specifications and this kind of knowledge needs to be encoded
in the model.

If outcomes in a scenario are to form a comprehensible story, they need to be linked by
verbal phrases that reflect the relation between them (e.g., “cat and therefore allergy”
or “cat caused allergy”). In general, the binding phrases depend on the meaning of
the events corresponding to the nodes in the network and need to be chosen and
encoded in the model-building phase. The simple solution that I propose here is to
store a binding phrase between a node and its direct predecessors for each possible
combination of the outcomes of these predecessors. This solution assumes that the
outcomes will be ordered in the causal direction and the binding phrases indicate in
what way is the outcome of a node tied to the outcomes of its predecessors. These
phrases are then stored in what mimics a conditional probability distribution matrix
and are selected for the explanation in the same way a conditional probability is
selected.

A comprehensive study of the subject of translating scenarios into natural language
is beyond the scope of this thesis. My implementation of scenario-based explanations
restricted to rather crude, but robust solutions evaluated by “acceptability” crite-
rion, i.e., by judging whether what is produced by the explanation program sounds
understandable.



166 CHAPTER 8. AUTOMATIC GENERATION OF EXPLANATIONS

8.3.3.3 Example

An example scenario-based explanation for the sneeze example (Figure 2.1) is given in
Figure 8.5. It explains the probability of cold after sneezing, paw–marks, and barking
have been observed.

Sneezing must have been caused by cold or allergy.
Paw marks could have been caused by cat or dog or
another unknown cause.
Barking must have been caused by dog.

The following scenario(s) are compatible with cold:
A. Cold and no cat hence no allergy 0.38
B. Cold and cat causing allergy 0.05

Other less probable scenarios 0.01
------

Total probability of cold 0.44

The following scenario(s) are incompatible with cold:
C. No cold and cat causing allergy 0.56

Scenario A is much more likely than scenario B (0.38/0.05)
because no cat in A is a great deal more likely
than cat in B.
Scenario A is somewhat less likely than scenario C (0.38/0.56)
because cold in A is a great deal less likely than no cold
in C (0.08/0.92), although no cat in A is a great deal more
likely than cat in C (0.90/0.10).

Therefore cold is less likely than not (p=0.44).

Figure 8.5: Scenario-based explanations: An example.

Given the observed evidence, all variables in the network are relevant for explana-
tion of the probability of the outcome cold given observation of barking. Scenarios
are sequences of outcomes of each of the relevant random variables in the set (cold,
sneezing, allergy, cat, paw–marks, dog, and barking). One scenario is, for example,
cold sneezing allergy cat paw–marks dog barking.

Presentation of scenarios is preceded by a brief description of the available evidence
(outcomes sneezing, paw–marks, and barking) are evidence and its relevance to the
hypothesis. Observation of barking allows the system to infer the outcome dog. The
instantiated nodes are later removed from the scenarios for the sake of clarity.

Of the eight possible scenarios (note that there are three binary variables that remain
uncertain after observing all the evidence) only three are very likely and have been
selected for the explanation. They are divided into two groups: those compatible (A
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and B) and those incompatible (C) with the outcome cold. Each scenario is presented
with an associated probability. The probability of each scenario is computed by multi-
plying the probabilities of its component events, conditional on its predecessor events
(these probabilities are easy to retrieve from the network) and then renormalizing
over the total probability of the remaining scenarios.

The language of this explanation is still rather clumsy and imperfect. The description
of scenario A, for example, means that the cause of sneezing is cold, because cat absent,
and the paw–marks were left by dog.

Outcomes in each of the scenarios are presented in the causal direction. The causal
order of events is a part of the information contained in belief networks. Whenever
there is no apparent causal relation between events, additional domain-dependent
ordering, reflecting a temporal or other kind of relation needs to be established in the
process of designing the knowledge base.

Although the underlying system’s reasoning is quantitative, it can provide numbers
and/or verbal phrases to express probabilities according to the preferences of the
user. Using numbers, it provides a summary of the posterior probabilities in a kind
of ledger sheet comparing the contributions of the scenarios. The total probability
of the less probable scenarios is also provided as a check on the completeness of the
explanation.

It is also possible to provide a verbal comparison of the likelihood of various scenarios.
The last part of the explanation compares the most important pairs of scenarios in
terms of significant differences in the probabilities of their component outcomes. This
is based on the assumption that it is easier to judge relative likelihood of two scenarios
by exploring the differences between them. The differences are expressed by verbal
relative probability phrases taken from [54].

The static type of scheme proposed in this example does not need to be followed. In
general, one might turn scenario-based explanations into a dialogue with the user,
during which the system proposes the most likely courses of events that support or
disprove user’s opinion.

8.3.4 Comparison of the two Methods

Admittedly, lack of access to the numerical data may be a serious problem in pure
qualitative belief propagation-based explanations. It is not possible to perform ap-
proximate pruning of nodes based on the qualitative data alone, hence the com-
plexity of the resulting graph and, therefore, the complexity of explanations may be
prohibitive. Another problem related to the purely qualitative character of the quali-
tative belief propagation is that it will not always be able to resolve the sign of change
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of the variable of interest. One possible way of solving this problem is resolving all
signs of change in the nodes using a numeric algorithm and taking the difference be-
tween the prior and the posterior probabilities, pruning less relevant nodes and links
and then use the qualitative explanation method to explain the quantitative changes
in a qualitative fashion that is more digestible for the users.

Scenario-based explanations are based on a deterministic view of the world. They ex-
plore asymmetry in probabilities in the real world and people’s tendency to base their
reasoning on deterministic, usually causal, schemas. Scenario-based explanations de-
generate in a single deterministic scenario if there is no uncertainty about the world,
hence, provide a natural transition into a logic view of the world. The method will
be very attractive wherever there is no or little uncertainty, either because of a small
number of random variables or because of large asymmetries in outcomes, meaning
essentially that some outcomes are almost certain. They can be used for quantitative
explanations. They provide a way to tradeoff between the simplicity and accuracy of
the explanation in terms of the number of scenarios used and the fraction of the total
probability accounted for.

On the negative side, scenario-based explanations may have problems with domains
where there are more than a few likely scenarios. Explanations become in such cases
inhibitively complex.

It seems that both schemes presented will work well under different sets of circum-
stances, so it may be wise to avoid a dogmatic approach and allow for existence of a
large variety of schemes allowing the users to choose what they want and what works
best both for them and for the current circumstances.

8.4 Implementation

I implemented the qualitative belief propagation-based and the scenario-based expla-
nations in IDEAL, a Common LISP-based software package providing data structures
and inference procedures for belief networks and influence diagrams [173]. IDEAL has
been developed by the Decision Theory and Probabilistic Reasoning Group at Rock-
well International Science Center, Palo Alto Laboratory and has been made available
for non-commercial research use. IDEAL is a good long-run environment for testing
explanation methods, because of its availability, large user community, and possible
practical applications. Wide use of IDEAL should make for rapid propagation of new
techniques developed in this work to others using belief networks, in order to obtain
evaluations and refinement.

The currently operational implementation is minimal in the sense that it is only a
demonstration vehicle for the feasibility of the developed schemes and has practically
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no user interface routines beyond the Common LISP evaluator. This implementation
will be gradually improved with ideas and findings from the follow-up on the disser-
tation research. The long-term goal of this implementation is to provide a software
package consisting of a variety of explanation schemes and communication methods
comprising an interface to a quantitative probabilistic reasoner. The idea behind
this variety of schemes is the intention to avoid dogmatic commitment to one single
scheme, leaving the choice to the user. Any specific explanation will be too concise for
some users, too verbose for others, and confusing for yet others. Users are normally
the best judges of their preferences, abilities, and interests, so leaving the choice of
style and form to them may work the best. It is important to provide a variety of
schemes and many parameters that are adjustable to individual tastes. I view users’
interaction with IDEAL through this interface as conversations in which the users
provide information about observed evidence and question the system about the im-
plications of this evidence. Roughly speaking, explanations are evidence driven, in
the sense that new evidence items are the driving forces of changes in the structure
of the network (i.e, what is relevant) and its quantitative specification (i.e., the prob-
ability of various outcomes). At a finer level, explanations rely on the history of the
interaction with user (the program needs to store this history and access it when an-
swering questions), so that user’s questions can be related to the appropriate context
(e.g., most recent relevant evidence).



Chapter 9

Decision Making

Quelque éclatante que soit une action, elle ne doit pas passer
pour grande, lorsqu’elle n’est pas l’effet d’un grand dessein.

(However resplendent an action may be, it should not be
accounted great unless it is the result of a great design.)

La Rochefoucauld, “Maximes”

Probabilistic inference forms the central and the most complex part of decision-
theoretic reasoning, both conceptually and computationally. Still, the main purpose
of reasoning under uncertainty is to aid decision making. A general purpose Decision
Support System needs to include mechanisms for encoding preferences for different
outcomes and making choices among alternative actions.

Some indications have been given in Chapter 6 as to how qualitative belief propagation
supports some types of decision-theoretic inference. To determine and to explain the
impact of a decision node on a value node, both must be treated in the same way
as one treats chance nodes. Obviously, the qualitative character of QPNs limits
decision-theoretic reasoning to the identification of dominating alternatives.

This chapter refers mainly to the scenario-based view and studies the interaction of
probability and utility in decision making. The first two sections are introductory,
presenting background material for the remainder of the chapter. Section 9.1 takes
a stand on the role of reasoning under uncertainty. Here, I make a clear distinction
between reasoning about uncertainty and reasoning under uncertainty. The goal of
the former is to determine how much is known, while the goal of the latter is to de-
termine what that entails. An intelligent agent should do both. I argue strongly that
reasoning under uncertainty should be identified with decision making under uncer-
tainty. Section 9.2 discusses the nature of cardinal utility and clarifies the interaction
of probability and utility within the framework of expected utility theory. I argue
that decision making always involves information about utility function — every for-
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malism for reasoning under uncertainty either represents it explicitly or constrains
it by strong implicit assumptions that allow for decision making. I demonstrate, as
an example, the strength of qualitative assumptions about utility in the seemingly
“utility-less” case, where reasoning is confined to probabilities only.

Section 9.3 discusses the extension of scenario-based reasoning to decision making.
I propose a scenario-based algorithm for decision-theoretic inference (Section 9.3.1).
This algorithm puts bounds on the expected utility of each option by considering the
scenarios which make large contributions to the expected utility of that option. These
bounds are used for identification and removal of those options that are provably in-
ferior to the currently best option until only one option remains. The algorithm can
be expected to converge rapidly in domains with a clearly dominant option, while its
performance will gracefully degrade if no dominant option is present. Section 9.3.2
outlines problems related to scenario-based explanations of decision-theoretic infer-
ence. I first demonstrate that it is meaningless in expected utility theory to say
that a scenario is important for a decision. I suggest that the explanation of this
counterintuitive result lies in the difference between the normative utility (i.e., as
captured in the axioms of von Neumann and Morgenstern) and the cognitive utility
(i.e., valuation of outcomes as perceived by human decision makers). I propose that
an explanation system should be able to represent utility on a rough absolute scale
with a zero point. Such a zero point is problem dependent and corresponds to the
outcome perceived as status quo. This constraint, I argue, allows a computer program
explaining decision-theoretic inference to recognize the rough absolute magnitude of
utility and use this knowledge in explanations.

The scenario view of decision-theoretic inference provides a useful insight into logic-
based Artificial Intelligence schemes for reasoning under uncertainty. Section 9.4 dis-
cusses the foundations of non-monotonic logics. It demonstrates that non-monotonic
logics are in their current form not well equipped to support decision making under
uncertainty in general. My argument is based on the observation that each non-
monotonic logic makes implicit assumptions about utility. It is straightforward to
show that such assumptions are too rigid to address all possible contexts in which a
default inference is made. Consequently, the formalism will produce meaningful and
intuitive results only in domains where these assumptions are valid and will fail oth-
erwise. This problem is shared by cost-based abduction and model-based diagnosis,
both of which assume utility functions favoring most probable conclusions.

9.1 Reasoning Under Uncertainty: Cogitation or

Deliberation?

He acts most wisely who makes his plans with caution,
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recognizing that any untoward event may occur,
but, when time for action arrives,

acts with decision.
Herodotus, “Histories”

Most reasoning conducted by intelligent agents concentrates on the choice of an ap-
propriate action. This is, for example, the case in medical diagnosis, where hypotheses
concerning patient’s disorders usually lead to treatment. It is not uncommon to treat
disorders for which there is only a remote chance, only because of their critical con-
sequences if untreated. In screening tests, both prior and posterior probability of a
disease given a positive test result are usually very low.1 Still, the penalty for missing
a genuine disease case is high and, therefore, a positive test outcome is always given a
serious consideration. In domains such as diagnosis of physical devices, it is also not
natural to isolate the process of diagnosis from its ultimate purpose — in this case
application of the device. Many devices are applied in situations where their correct
working is vital and an error can be costly (e.g., heart valves, pace makers, intensive
care monitoring units, aircrafts, space shuttles).

Even forms of reasoning such as language comprehension should be viewed in the
context of actions (this is how I understand the purposive character of language). In
day-to-day casual conversations, there are typically no excessive rewards and penalties
for respectively understanding and misunderstanding the speaker. We might actually
entertain a casual conversation and not even care whether we understood the speaker
well or not. There are contexts, however, where interpretation does have consequences
and these consequences vary depending on the interpretation. In all such cases, we
do need to make decisions and act accordingly (one possible act may be storing the
interpretation in memory). Suppose, for example, that you hear in a conversation
something that might either be highly insulting or be an elaborate complement and
you are not sure whether you have understood correctly. Some of the options that
you have are: construe what you have just heard as insulting and react accordingly,
construe it as a complement and smile, ignore it, or ask what exactly the speaker
meant. Obviously, depending on the true intentions of the speaker and your reaction,
you will be faced with different consequences, such as engaging in an argument, loosing
a friend, or gaining the reputation of a person with little self-esteem or no sense of
humor.2

Reasoning about uncertainty has as its goal determining how much is known about
something. It can be performed in a context-less manner. The result of reasoning

1For example, suppose that the prevalence of a disease in the screened population is one in a
thousand. Even if a test with sensitivity and specificity of 95% (rather high for a screening test)
shows a positive result, the posterior chance for the disease is less than 2%.

2And if you are, for example, a president of a country, it is not only you who will be faced with
these consequences.
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about uncertainty is a characterization of the uncertainty, for example a probability
distribution over all possible outcomes or a random variable. In reasoning under
uncertainty, characterization of uncertainty is not a goal in itself, but it is rather a
means to achieve some other goal.

In most practical domains, after some amount of inference leading to logically sound
conclusions or a specification of what and to what degree is known, an intelligent
agent is faced with non-reducible uncertainty. No further cogitation on the part of
the agent can increase the amount of information about the problem.3 At that point,
the reasoning turns into deliberation: determining what action should be taken that
will allow one to achieve the goal or will at least bring the goal closer. As there is
no guarantee that the result of the action will be the one intended, the best one can
hope for is not to be wrong too often.4

The point that reasoning under uncertainty is identical with decision making under
uncertainty was made in early 1930s in the context of statistical hypothesis testing.
What is known today as the classical view of statistical hypothesis testing, originates
from an ingenious insight of two statisticians, Jerzy Neyman and Egon Pearson, who
argued exactly that reasoning under uncertainty is useful in as much as it guides
decisions. I could not do better in explaining this insight than by quoting their
words.

3Uncertainty is non-reducible only for all practical purposes. One can always invest efforts in
experimentation or other means of collecting additional data, which will usually reduce uncertainty.
A physician can perform a whole battery of tests, including highly invasive surgical procedures, to
reduce the uncertainty to a minimum, but will often decide about a diagnosis after doing only some
easily doable noninvasive tests. A car mechanic can reduce the uncertainty about a car problem by
pinpointing the malfunctioning part (e.g., a broken throttle shaft bushing), but may often stop after
identifying the malfunctioning subsystem (carburetor in this case) because of the tradeoff between
cost of labor and cost of parts. Collecting additional data should be seen as a decision option and
not part of the reasoning.

4How often depends, as I argue later, on the consequences of the decision.
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We are inclined to think that as far as a particular hypothesis is concerned, no test based
upon the theory of probability can by itself provide any valuable evidence of the truth or
falsehood of that hypothesis.
But we may look at the purpose of tests from another view-point. Without hoping to
know whether each separate hypothesis is true or false, we may search for rules to govern
our behavior with regard to them, in following which we insure that, in the long run of
experience, we shall not be too often wrong. Here, for example, would be such a “rule
of behaviour”: to decide whether a hypothesis, H, of a given type be rejected or not,
calculate a specified character, x, of the observed facts; if x > x0 reject H, if x ≤ x0

accept H. Such a rule tells us nothing as to whether in a particular case H is true when
x ≤ x0 or false when x > x0. But it may often be proved that if we behave according
to such a rule, then in the long run we shall reject H when it is true not more, say, than
once in a hundred times, and in addition we may have evidence that we shall reject H
sufficiently often when it is false. [122, page 291]

Next to pointing out the fact that statistics is at best a guide in decision making,
Neyman and Pearson were the first to point out in this context that, with every
decision under uncertainty, one needs to take into consideration the consequences of
wrong decisions. These consequences are different for each of the two types of errors:
error of accepting a false hypothesis and error of rejecting a true hypothesis (called
Type I and Type II errors).

We may accept or we may reject a hypothesis with varying degrees of confidence; or we
may decide to remain in doubt. But whatever conclusion is reached the following position
must be recognized. If we reject H0, we may reject it when it is true; if we accept H0,
we may be accepting it when it is false, that is to say, when really some alternative Ht is
true. These two sources of error can rarely be eliminated completely; in some case it will
be more important to avoid the first, in others the second. We are reminded of the old
problem considered by Laplace of the number of votes in a court of judges that should be
needed to convict a prisoner. Is it more serious to convict an innocent man or to acquit a
guilty? That will depend upon the consequences of error; is the punishment death or fine;
what is the danger to the community of released criminals; what are the current ethical
views on punishment? From the point of view of mathematical theory all that we can do is
to show how the risk of errors can be controlled or minimized. The use of these statistical
tools in any given case, in determining just how the balance should be struck, must be left
to the investigator. [122, page 296]

Consequences of decisions, as perceived by the agent, can be captured by agent’s
preferences. Choice of a proper action under uncertainty is guided by both: the
agent’s preferences for different outcomes and the uncertainty about the actual and
future states of the world. When Neyman and Pearson outlined their view of hypoth-
esis testing, the only widely accepted notion of utility was ordinal. Not surprisingly,
although they admit differences in the desirability of various outcomes and the asso-
ciated weighting of the consequences, the actual decision-making process is “left to
[the discretion of] the investigator.” Not until the development of cardinal utility in
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the influential work of von Neumann and Morgenstern [189] a decade later, did this
view change.5

9.2 Uncertainty, Preferences, and Acts

Uncertainty and preferences are the two essential elements of decision making. If a
measure of uncertainty is not represented (whether qualitatively or quantitatively),
sure and risky choices cannot distinguished. For example, one might be indifferent
between investing a large amount of money in a reputable bank and investing on
the same conditions in a bank on the verge of bankruptcy. If one does not represent
preferences, again either qualitative or quantitative, one might be indifferent between
investing in a bank account with a 20% yield and one with 3% yield, even if the two
accounts were in the same bank and were identical except for the differing interest rate.
Having no notion of preference amounts to acting in a way that is totally unguided —
it amounts to Buridan’s ass being indifferent among eating the nearby grass, eating
the distant apples, or starving. This is valid not only for normative schemes but also
for descriptive schemes that try to predict or imitate human behavior. Consequently,
although much of the argument contained in this section is based on the normative
point of view, it applies equally well to descriptive schemes.

While some choices seem to be obvious (e.g., of two banks, choose the bank that is
less risky and of two bank accounts, choose the one that has a higher yield), real
life normally supplies us with cases where a good bank offers a low yield and a bad
bank offers a high yield. Many similar examples can be found in such domains as
medicine or public policy. Consider the choice between two different treatments of
the cardiovascular disease, one of which is by far more effective (e.g., bypass surgery),
but at the same time more risky than another (e.g., drug treatment). Or a public
policy recommendation regarding periodical X-rays of healthy population to discover
early forms of malignant disorders. Does the benefit from an early discovery of the
disease outweight the possible negative health effects due to exposure to radiation?
While qualitative notions of uncertainty and preferences are sufficient to isolate dom-
inating alternatives (e.g., a high-yield, low-risk account is better than a low-yield
high-risk account), providing normative support to most decisions requires quantita-
tive methods of capturing both. I will limit further discussion of decision support to
quantitative representations of uncertainty and preferences with the understanding
that the insight into qualitative representations can be derived from the insight into
quantitative representations.

Discussion of decision making in this chapter, like the classical exposition of Subjec-

5I mean here the development of a theory that using a cardinal measure of utility prescribes how
to make such choices rather than a change in procedures for testing of statistical hypotheses.
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tive Expected Utility (SEU) Decision Theory (e.g., that by Savage [150]), assumes
confinement of the decision to an isolated situation, a small model of the world. Such
a model, which I will subsequently call “small world,” may consist of logical predi-
cates in a data base, a model of a device, a belief network, influence diagram, or other
data structures describing the real world. It includes representation of all relevant
elements of the real world, such as random variables, possible decision options, and
various outcomes. Reasoning as to which of the decision options is the best is confined
to the model and any conclusions reached apply to the real world in as much as this
model reflects the world. The choice of what to include in the model may introduce
an error into the decision, an error that may in fact invalidate the applicability of
the conclusions to the real world. Neither SEU decision theory, nor I in this chapter,
discuss the process of building such a model or the consequences of such error. Once
a model has been created, it is reasonable to confine one’s reasoning to the model.6

While one is not able to claim that a decision reached is right, one is able to make
a hard statement that it is right given the model, and one is able to trace possible
errors in the decisions back to errors in the model. Flaws in reasoning cannot be
justified by sloppiness of the model. While I believe that the precision of reasoning
should not exceed the precision of the model, I believe that it would be not rational
to reason incorrectly even within a sloppy model.

9.2.1 Preferences

Attempts to capture formally people’s preferences for various commodities have been
made in economics for at least two hundred years. Initially, it was noticed that there
is often a substantial difference between the price of a commodity and its value in
use for an individual (this includes commodities such as pleasure and pain). Classical
economics sought, therefore, to capture the value of a commodity for an individual as
a measure of the overall well-being. Utility in this view was thought of as an indicator
of a person’s overall happiness. Classical economic theories were based on the view
of consumers making choices so as to maximize their utility.

Conceptual problems with measuring the amount of utility led around the turn of the
century to abandoning this view and reformulating consumer behavior in terms of
preferences. Utility in this view, currently accepted for the foundations of economics,
is seen as a way to describe preferences. It was realized that all that matters about
utility as far as the measure of desirability is concerned, is whether one bundle of
commodities is preferred to another bundle, i.e., whether the first has a higher utility
than the second. This notion of utility is purely ordinal: the size of the utility differ-
ence between any two commodities is immaterial. In particular, if any function fulfills

6Until, of course, we have reasons to suspect that the model is significantly wrong, in which case
it would be unreasonable to keep using it.
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the role of utility, then so does any strict monotonically increasing transformation of
that function. While it is not denied that a cardinal notion of utility is possible, it
is deemed unnecessary. All contemporary economic theories (excluding those that
explicitly deal with uncertainty) are based on the ordinal notion of preference, and
this qualitative notion of preference seems to be all that is needed to describe the
choice behavior under certainty. The reader is referred to an excellent review of the
historical development of the concept of utility in economics by Stigler [174, 175].

The economic theories based on the ordinal notions of utility were developed for
riskless situations. Whenever there is uncertainty about the outcomes of a choice
process, ordinal utility becomes weak if not impractical. It is capable of aiding
choices among dominating alternatives, i.e., alternatives that are both more prob-
able and have preferable outcomes, but is impotent in evaluating other choices. From
the very introduction of probability calculus, supporting choices under uncertainty
concentrated on the principle of mathematical expectation. The pure mathematical
expectation was shown to be inadequate by Daniel Bernoulli [10], who proposed the
existence of a measure of moral worth for the outcome of a gamble. He argued that a
fixed increment of cash wealth typically results in an even smaller increment of “moral
wealth” (this argument was later called the law of diminishing marginal utility) and
proposed that a logarithm of the cash value of a gamble is a good approximation of
the moral wealth. Bernoulli’s ideas were developed further into a notion of utility as a
function that controls choices among acts under uncertainty. Frank Ramsey [139] de-
fined utility operationally in terms of the behavior of a person constrained by certain
postulates. Von Neumann and Morgenstern [189] have shown that given certain weak
assumptions, from among the large class of functions reflecting the ordinal properties
of utility

a Â b ⇐⇒ U(a) > U(b) , (9.1)

where “a Â b” means “a is preferred to b,” there exists a subclass of utility functions
that has the desirable property of combining in exactly the same way as mathematical
expectation, i.e.,

U(αa + βb) = αU(a) + βU(b) , (9.2)

where a and b are any gambles and α and β are non-negative numbers such that
α + β = 1.

Von Neumann and Morgenstern have also proposed a procedure based on preference
between gambles for eliciting this utility. Consider three events A, B, and C such that
the order of the individual preferences is A Â B Â C. The decision maker is offered
the choice between B for sure and a gamble in which A can be won with probability α
and C with probability 1−α (see Figure 9.1). By assumption, there exists such value
α for which the decision maker is indifferent between the two options and, therefore,
assigns both options the same utility value.

U(B) = U (αA + (1− α)C)
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Figure 9.1: Utility measurement

It is straightforward to verify that (9.2) implies that the value of α corresponds exactly
to the ratio of the preference of B over C to that of A over C.

α =
U(B)− U(C)

U(A)− U(C)

Given the values of U(A) and U(C), the utility of B is then equal to

U(B) = α (U(A)− U(C)) + U(C) .

The values of U(A) and U(C) are assigned arbitrarily. It has become customary to
choose A and C to be the most desirable and the least desirable outcome and assign
them the values of 0 and 100 respectively. It is straightforward that ∀B U(B) ∈
[0, 100]. In other words, all utility values are confined to the interval between the
utility of the least and the most desirable outcomes.

The reader is referred to an excellent exposure of the relation between the cardinal
utility proposed by von Neumann and Morgenstern and the economic notions of util-
ity offered by Savage [150, Section 5.6]. Savage demonstrates that both subjective
probability and von Neumann and Morgenstern type of utility are a natural conse-
quence of a set of axioms that can be viewed as maxims of rational behavior under
uncertainty. He also gives these theories a normative interpretation. In what follows,
unless noted otherwise, I will use the term “utility” to denote the notion of utility
proposed by von Neumann and Morgenstern.

Utility constrained by (9.1) and (9.2) is shown by von Neumann and Morgenstern to
be determined up to an increasing linear transformation [189, Appendix]. If U is a
utility function, then any increasing linear transformation of U

φ(U) = ω0U + ω1 ,
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where ω0, ω1 are constants, with ω0 > 0, is also a utility function encoding the same
preferences. In other words, there may exist many mappings of utility into real num-
bers, but all these mappings will be linear transformations of each other. Presence
of the positive term ω0 in the transformation φ amounts to changing the scale. The
constant factor ω1 moves the zero point of the scale. Since φ is a meaningless trans-
formation, it follows that although utility is a cardinal measure, it has no unit and no
zero point. The fact that utility in this formalization is determined up to an increas-
ing linear transformation follows from the desire not to overconstrain the formalism
above its empirical foundations: this form of utility is sufficient for decision making
under uncertainty. A practical consequence of this formalization is that it is possible
to compare the relative desirability of several events against each other, but it would
be absurd to say, for example, that one event is twice as desirable as another event.7

9.2.2 Acts

From the decision-theoretic point of view, acts of an agent are prescribed by a process
of rational deliberation that involves a search for the optimal decision given the indi-
vidual’s view of the world, beliefs about uncertainties related to that view, and the
individual’s preferences for various possible outcomes. It is one of the fundamental
assumptions of decision theory that uncertainty about, and preferences for, different
possible outcomes are separable from each other, but only combined can they lead to
a rational decision.8 An important implicit assumption underlying the development
of decision analysis is that that although people can usually provide reliable assess-
ments of probability and utility of individual outcomes, they often fail to combine
these into an optimal decision.9

According to SEU decision theory, the optimal decision is the one that maximizes the
expected utility over all possible states of the world (to be exact, the small world as
captured in the model), so the key notion in decision theory is maximizing expected
utility. Suppose, that we are dealing with n possible states of the world s1, s2, . . . , sn

and that P is a discrete probability distribution over all these states, mapping each

7A useful parallel to this measure, originally pointed out by von Neumann and Morgenstern, is
the measure of temperature (let us forget the absolute Kelvin scale for a moment). There are many
scales possible (take the most popular: Celsius and Fahrenheit), each having a separate unit and
a different zero point. Although it is possible to make relative comparisons of temperature, it is
meaningless to say that a day A was twice as warm as a day B.

8Uncertainty and preferences can be in theory thought of separately. It is possible to make
choices that are based only on preferences when reasoning under certainty. It is also possible to
reason about uncertainty without any reference to preferences (weather forecasters, for example,
express pure uncertainty about the weather without any reference to utilities). Still, in practice,
uncertainty and utility are not always separable in human judgment [113].

9While there are valid objections to the first part of this assumption, there seem to be no doubts
about the empirical validity of the second part.
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possible state of the world si to the probability of that state Pr(si). Suppose also
that we have a discrete utility function U , mapping each possible state of the world si

to the utility of that state U(si). Let d1, d2, . . . , dm be the possible decisions options.
Choice of the optimal decision in decision-theoretic reasoning involves comparing
expected utilities of each of the possible decision options di and choosing such option
dopt that has the highest expected utility and, therefore, satisfies the equation

∀di: 1≤i≤m EU(dopt) ≥ EU(di) (9.3)

or, expanded

∀di: 1≤i≤m

n∑

j=0

Pr(sj|dopt)U(sj|dopt) ≥
n∑

k=0

Pr(sk|di)U(sk|di) . (9.4)

Conditioning the probability and the utility of a scenario on the decision reflects the
fact that the decision can directly impact both. Weak inequality means that there
may be more than one decision that have equally high expected utility. In such cases,
each of these decisions is equally good. In what follows, I will assume for the sake of
explanatory simplicity that there is only one optimal decision, i.e., that for a decision
option dopt inequality (9.3) is strict.

dopt is optimal in the sense that it will lead to the highest expected gains (or lowest
penalties). It may happen by a stroke of bad luck that the final outcome will be
undesirable. It is crucial to understand the distinction between good decisions and
good outcomes: a good decision can lead to a bad outcome and a poor decision
can lead to a good outcome. Decision theory guarantees that on the average good
decisions will lead to good outcomes and poor decisions will lead to bad outcomes.
In other words, in the long run, one is provably better off by making decisions that
maximize the expected utility.

It is perhaps worth formally demonstrating the point made earlier that increasing
linear transformations of utility are meaningless with respect to choice, i.e., demon-
strate that the decisions made by means of expected utility theory are invariant to
increasing linear transformations of utility. If a decision d1 is strictly preferred to a
decision d2, then the following holds

EU(d1) > EU(d2)

or
EU(d1)− EU(d2) > 0

which expands to

n∑

i=1

Pr(si|d1)U(si|d1)−
n∑

j=1

Pr(sj|d2)U(sj|d2) > 0 . (9.5)
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Let the utility function be transformed by

φ(U) = ω0U + ω1 , ω0 > 0 .

Then, it follows that

n∑

i=1

Pr(si|d1)φ (U(si|d1))−
n∑

j=1

Pr(sj|d2)φ (U(sj|d2)) =

=
n∑

i=1

Pr(si|d1) (ω0U(si|d1) + ω1)−
n∑

j=1

Pr(sj|d2) (ω0U(sj|d2) + ω1) =

= ω0




n∑

i=1

Pr(si|d1)U(si|d1)−
n∑

j=1

Pr(sj|d2)U(sj|d2)




+ ω1




n∑

i=1

Pr(si|d1)−
n∑

j=1

Pr(sj|d2)


 (9.6)

But we know that the probabilities of all states in our small world sum to one

n∑

i=1

Pr(si|d1) =
n∑

j=1

Pr(sj|d2) = 1

which transforms (9.6) into

ω0




n∑

i=1

Pr(si|d1)U(si|d1)−
n∑

j=1

Pr(sj|d2)U(sj|d2)


 > 0 . (9.7)

By assumption ω0 > 0, so we can divide both sides of (9.7) by ω0, obtaining (9.5).
This demonstrates that the ordering of any two decisions d1 and d2 is invariant to
φ. A decision that is optimal under one transformation of utility will remain optimal
under any transformation.

9.2.3 The Case of Hidden Utility

Often, AI schemes for reasoning under uncertainty do not represent utilities explicitly
and one might ask how they manage to support decisions. It is rather obvious that
these schemes do not treat utility as constant over all possible outcomes: a uniform
distribution of utilities would render decision making practically useless, as the agent
would be completely indifferent to what conclusions will be taken and which actions
will result. As most schemes do make unambiguous recommendations concerning
decisions, it is clear that they make strong assumptions about the utility and these
assumptions allow for making decisions without representing utility explicitly.



182 CHAPTER 9. DECISION MAKING

I would like to demonstrate this with an example assumption, which I feel is a popular
assumption about utility made in AI schemes for reasoning under uncertainty. The
assumption is that the only thing that matters is being right, regardless of the antici-
pated use of this information. This implies two qualitative constraints on utility. The
first is that being right is better than being wrong or, in other words, the utility of
being right is higher than the utility of being wrong. Further, as the only thing that
matters is being right, making any correct statement is equally good and making any
incorrect statement is equally bad, no matter what the statement is. The second re-
striction is, therefore, that the utility of being right and the utility of being wrong are
themselves equal among all possible right and wrong statements respectively. These
two assumptions are very strong and, as I will demonstrate below, in decision theory
they give the license to identify the optimal decision with the most probable state of
the world.

Let there be n possible states of the world s1, s2, . . . , sn and n possible statements
that we make about it d1, d2, . . . , dn. Statement di means that we postulate that
the true state of the world is si.

10 Let the utility of making a correct statement be
∀i U(si|di) = Uc and the utility of an erroneous statement ∀i6=j U(si|dj) = Ue. We
have by assumption that Uc > Ue. A statement dx is superior to a statement dy if
and only if

EU(dx) > EU(dy)

or

EU(dx)− EU(dy) > 0

which expands to

n∑

i=1

Pr(si|dx)U(si|dx)−
n∑

j=1

Pr(sj|dy)U(sj|dy) > 0 . (9.8)

If we assume a passive role of the reasoning agent, a statement will not impact the
state of the world. Formally, we have ∀i,j Pr(si|dj) = Pr(si). This allows us to
simplify (9.8) into

n∑

i=1

Pr(si)U(si|dx)−
n∑

j=1

Pr(sj)U(sj|dy) =

= Pr(sx)U(sx|dx) +
n∑

i=1, i 6=x

Pr(si)U(si|dx)

− Pr(sy)U(sy|dy)−
n∑

j=1, j 6=y

Pr(sj)U(sj|dy) =

10Note a direct correspondence of this framing to the problem of abduction and, as diagnosis is
usually framed as abduction, the problem of diagnosis. Both will be discussed in Section 9.4.2.
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= Uc (Pr(sx)− Pr(sy)) + Ue




n∑

i=1, i 6=x

Pr(si)−
n∑

j=1, j 6=y

Pr(sj)


 =

= Uc (Pr(sx)− Pr(sy)) + Ue ((1− Pr(sx))− (1− Pr(sy))) =

= Uc (Pr(sx)− Pr(sy))− Ue (Pr(sx)− Pr(sy)) =

= (Uc − Ue) (Pr(sx)− Pr(sy)) > 0 .

Now, we have by assumption that Uc − Ue > 0, and so

Pr(sx)− Pr(sy) > 0 .

But this will be true if and only if

Pr(sx) > Pr(sy) ,

which shows that a statement dx is superior to a statement dy if and only if it implies
a more probable state of the world. The best choice of the state of the world under
this assumption is the state of the world that is the most probable.

Constraints on the utility function may also have a quantitative character. In the
process of calibrating human experts performing probability assessments, one uses
so called “scoring rules” [190, Section 4.6]. A scoring rule is essentially an artificial
utility function that penalizes lack of informativeness in predictions (i.e., encourage
the expert to give extreme probabilities) and, at the same time, penalize wrong pre-
dictions. The goal of a scoring rule is to teach the expert to be as informative as
possible, but not at the expense of the quality of predictions. An expert who makes
exactly the right predictions will score the highest.

Utility of various outcomes as perceived by an individual decision maker can be
observed by studying his or her gambling behavior as described in the procedure
proposed by von Neumann and Morgenstern (Section 9.2.1). Given three possible
outcomes of a decision process, the ratio expressing their relative desirability can
assume any value — preferences should not be constrained a priori. Reliance on
assumptions about utility and also use of artificial measures of utility, constrains the
possible values of utility and limits the applicability of a formalism to simple and often
unrealistic situations. It is exactly the distribution of utility that in combination with
the distribution of uncertainty can make even a highly unlikely statement perhaps
the best statement possible. A formalism making an assumption about utility will
unnecessarily restrict the possible values of utility and effectively will work only in
domains where this assumption is substantiated and nowhere else.

The assumption analyzed above, for example, implies that the best diagnosis is the
one that is the most probable and it reflects the utility of a decision maker who is
interested in the most probable state of the world. But this excludes such types of
reasoning as preventive maintenance, disease screening, or therapy planning under
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varying consequences of misdiagnosis. A car mechanic may advise replacement of the
water pump in the car on the sole basis that the car’s odometer reads 60,000 miles,
even though the water pump is still working and it is more likely than not that it
will not break in the near future.11 The American Cancer Society advises periodic
screening tests for breast cancer for all women over 40 years of age, even though the
prevalence of the disease in the general population is only about two in a thousand
[159]. Clearly, it is not the probability distribution alone that makes such decisions
rational. What is the optimal diagnosis depends strongly on the utility function, i.e.,
on the severity of the disorder, on the cost and the risks associated with testing,
benefits of a correct diagnosis, and costs of a faulty diagnosis.12

9.3 Scenario Thinking in Decision Making Context

Scenario-based reasoning in a purely probabilistic context, as described in Chapter 7,
was used for belief updating, a vital part of reasoning about uncertainty. In this sec-
tion, I will discuss application of scenario-based reasoning to decision making. Two
aspects of the scenario-based approach to decision-theoretic inference will be discussed
in this section. The first is approximating decision-theoretic inference in the way that
I suggested for approximating probabilistic inference in Chapter 7, by considering
only the most probable scenarios. The second is explanation of decision-theoretic
inference, the analogue of scenario-based explanations of probabilistic inference out-
lined in Chapter 8. Surprisingly, while the first task can easily be accomplished, the
second task encounters a significant conceptual difficulty and cannot be performed
within a pure decision-theoretic representation.

9.3.1 Decision-Theoretic Inference

The term “optimal decision” is used with respect to a decision option whose expected
utility is larger than the expected utility of any other option, irrespective of how
large this difference is (see Equation 9.3). It is a good decision-analytic practice to
analyze this difference and its sensitivity to possible inaccuracies in the probability
distribution and the utility function. It may be the case that a decision suggested by
merely comparing expected utilities of various outcomes is very sensitive to such errors

11This is based on my actual experience with a Ford/Mercury dealer.
12Although most AI research on diagnosis concentrates on likelihood in isolation from utility,

there are a few notable exceptions. Poole and Provan [136] have investigated the problem of what
constitutes an optimal diagnosis and have concluded that the optimal diagnosis depends strongly on
the payoff structure and actions that will be conducted on the basis of the diagnosis. Rymon et al.
[146] argue for integration of diagnosis with the activity needed to acquire information and to act
on diagnosed disorders.
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and, therefore, should be studied with additional care so that other relevant elements
of the problem can be considered or additional information can be collected.13 In this
section, I propose a scenario-based algorithm for decision-theoretic inference that
explores exactly this idea.

The expected utility of a decision option is computed by summing the products of
probability and utility of each of the possible scenarios for that option. Figure 9.2
shows each of the elements of such a sum as a rectangle with the length of one of
its sides determined by the probability of a scenario and the length of the other
side determined by the utility of the scenario. The area of the rectangle can be
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Figure 9.2: The principle underlying the scenario-based algorithm for decision-
theoretic inference.

interpreted as the contribution of the scenario to the expected utility of the option.
The rectangles are ordered according to their area. It is clear that given sufficiently
narrow estimates on the area of the remaining rectangles, it might be sufficient to

13An example of errors and consequences of a policy decision reached without an elementary
sensitivity analysis is given in [108].
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examine only a small number of the largest rectangles in order to determine that the
total area of the rectangles in the upper diagram is larger than the total area of the
rectangles in the lower diagram. This has a straightforward interpretation that the
upper option is superior to the lower option.

The algorithm (Figure 9.3) computes the expected utility of each option by consid-
ering scenarios with the largest contribution first. It successively limits the number
of decision options under consideration (active options) by proving their inferiority
with respect to the currently best option.14 A useful computational analogy to this
scheme might be search algorithms that prune provably inferior branches of search
tree, such as alpha–beta pruning in game trees.

The expected utility of a decision option di over all possible scenarios sj is computed
as follows:

EU(di) =
n∑

j=1

Pr(sj|di)U(sj|di)

For the sake of the algorithms that search for the most probable scenario (discussed
in Chapter 7), the utility function is renormalized to the interval [0, 1] so that the
algorithms can treat the value node as a probabilistic node. For each active option,
the algorithm successively chooses the most probable of the remaining scenarios and
adds its “probability” (note that this includes the normalized utility) to the expected
utility of that option. At this point, the algorithm checks whether the current option
is the best option and, if not, whether it can be proved inferior to the currently
best option. In the latter case, the option is made inactive (removed from further
considerations). The procedure continues until only one active option remains, which,
as all inactive options have been proven to be inferior, is the best option.

The decision option with the highest lower bound on expected utility is considered
currently the best. Inferiority of a decision option is proven with respect to the best
option by demonstrating that the upper bound on the former is lower than the lower
bound on the latter. I propose two ways of demonstrating this.

The first is based on a conservative assumption that the utility of all remaining sce-
narios is maximal possible (1.0 after the renormalization), so the expected utility of
the remaining scenarios is equal to the sum of their “probabilities.” As the probabil-
ities of all scenarios for each option sum to 1.0 (note that we are dealing here with
decision making and not with belief updating), this probability can be easily derived
from the sum of probabilities of scenarios considered so far. This methods will work
best in domains with large asymmetries, where most probability space will be covered
by a small number of very probable scenarios. This method can easily be improved by
selecting scenarios with the largest probabilities irrespective of their utilities in order

14It is interesting to compare this principle to the elimination of inferior alternatives observed in
human decision making [126].
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Given: An influence diagram.
Output: The optimal decision option
Data structures:
{ NOPT - number of decision options }

real eu[NOPT ]; { lower bound on the expected utility }
real rp[NOPT ]; { probability of the remaining scenarios }
integer ns[NOPT ]; { number of remaining scenarios }
Boolean active[NOPT ]; { activity flag }
integer best; { best option number }

Procedure:
{ Initialization of the data structures }

normalize the utility to the interval [0,1];
for i := 1 to NOPT do
begin

active[i] := true;
eu[i] := 0;
rp[i] := 1.0;
ns[i] := total number of scenarios for option i;

end
best := 1;

{ Search for the best option }
while there is more than one active options do
for each active option i do
begin

find the scenario si with the highest contribution to expected utility of the option i;
ns[i] := ns[i]− 1;
rp[i] := rp[i]− Pr(si);
eu[i] := eu[i] + Pr(si)U(si);
if eu[i] > eu[best] then best := i

{ check if the current option has become the best }
else if min(eu[i]+ rp[i], eu[i]+ns[i] Pr(si) U(si)) < eu[best] then active[i] := false

{ check if the current option is inferior to the best }
end

variable best indicates the remaining optimal option

Figure 9.3: Scenario-based algorithm for decision-theoretic inference

to cover as much probability space as possible and decrease the maximum possible
remaining utility. Another easy improvement is precomputing in advance the best
case utility value for each of the options and using it to get a better estimate of the
upper bound on the remaining expected utility.

The second method is based on the fact that the scenarios are considered in the
decreasing order of their contribution to the expected utility of the decision option.
By this, the contribution of the last scenario considered is the upper bound on the
contribution of each of the remaining scenarios. We have an upper bound on the
remaining expected utility, which is simply the product of the number of remaining
scenarios and the upper bound on the contribution of each of the scenarios. The total
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number of remaining scenarios is the difference between the product of the number
of outcomes of each of the variables (total number of scenarios) and the number of
scenarios considered. I expect this criterion to be weaker, but it should work well
in situations where the contribution of individual scenarios to the expected utility of
an option deteriorates rapidly. Both conditions are very conservative and my feeling
is that it is possible to derive more precise conditions for the upper bounds on the
expected utility.

The algorithm can easily be changed into an approximate algorithm by making addi-
tional assumptions about the utility function over the remaining scenarios. One such
assumption might be to put an upper limit on the average utility of the remaining
scenarios. Knowledge of the domain in which the decision is being made or a small
amount of precomputing might be helpful in this respect.

It is a prudent step to relax the algorithm’s termination condition. If the bounds on
the expected utility are sufficiently narrow and there are several remaining options
then, by sensitivity considerations, it is very unlikely that any of them can be called
optimal. Further computation is useless, unless the probability distribution and the
utility function are extremely reliable.

The algorithm will always find the optimal decision option, although how quickly it
will find it depends on the properties of the domain. It will do significantly better
than the brute force computation of expected utility when there are large asymme-
tries in expected utility of various decision options (meaning that there is a dominant,
robust decision) or when there are asymmetries in expected utility contributions of in-
dividual scenarios. If, on the other hand, there are several decision options that have
approximately the same expected utility, the algorithm’s computational performance
may become poor. The best case complexity of this algorithm is linear in the number
of decision options (assuming that the first few scenarios in each of the options will
allow for discarding all but one of the options). The worst case complexity is theo-
retically worse than the complexity of the brute force computation of the expected
utility, which is exponential in the number of variables. I have not considered here
the overhead related to searching for the most probable scenarios which is in itself
linear in the best case and exponential in the worst case. It should be noted that
searching for the n most probable scenarios is more efficient than searching n times
for the most probable scenario [149, 179]. The attractive feature of this algorithm
is that it identifies rapidly the optimal decision in simple cases, where there is one
dominant decision, and can be applied for common sense reasoning.
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9.3.2 Explanations

Explanations are almost by assumption approximate, and this implies in the context
of scenario-based explanations that from the large set of all possible scenarios one
needs to choose a small subset of scenarios that are important for the choice of
an option. This choice needs to be theoretically sound, so as to provide a correct
picture of the true computation, but it also needs to be intuitive. Effectively, next to
theoretical considerations, one needs to take into account the way humans actually
make decisions and communicate them. There is no comprehensive process-level
theory of human decision making under uncertainty, so while the formal part of
this section is theoretically sound, considerations concerning human decision making
are necessarily of a speculative character. I try to reduce the latter to the bare
minimum by merely arguing that there is an essential difference between normative
and cognitive utility, the latter having a domain-dependent zero point and a notion
of the magnitude of stakes. An explanation system conversing with the user needs
to have a reliable way for recognizing both. This section shows why the normative
utility is not sufficient to support this task and later proposes a way to solve it.

9.3.2.1 Theoretical Problems with the Choice of Scenarios

For the reasons discussed in Section 9.1, we know that choice on the basis of probabil-
ity or utility alone is not sufficient and that we need to have a criterion that combines
the two. The most natural candidate for such a selection criterion is the contribution
of a scenario to the expected utility of a decision option. One might justify a decision
by covering fractions of the expected utility of decision options that are large enough
to show superiority of one option over the remaining options (mimicking the algorithm
proposed in the previous section). Alas, it turns out that because of the nature of
utility, and in particular because of its invariance to increasing linear transformation,
this criterion is provably flawed.

Suppose that we have identified a set S1 of scenarios that cover most of the expected
utility of a decision option d. Let S2 be another set of scenarios that contributes less
than S1 to the expected utility of d, and therefore is judged to be inferior to S1 in
explaining d. In other words,

∆EU(S1|d)−∆EU(S2|d) > 0

An argument in favor of d cannot be made on the ground of the selected set of
scenarios S1 instead of the set S2 for the following reason. If we have

∑

si∈S1

Pr(si|d)U(si|d)− ∑

sj∈S2

Pr(sj|d2)U(sj|d2) > 0
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then an increasing linear transformation of utility

φ(U) = ω0U + ω1 , ω0 > 0 .

transforms this equation into the following

∑

si∈S1

Pr(si|d)φ (U(si|d))− ∑

sj∈S2

Pr(sj|d)φ (U(sj|d)) =

=
∑

si∈S1

Pr(si|d) (ω0U(si|d) + ω1)−
∑

sj∈S2

Pr(sj|d) (ω0U(sj|d) + ω1) =

= ω0


 ∑

si∈S1

Pr(si|d)U(si|d)− ∑

sj∈S2

Pr(sj|d)U(sj|d)




+ ω1


 ∑

si∈S1

Pr(si|d)− ∑

sj∈S2

Pr(sj|d)


 (9.9)

Now, suppose that ∑

si∈S1

Pr(si|d) >
∑

sj∈S2

Pr(sj|d) .

We choose w0 and w1 so that they satisfy the following constraint

ω1 < ω0

∑
sj∈S2

Pr(sj|d)U(sj|d)−∑
si∈S1

Pr(si|d)U(si|d)
∑

si∈S1
Pr(si|d)−∑

sj∈S2
Pr(sj|d)

.

If, on the other hand, ∑

si∈S1

Pr(si|d) <
∑

sj∈S2

Pr(sj|d) ,

we choose w0 and w1 as follows

ω1 > ω0

∑
sj∈S2

Pr(sj|d)U(sj|d)−∑
si∈S1

Pr(si|d)U(si|d)
∑

si∈S1
Pr(si|d)−∑

sj∈S2
Pr(sj|d)

.

In both cases, we have that

ω0


 ∑

si∈S1

Pr(si|d)U(si|d)− ∑

sj∈S2

Pr(sj|d)U(sj|d)




+ ω1

(∑
si∈S1

Pr(si|d)−∑
sj∈S2

Pr(sj|d)
)

< 0 ,

or, in other words

∑

si∈S1

Pr(si|d)φ (U(si|d))− ∑

sj∈S2

Pr(sj|d2)φ (U(sj|d2)) < 0
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which shows that, according to the very same criterion, S2 is superior to S1 in justi-
fying d. Of course, it may also happen that

∑

si∈S1

Pr(si|d) =
∑

sj∈S2

Pr(sj|d) ,

in which case, S1 will remain superior to S2 under any transformation of utility. This
is, however, of little practical significance — we get the absurd result that even though
S1 is superior to S2, it can be shown inferior to any subset of S2.

Figure 9.4 illustrates this problem graphically. In one of the possible utility transfor-
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Figure 9.4: Sensitivity of selection of scenarios to utility transformations.

mations (the upper horizontal axis), the rectangles A, B, C, D, E, and F are ordered
according to their size. In a different utility transformation (the lower horizontal
axis, corresponding to a lower value of the zero point of the utility function), this
order is no longer valid. Note that the rectangle F , for example, which was one of
the smallest rectangles under the first transformation, becomes the largest rectangle
under another transformation.

We see that the selected set of scenarios is meaningless for our purpose, because it
is not invariant to a meaningless transformation of utility. This set can at any time
be rendered useless by some transformation of utility. The trouble for an automatic
scheme using this method is that it has no way of finding out which of the infinitely
many transformations of utility has been elicited from the expert or decision maker
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and coded in the data structures. Effectively, it cannot build its explanations on what
the model contains.

Following the same procedure, it can be shown that for any single scenario s1 there
exists a scenario s2 that, under some utility transformation, contributes more to the
expected utility of the decision than s1. Similarly, if two sets of scenarios S1 and
S2 are chosen to justify superiority of a decision d1 over a decision d2, it can be
demonstrated that there exist utility transformations under which these two sets of
scenarios actually justify something exactly opposite, namely that d2 is superior to
d1.

A useful analogy for the decision-theoretic inference that might help the reader to
understand the problem is the following. Suppose that we want to determine whether
one building is warmer than another building by averaging the temperature in each
building over all the rooms (taking the sizes of the rooms into consideration). It is
easy to verify that this operation is invariant to the temperature scale used (i.e., it
will produce the same answer whether one uses the Celsius scale or the Fahrenheit
scale). The moment, however, that we decide to approximate the task by taking
only those rooms into consideration that contribute the most to the sum of averages,
which rooms will be considered depends on the scale used. For temperatures around
freezing point of water (around 0◦C, 32◦F), even very large rooms will contribute little
to the average temperature when using the Celsius scale. These rooms will, because
of their size, contribute a lot when Fahrenheit scale is used. In other words, which
rooms are important for the difference in temperature between the two buildings is
not invariant to a change in temperature scale.

9.3.2.2 Inability to Derive the Absolute Valuation of Outcomes

Normative utility expresses only a relative valuation of outcomes and is insensitive to
their absolute values. What the lowest and the highest utility values mean is relative
with respect to all possible outcomes of a decision problem. The utilities of the least
desirable and the most desirable of all possible outcomes are assigned in an arbitrary
way in the elicitation process. If the utility function over all outcomes in a decision
problem is confined to an interval [0, 100], there is no way to tell whether the lower
bound of this interval, zero, stands for an extremely undesirable, catastrophic event
(like death) or just a relatively less desired outcome (such as winning only $1,000
instead of the top $100,000 prize in a TV trivia game). Similarly, the upper bound of
this interval, 100, can mean a spectacularly desired outcome (a free vacation for two
on the Bahamas), but it may also mean simply the least evil in a difficult dilemma
(such as becoming disabled instead of dying). It seems that a program explaining
decision-theoretic inference should be able to identify a rough absolute value of an
outcome. Normative utility does not support such identification.
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Another issue related to the choice of scenarios for explanation is a possibly biased
character of the explanations. Scenarios used in explanation need be of two kinds,
namely of supporting and disconfirming nature. Selecting only those scenarios that
support a decision might reenforce “confirmation bias.” It is, therefore, crucial for an
explanation program to be able to distinguish between mere weak support (in terms
of small positive utility) and a strong disconfirmation (large negative utility).

In short, while the relative valuation such as encoded in the utility function is sufficient
for normative decision making, it seems to be insufficient for explaining it. It seems
that a system generating explanations of decision-theoretic inference based on the
scenario method needs to have a way of identifying those scenarios that contribute
significantly both in a positive and in a negative way to the expected utility of a
decision and should also have a rough idea of the absolute desirability of outcomes.

9.3.2.3 Cognitive and Normative Utility

The theoretical argument outlined in Section 9.3.2.1 has demonstrated the impossibil-
ity of pointing out which of the many possible scenarios are important for a decision.
In other words, it has shown that speaking of the contribution or the importance of a
scenario for the decision is, with respect to the expected utility theory, theoretically
meaningless. This result seems to be counterintuitive. After all, it seems, that ref-
erence to scenarios is not uncommon in explanations and justifications of decisions
made by humans. Consider a decision whether or not to build a dam in a region
affected by floods. It is not uncommon to hear justifications like: “Even though the
possibility of a large flood is remote, the fact that it may literally wipe out all houses
along with their inhabitants makes us very reluctant not to build a dam,” or “A large
flood has not happened in the area for over 50 years — think of all the money that
could be saved by not building a dam and could be invested in other programs in the
region.” The first sentence refers to a very undesirable course of action that involves
not building a dam, a large flood, and huge losses in terms of human life and property
and is clearly a scenario with a certain load of valuation. The second sentence refers
to a scenario involving not building a dam, no large flood in the area, and enjoying
the money saved on the dam project on some other communal need, in short, a rather
desirable course of events. According to the theoretical argument in Section 9.3.2.1,
both scenarios in isolation should be meaningless with respect to the decision. But
I think, and I hope that the reader will go along with me here, that these scenarios
are not meaningless for people. Both sentences seem to be perfectly meaningful: we
understand that the speaker refers to a highly undesirable outcome in the first case
and to a very desirable outcome in the second case. Although these sentences clearly
do not refer to differences in expected utility, but rather to possible courses of events
and desirability or undesirability of outcomes, we seem to understand them and even
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tend to agree about their importance for the decision. What makes these sentences
meaningful in isolation, if, given the nature of utility, they should make no sense?
There is something that seems to go beyond decision-theoretic utility in human rea-
soning: it seems that valuations of outcomes have more meaning for people than
relative comparisons. Catastrophic and spectacularly desirable outcomes seem to be
making their way to our attention, even though their contribution to the decision
should be judged only in the context of all other possible outcomes.

A look at the Equation 9.9 shows that the reason for the trouble in scenario-based
explanations is the term ω1, which, as explained earlier, is related to the lack of a zero
point in utility.15 Does this mean that utility, as we perceive it in the real world, has
a zero point? The different constructs that have been introduced in our language in
the context of decision making, such as desirable and undesirable or gains and losses
suggest existence of an outcome with respect to which some outcomes are favorable
and some are not.16 Use of these words is certainly context dependent, but they are
used and they are meaningful for people. It strongly suggests to me that we do have
decision problem dependent zero points and we refer to them in our language. It
is a robust experimental finding that most people act differently in the domain of
gains and in the domains of losses: they exhibit a risk averse behavior in the first
and risk-seeking behavior in the second [90, 185]. Decisions in the domain of losses
seem also to be by far more difficult for people to make. There are even two different
terms for each of the two in the language — while choosing between gains is usually
called a decision, choice between losses is called a dilemma.

Similarly, it seems that the magnitude of stakes plays an important role in human
decision making. If we return to the temperature scale analogy: it is true that there
was no physical reason for fixing a zero on the scale (before the existence of an
absolute zero was postulated) and there was no particular reason for fixing the unit.
Still, an isolated temperature data, say 0◦C tells me a lot — it is the temperature at
which the water freezes and a temperature that I start to experience as unpleasant
when I go outside. I know what 100◦C is, as I know how it feels to put a finger in
a pot of boiling water. Similarly, I know that 25◦C outside means a nice summer
day. Although the scale is in a sense arbitrary, we do know well what most points on
that scale mean. Returning to the utility measurement, units are arbitrary, but still
most people know how it feels to lose $1,000, how it feels to get ill, and can somehow
imagine how it might feel to win $1,000,000 in a lottery. Also, there seems to be
always a reference point with respect to which we perceive some outcomes as positive
and some negative. It is like preparing a bath and experiencing temperatures above

15Note that an increasing linear transformation with ω1 = 0, i.e., only changing the scale, will
never produce this effect. On the other hand, a transformation involving ω0 = 1 and ω1 6= 0, i.e.,
changing the zero point will produce this effect.

16I am concerned here with one particular usage of these words. They may also be used as pure
valuation without a decision making context “being ill is undesirable” or “it is good to be rich.”



9.3. SCENARIO THINKING IN DECISION MAKING CONTEXT 195

37◦C as warm and below that as cold. This reference point is not constant: when
setting the thermostat, one might treat temperatures close to 20◦C in a special way.

My conjecture is that in the case of utility the outcome with respect to which we
perceive another outcome as a loss or as a gain is the status quo (with respect to
the elements affected by the decision process). If we are ill and make a decision
about which treatment to undergo, the zero point may be the status quo and the
anticipated developments given no medical treatment. An improvement in health
due to a treatment has a positive value, while getting worse (or even dying) due to a
treatment is normally associated with a negative value. If we consider an investment,
we usually call yields below the average interest rate in the “bank around the corner”
to be losses, while yields higher than that to be gains. We should keep in mind that
such zero points, if they exist, are unnecessary for normative decision making and
lack formal foundations in the expected utility theory. Why would we have these zero
points? For the sake of communication of decision making or perhaps for the sake
of another, cognitively efficient, although perhaps biased, way of making decisions?
Or is it used in model construction as a heuristic baseline indicator that guides the
search for decision alternatives and allows us to judge a priori whether an alternative
is worth considering?

9.3.2.4 Proposed Solution

I propose identification of two absolute points on the scale: a zero (“0”) and a unit
(“1”), the first being the decision problem-dependent status quo proposed in the
previous section and the second some heuristically determined, domain dependent
landmark outcome with the only restriction that it is preferred to status quo. This
outcome should be an event that is worth mentioning or paying special attention to.
In a decision support system for advising in small scale investment, for example, this
might be “status quo plus a revenue of $1,000 tax free, no strings attached.”

Of the two points, the status quo seems to be less controversial than the unit. One
might view my proposal to introduce a unit of utility as a desire to propose inter-
personal commensurability of utility, something that is problematic if not impossible.
My proposal is, in fact, far more modest — it is a simple way of bringing decision-
theoretic inference closer to human reasoning so that decision-theoretic procedures
can be made comprehensible for humans. The utility function encoded in a decision
support system is the utility elicited from one expert or one decision maker. The unit
that I propose is determined heuristically within such distribution and plainly states
an outcome that that expert finds worth paying attention to. The explanation system
knows that it has to pay special attention to outcomes that are more desirable than
the unit and less desirable than a negative unit.
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Technically, this solution can be implemented by eliciting from the expert or the
decision maker, who supplies the data for the model, the utility corresponding to
status quo and to the unit within the arbitrary scale used in the elicitation. These
two additional measurements, as I will demonstrate later, identify in the class of
equivalent utility functions a unique utility function.

I consider two cases with respect to identifying the zero point. In the first case, a
status quo is incorporated explicitly in the decision problem as one of the possible
options, usually as waiting or inaction. In that case, it is enough to compute the
expected utility of that decision option to obtain the exact location of the status quo
on the elicited utility scale. For example, a medical decision can contain the following
decision options: surgery, drugs, no treatment. In this case, no treatment is the status
quo that we wish to identify and we can easily compute its expected utility from the
model.

The second case is when there is no explicit status quo option in the model. In that
case, we need to perform an additional utility elicitation step, notably that of the
status quo outcome. The first step of elicitation of utility of status quo is choosing
two outcomes X and Y (for example, the best and the worst outcome respectively)
from the decision model and determining the qualitative relation of the status quo
outcome with respect to those two points. If the status quo outcome Q falls exactly
between the two points, i.e., X Â Q Â Y , we can apply the procedure of von Neumann
and Morgenstern directly, i.e., substitute X for A, Q for B, Y for C (Figure 9.1) and
elicit the value of α from the expert. The utility of the status quo outcome Q is then
computed as follows

U(0) = U(Q) = αU(X) + (1− α) U(Y ) .

If Q Â X Â Y , we apply the same procedure, but this time substituting Q for A, X
for B, and Y for C. Then, the utility of status quo is

U(0) = U(Q) =
U(X)− U(Y )

α
+ U(Y ) .

For X Â Y Â Q, we substitute X for A, Y for B, and Q for C, obtaining

U(0) = U(Q) =
U(Y )− αU(X)

1− α
.

We apply exactly the same procedure to the unit outcome and thereby obtain the
utility values of two absolute points on our utility scale, U(0) and U(1). In order
to identify the unique utility function, we need to find among all possible increasing
linear transformations of utility one that is constrained as follows:

{
U ′(0) = 0
U ′(1) = 1

.
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But we know that U ′ is necessarily an increasing linear transformation of U . In other
words, what remains is finding the parameters ω0 and ω1 of such transformation

U ′ = φ(U) = ω0U + ω1 , ω0 > 0

of the elicited utility function that will yield the unique form in which U ′(0) = 0 and
U ′(1) = 1. We need to solve the following set of equations

{
ω0U(0)− ω1 = 0
ω0U(1)− ω1 = 1

.

It is easy to verify that if U(1) > U(0) (this is satisfied by assumption), the solutions
are unique and equal to

{
ω0 = 1/ (U(1)− U(0))
ω1 = U(0)/ (U(1)− U(0))

.

It should be stressed again that the solution that I am proposing here has no im-
plications for the decisions. It just means adding an additional constraint on the
large class of possible utility functions so that a unique utility function is identified.
This utility function is as good as any of its transformations for the sake of decision
making, but has useful properties with respect to explanations. While selection of
scenarios based on their contribution to the expected utility is meaningless in general,
the contribution of scenarios selected within this transformation does have a meaning:
it is an absolute contribution of utility with respect to the status quo. This form of
the utility function allows for identifying those scenarios that contribute the most to
the expected utility of a decision and also for identifying those that make the decision
unattractive. It also allows for a distinction between desirable and undesirable out-
comes (gains and losses). Explanations can then concentrate on the qualitative notion
of good and bad outcome along with concentrating on uncertainty (e.g., “Although
this course of events is rather unlikely, its outcome is very undesirable”). It allows the
explanation system to identify the decision maker’s worries and desires, for example
low-probability high-impact events (i.e., events with extremely negative or extremely
positive utility). I conjecture that these are the scenarios that are interesting for
the sake of explanations. It will require empirical research to determine whether this
conjecture is true.

The problem with explaining decision-theoretic inference identified and addressed
above is not shared by the approach of explaining decision-theoretic inference in
decision trees taken by Langlotz [98, 100]. Langlotz’s explanations concentrate on the
qualitative account of large differences in expected utility between different branches
of the decision tree. Each element of an explanation concentrates on events that cause
large differences in the expected utility of entire branches of the decision tree and is,
therefore, invariant to utility transformations (note that the term associated with ω1
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disappears, exactly like in the derivation of Equation 9.7). Extending this method
to influence diagrams, although possible (any decision tree can be represented by an
influence diagram), is not straightforward. Also, it seems that the procedure may
require prohibitive resources: a decision tree grows exponentially with the number of
variables in the model. If there are many uncertain variables with significant impact
on the expected utility of the outcomes, the explanation may become prohibitively
complex.

9.4 Preferences in Logic-Based AI Schemes

With uncertainty permeating all practical forms of reasoning about the real world,
such as planning, diagnosis, common sense reasoning, vision, or pattern recognition,
it is not surprising that reasoning under uncertainty has been addressed by several
Artificial Intelligence schemes. With some notable exceptions, however, these for-
malisms do not represent utility explicitly and seem to focus mainly on uncertainty.
A frequently cited example in a class of schemes called non-monotonic logics is that
of a default inference that a creature can fly given that that creature is a bird. As
Langlotz and Shortliffe [99] pointed out, however, most people will be much more
careful making this assumption or will make exactly the opposite assumption if this
problem is placed in contexts with high penalties for wrong inferences. A pictorial
example of such context, given by Langlotz and Shortliffe, is deliberation whether to
throw a favorite pet bird off a cliff.

The scenario view of probabilistic and decision-theoretic inference allows for an in-
sightful comparison between decision-theoretic and logic-based approaches to reason-
ing under uncertainty. This section discusses what I believe to be a serious deficiency
of current logic-based approaches: lack of an explicit representation of preferences. I
will look critically at the foundations of three schemes: non-monotonic logics (Sec-
tion 9.4.1), cost-based abduction (Section 9.4.2), and model-based diagnosis (Sec-
tion 9.4.3). None of the three schemes represents preferences explicitly. Still, each
defines criteria for making choices under uncertainty and, hence, by argument pre-
sented in Section 9.2.3, must be making strong assumptions about utility. By this, I
argue, the scope of applicability of each of the schemes is limited to situations where
these assumptions are justified.

I hope that the reader will not interpret this section as an unconditional critique of
the logic-based approaches — this is certainly not what I intend it to be. My sole
intention is to point out the dangers of applying logic-based formalisms as general
purpose formalisms for decision making under uncertainty. I am neither able nor
willing to question the value of logic for other aspects of reasoning, such as data
representation, model building, reasoning about what is relevant for a decision and
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framing decision problems. Neither is it my intention to argue for an indiscriminate
application of probability theory and decision theory under every circumstance. Some
problems are inherently hard and may lend themselves only to a heuristic treatment.
I do think, however, that heuristic methods should be in basic agreement with the
normative methods and one should be able to control the degree of their divergence
from the idealized behavior.

9.4.1 Non-Monotonic Logics

If a man will begin with certainties, he will end with doubts; but if he
will be content to begin with doubts, he shall end with certainties

Francis Bacon, “Advancement of Learning”

The motivation for research on non-monotonic reasoning, which appears to be unique
to the domain of Artificial Intelligence, is the desire to model patterns of common
sense reasoning in humans. Such reasoning involves making plausible, although falli-
ble assumptions about the world, based on partial information combined with some
conventions. Upon hearing that “Tweety is a bird,” one might assume that “Tweety
can fly” just because “most birds fly.” Further evidence, such as “Tweety is a pen-
guin” can lead to retraction of this assumption. Although there have been several
probabilistic accounts of non-monotonic reasoning (e.g., [20, 130]), the prominent
field of research in this area remains the research on non-monotonic logics [142].
Non-monotonic logics represent knowledge by a set of propositional formulas. Given
lack of information, they allow for inferences that are plausible, although perhaps not
true, making a commitment to one of the many possible deterministic states of the
world. This commitment can later be retracted if new evidence contradicts it. Re-
tracting a proposition results in shrinkage of the knowledge base, which seems to be
the origin of the terms “non-monotonic reasoning” and “non-monotonic logics.” Next
to the motivation to develop a descriptive formalism for modeling human reasoning
and communication conventions, some authors [110, 142] postulate a normative value
to formalizing plausible inference as a theory providing a semantic account of defaults
or a theory of default inferences in such domains as databases, model-based diagnosis,
common sense physics, and qualitative expression of uncertainty.

A non-monotonic inference can be viewed as a decision and in that sense both deci-
sion theory and non-monotonic logics seem to address the same problem. The main
difference between the two is that while the former involves a deliberation over explic-
itly specified beliefs and preferences, the latter operates without an explicit measure
of uncertainty and preferences and comes to a decision (a non-monotonic inference)
using some implicit a priori criteria that are a combination of both uncertainty and
preferences. A non-monotonic inference is accepted in the agent’s knowledge base
as truth until perhaps some evidence invalidates it. Probability theory, which is at
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the foundation of decision theory, carefully avoids categorical statements about the
world.17 An uncertain proposition is given a numerical measure of uncertainty and
is not assumed to be true unless observed or implied logically by other observations.
Whatever is known about the world with certainty is assigned probability one and
this assignment will never need to be retracted. In that sense probabilistic reasoning
is monotonic — new evidence leads to a reassignment of partial beliefs within the
domain but never to a complete retraction of beliefs.

9.4.1.1 Uncertainty and Utility in Non-Monotonic Logics

Choice among different possible non-monotonic inferences in non-monotonic logics is
resolved by axioms that specify criteria for favoring some inferences over others. Re-
search in non-monotonic logics has identified several criteria for preferring alternative
default inferences, such as minimizing abnormality in predicate extension [110], pre-
ferring most specific inferences [135, 182], preferring statements chronologically closest
to the events in question [162], preferring the simplest extensions [133], and several
others. Each of these criteria gives rise to a new non-monotonic logic. Shoham [161]
argues that differences among non-monotonic logics can be reduced to differences in
preference for various possible non-monotonic inferences, and he demonstrates the
implicit weak ordering of inferences in several non-monotonic logics. This is analo-
gous to ordering on decision options imposed by decision theory given a distribution
of uncertainty and preferences.

Shoham proposed a unifying framework for non-monotonic logics based on the concept
of preference and postulated that the issue of defining the meanings of non-monotonic
logics be separated from the problem of selecting one in a concrete situation. In the
latter he clearly refers to the normative notion of maximizing the expected utility in
non-monotonic reasoning and the need to take into consideration the consequences
of faulty inferences. In this respect, his view is in such an accord with mine that I
cannot help quoting his exact words:

17The philosophical assumption underlying this is that a rational agent is willing to act on his or
her beliefs. Believing something for sure implies the willingness to bet anything on it and, if the
belief is wrong, deserves an infinitely large punishment.



9.4. PREFERENCES IN LOGIC-BASED AI SCHEMES 201

As I have said, the flipside of making a default assumption is the danger of making faulty
inferences. For example, if a bird is being discussed and its type is unknown, we will infer
that it can fly even though it might turn out to be a penguin. If this seems harmless,
think of making the default inference “people you’ll meet on the street will not stab you
in the back” in a city in which only 5% of the population are back stabbers. In this
case the relatively small chance of being badly hurt seems to outweigh the computational
resources needed to reason about individual people on the street, and the discomfort of
wearing a steel-plated vest. Notice that if the 5% dropped to 0.00000000005%, we’d take
off the armor and stop looking darkly at passers by. Indeed, that is exactly how we treat
the possibility of a nuclear war. Clearly, one must maximize his expected utility when
selecting a nonmonotonic theory. [161, page 391]

Shoham stopped short of guidelines for making such a selection, and to this day it
seems that this problem has not been addressed in the domain of non-monotonic
logics.

I have argued in Section 9.1 that reasoning under uncertainty is useful in as much as it
guides our behavior, hence aids our choice of action. Rational choice involves two irre-
ducible aspects: uncertainty and preferences and in order for a calculus for reasoning
under uncertainty to apply to general situations it has to follow from considerations
that involve both (Section 9.2).

It seems that default rules in non-monotonic logics incorporate some notion of un-
certainty. Pearl [130], for example, suggested that a default rule be interpreted as
a qualitative expression of high conditional probability. However, concluding from
this that non-monotonic logics are formalisms for qualitative probabilistic reasoning
does not seem to provide a satisfactory explanation for the differences in the theories.
The ordering imposed on non-monotonic inferences is not based purely on a mea-
sure of uncertainty — if it were, all different logics would impose the same ordering.
Differences in ordering of possible default inferences could be attributed only to the
differences in the utility included implicitly in the formalisms. These may include
preference for the most probable, most normal, or most simple conclusion, but may
also include assumptions regarding independence of events that will in turn prescribe
the preferred way of combining uncertain information. Some of the preferences are
plainly reinforcing the role of uncertainty in the reasoning. Criteria for choice of in-
ferences based on simplicity, for example, are reducible to uncertainty considerations.
Jefferys and Berger [88] show that the intuitive idea that simple explanations are
usually better than complicated ones follows from probabilistic considerations within
the Bayesian view of probability theory.

Non-monotonic logics arrive at their preferential ordering of inferences without a
deliberation involving uncertainty and preferences. The ordering of possible inference
options (decisions) can be derived from the axioms. This is a consequence of the
strength of their assumptions about uncertainty and utility. It suggests inflexibility
of a single non-monotonic theory to variations in uncertainty and utility of different
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outcomes. This was pointed out earlier by Langlotz and Shortliffe [99]. If these
assumptions are embedded in a logic, then this logic is suitable only for a class of
utility functions (it depends on the strength of the assumptions how wide the class
is) and will fail in others.

It can easily be shown that a skillful change in utility can change the desirability of a
non-monotonic inference and, hence, produce results that are not rational. Jumping
off a car is normally considered irrational, but if the car is heading towards a cliff,
the possible injury may be preferred to a likely death by falling with the car and
few people will consider such behavior irrational. Assuming that a car’s battery is
working is a reasonable thing to do under normal circumstances. If we, however, plan
robbing a bank and will use this car to escape from the scene, this might not be a
reasonable assumption. We had better checked the battery, the gas tank, the brakes,
and a long list of other elements that might possibly fail.18

The same, although to a lesser degree, can be achieved by variations in probability
distribution. The decision of whether to jump off a car depends not only on the
valuation of the possible outcomes, but also on their probability. We may strongly
prefer jumping at low speeds of the car (high probability of surviving), or be indifferent
between jumping and falling down the cliff at very high speeds (death is almost
certain anyway). Even if every default rule is interpreted as an expression of high
conditional probability, the term “high” does not restrict the probability distribution
sufficiently. The usual interpretation, at the foundations of a class of formalisms based
on epsilon semantics [130] is that this probability is “arbitrarily high.” Assuming
that a probability is short of an arbitrarily small number ε of being one leaves a lot
of room for the the actual probability distribution in any practical situation. Many
decisions, even those that are common sense and very qualitative in nature, are made
with respect to very rare events (e.g., most risks that we are exposed to and reason
about every day are low probability events). In fact, qualitative verbal expressions of
uncertainty are extremely context dependent and in case of small probability events
can often correspond to probabilities differing in several orders of magnitude [113].
Assuming a probability to be very small does not constraint it enough to be able to
guarantee intuitive default inferences. There will always be situations under which
variations in the likelihood of events will imply different decisions (like in Shoham’s
back-stabbing example cited on page 201).

No a priori constraining of the utility function will work in general. For every con-
straint on the utility function, there exists a perfectly imaginable utility assignment
that is not captured by the constraint and will impose a different ordering on the

18Note that although these particular examples might be modeled well by a non-monotonic logic by
means of rules that describe the world in a larger detail and imply a rational ordering on inferences,
the argument concerns the principle. Any practical knowledge base is limited and these simple
examples show how the formalism will behave at the limits of its data representation capabilities.
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decision options. If we attached the concept of rationality to the decisions suggested
by the formalism, the formalism would be bound to advise in some situations deci-
sions that are irrational. This conclusion is valid for any formalism that constraints
the possible distribution of utility. Using pure probability theory can be irrational in
this sense too, if rewards and penalties for good and bad decisions are not uniformly
distributed (see Section 9.2.3).

Indeed, each of the proposed non-monotonic logics has been shown to exhibit coun-
terintuitive behavior under some circumstances. Several paradoxes have been shown,
such as “Yale shooting problem” [64], “Nixon’s diamond” [143], “lottery paradox”
[96]. None of the theories based on non-monotonic logics seems to constitute a com-
prehensive universal theory that would indicate which assumptions are appropriate
in every circumstances.

9.4.1.2 Is There a Remedy?

One possible way of solving the difficulties of non-monotonic logics might be finding
a way to combine different ordinal preferences suggested by each of the logics. Doyle
and Wellman [46] have provided a convincing argument derived from Arrow’s theorem
[5], that the hope for such a combination rests on rather weak foundations. Combining
different orderings implied by non-monotonic theories into one universal ordering is
impossible without violating some basic rationality criteria. As Doyle and Wellman
say, they have demonstrated that “any universal theory of default inference based on
combining correctness criteria must sometimes produce irrational conclusions” [46,
page 99].

While this result is correct and significant for the research on non-monotonic logics
in their current form, I doubt whether it will have as big impact on non-monotonic
reasoning as Arrow’s theorem had on economics. In economics, this theorem has
virtually prevented formulation of any theories of social welfare beyond the Pareto
principle. Although the result of Doyle and Wellman should have a strong impact
on the logical approaches to uncertain reasoning, it will certainly not impact the re-
search on non-monotonic reasoning in general. An important implicit assumption in
Arrow’s theorem is that one cannot make interpersonal comparisons of utility. Al-
though there may be situations where interpersonal comparison of utility is justified,
this assumption makes sense in general in the domain of social choice. It seems,
however, disputable when made with respect to intra-personal comparison of differ-
ent criteria for choice. Indeed, the multi-attribute utility theory (MAUT) (e.g., [190,
Chapter 8]), widely applied in decision analysis, provides methods for quantifying
tradeoffs between various utility criteria. Also, while a dictatorial policy regarding
social choice is something that the majority would prefer to avoid, there is nothing
wrong in principle with an intra-personal dictatorial policy that simply dictates which
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logic applies to each situation.19

Doyle and Wellman’s result should be convincing for those working in the domain
of non-monotonic logics who hope to be able to combine various ordinal criteria,
implied by each of the logics in separation, into a universal preference system. It
does not, however, apply to quantitative approaches to decision making: a common,
quantitative scale for preferences is a possible solution of the problem.

9.4.2 Cost-Based Abduction

Abduction, as introduced by Charles Peirce [132], is the type of uncertain reasoning
that generates hypotheses. This is different from deduction, reasoning from stated
premises to the formally valid conclusions, and induction, the process of inferring or
aiming at the general from observation of the particular. While deduction will result
in conclusions that given the validity of premises, are logically valid and never need
to be retracted, uncertain reasoning schemes (i.e., induction and abduction) deserve
caution, as any of their conclusions may turn out to be false and expose the decision
maker to potential losses instead of bringing anticipated gains. Abductive reasoning
has earned a rather dubious reputation in philosophy, where it is called “hypothetical
deductivism.” Some authors (e.g., [62]) postulate it to be plainly hopeless.

In Artificial Intelligence “abduction” is generally defined to be the process of reasoning
to the best explanation for a given set of observations20 (e.g., [21]). Most approaches
to abduction are based on logic, which usually expresses the paradigm of abduction
as follows

h ⇒ e

e

h

meaning that a hypothesis h is confirmed by evidence e if e is a logical consequence of
h. Two recent approaches to abduction, by Charniak and Shimony [22] and Hobbs et

19I am proposing this solution for purely hypothetical reasons. Such a solution would be, in my
opinion, highly impractical. Consider the large number of logics that one would need to cover all
possible situations and the fact that the choice of a logic would be usually a choice under uncertainty
itself and, hence, would requires a meta-level reasoning involving uncertainty and preferences.

20This name originates from the fact that abduction explains the observables by postulating truth
of factors that imply them. This, obviously, is not “explanation” in the sense of explaining a system’s
reasoning to an user, as addressed in this thesis. I think that abduction might qualify as a D-N type
of explanation (Section 3.2.1), which was shown to be inadequate in general. Another common name
for abduction is “plausible inference.” I personally consider this a misnomer, as abduction does not
cover such forms of reasoning under uncertainty as predictive reasoning, i.e., reasoning about the
consequences of an observable (e.g., prediction that a boiler will explode given that high pressure
inside it has been observed).
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al. [79], propose guiding the search for the best explanation of observed facts by the
cost of proofs for the facts. They propose putting a common measure on all uncertain
events in a domain and give it the interpretation of the cost of making assumptions
concerning the outcomes of those events. Such common measure weakly orders the
set of all possible assumptions that can be made about the domain and allows for
deriving an explanation that is optimal in the sense that it minimizes the cost of
those assumptions.

While Hobbs et al. propose subjectively assigned costs of different interpretation of
evidence, Charniak and Shimony translate them into the language of probabilities
and propose a probabilistic semantics for abduction. The costs in Charniak and Shi-
mony’s scheme are assigned by means of a logarithmic scoring rule21 for probability
judgments and are in fact a measure of uncertainty that is inherent to the problem.
The minimum cost proof in Charniak and Shimony’s scheme corresponds (not sur-
prisingly!) to the most probable state of the world (scenario) compatible with the
observed evidence, which Charniak and Shimony call maximum a-posteriori assign-
ment (MAP).22 In other words, the artificial utility function built into the scheme
favors the most probable state of the world. Elsewhere, Shimony and Charniak [160]
propose an algorithm for finding the most probable scenario in a belief network.23

Language understanding involves choice among all possible meanings of a language
utterance. The purposive character of the natural language communication can be
captured in the probability distribution of the different interpretations and taken
into account when this probability is being determined given the available evidence.24

One might try to trace the decision process of the author of the sentence, take into
account factors such as the context, earlier communication, the perceived purpose
of the current communication. I think that this part of language understanding can
be handled purely probabilistically, but I will leave the discussion of how to do this
outside this thesis. I would like to focus on the part of interpretation, assuming that
the probability distribution of different interpretations has been determined (this is

21Penalty in a logarithmic scoring rule is proportional to the logarithm of the probability assess-
ment of pk for the event Ek that in fact occurs. This comes down in Charniak and Shimony’s scheme
to assigning high costs for assuming unlikely events and low costs for assuming likely events. See,
for example, von Winterfeldt and Edwards [190, page 125] for more details.

22Called also most probable explanation (MPE) [129].
23Other algorithms have been proposed by Santos [149] and Sy [179]. Santos shows that the

problem of finding a MAP can be translated into the problem of linear programming. He shows
a natural way of generating the most likely explanation and stresses the necessity of generating
alternative explanations as a gauge on the quality of the best explanation. Sy develops an efficient
algorithm for finding the k most probable scenarios, based on Pearl’s message passing approach.

24A beggar approaching you in the street will more likely mean 25 dollar cents than anything else
when he says “quarter.” “John bought a rope. He killed himself.” means more probably that John
hanged himself rather than shot himself if we read it in a romance than when we hear it in real life,
etc.
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exactly what cost-based abduction addresses). At that stage, next to uncertainty
about the possible meaning, one needs to take into account the utility of different
interpretations. It is not too reasonable to commit oneself to an interpretation be-
fore knowing the actions that may result from the possible interpretations and their
consequences.25

Charniak and Shimony are explicit in the assumption that they make about the dis-
tribution of preferences, namely that utility is a monotonic function of the probability
of outcomes. This restricts the application of their formalism to situations in which
being close to the truth is all that matters. To demonstrate how strong this assump-
tion is, I propose studying the cost-based abduction by looking closer at an example
from natural language understanding given by Charniak and Shimony [22, page 107]
in which the task is to explain occurrence of two words “bank” and “water,” of which
“bank” leads to a possible ambiguity between a river bank and a savings-bank. I will
augment this example with a real-world context in order to test the applicability of
the approach to decision making.

Suppose that we just lost sight of our 2-years old Johnny in the center of a small town
with a savings bank and a river. A random bypasser mentions having seen a boy like
Johnny “at the bank.” We also hear the word “water,” but this, although strongly
increasing the possibility that Johnny was seen at a river bank, does not provide us
a discomforting certainty about it. I will skip here the probabilistic inference part,
i.e., updating the probability of the river bank and savings bank interpretation given
the word “water.” For the sake of argument, let’s suppose that we need to act on
basis of this information.26 Knowing Johnny’s inquisitive mind, we are rather scared
by the idea of him being on his own at the river bank and want to be there as soon
as possible. On the other hand, as the savings-bank is in a close proximity, we might
consider visiting it first “just in case.”

If we were to adopt the decision-theoretic approach to guide our decision where to look
for Johnny, we would have to estimate a utility function over all possible outcomes
of our action. I will preserve the decision-theoretic convention that if an outcome a
is preferred to an outcome b (a Â b), then U(a) > U(b). To be able to speak about

25I mean here an interpretation that one is willing to use as a basis for action.
26I exclude the obvious in such cases option of collecting more information in order to reduce

the ambiguity. Real world contexts usually allow for asking more questions, making additional
observations, or performing more tests. The decisions that one makes in such contexts include the
option of collecting more information. Thinking, however, that collecting more information is always
the best option is fallacious. There is, arguably, always a point at which either additional tests do
not exist or are not worth the effort. The problem of whether collecting additional information
improves the quality of decisions is addressed in decision theory by such measures as expected value
of perfect information (EVPI), expected value of imperfect information, or expected value of including
uncertainty (EVIU) [118].
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costs, I will move the values of utility into the negative ranges.27 And so, we might
assign utility −10 to going to the savings bank and finding Johnny there, −200 to
going to the savings bank to discover that Johnny is at the river bank (consider all
that time wasted for going to the savings bank while Johnny is exploring the river),
−20 to going to the river bank and finding Johnny there, and −50 to going to the
river bank to discover that he is actually at the savings-bank (note that we have to
run to the river bank and back and then run to the savings bank). If, conditioned on
what we have heard from the bypasser, we estimate the probability distribution of
Johnny being at the river bank and at the savings bank to be 0.9 and 0.1 respectively,
the normatively prescribed decision (i.e., the one that maximizes the expected utility)
is to run to the river bank first (see Figure 9.5).
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Figure 9.5: Where to look for Johnny: A decision-theoretic approach

It is worth noting that, given this distribution of utilities, “going to the river bank
first” remains the optimal decision even if the probability of Johnny being seen at
the river bank were as low as 0.25. This illustrates the point that although MAP
is the most likely interpretation, it is not the best interpretation. What is the best
interpretation is determined by the context and in particular by how we value various
consequences of our actions.

Obviously, there are infinitely many contexts in which the “river-bank”–“savings-
bank” problem can be placed. Consider, for example, instead of loosing Johnny,
loosing track of your spouse. Different utility function28 might in this case make

27Alternatively, it would be possible to give utility the meaning of penalty and in the decision
process minimize the expected penalty.

28Assuming that the spouse has no suicidal tendencies, walking at the river-bank can be healthy
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visiting the savings-bank first the optimal decision. Still, cost-based abduction would
in both cases propose the most probable interpretation, which is “river-bank.”

The costs in cost-based abduction are meant to express the uncertainty related to
different assumptions about the world. The scheme will not be capable to address
different contexts, unless it includes preferences in its reasoning. Giving these costs
the interpretation of a combined measure of uncertainty and preferences and allowing
them both to be context dependent will cause the scheme to degenerate into an
equivalent of the decision-theoretic procedure of choosing the option with the highest
expected utility.

It is worth noting that Norvig and Wilensky [124] criticize cost-based abduction in
the context of natural language understanding (this is where the approach has been
applied) for ignoring the purposive nature of natural language discourse. While I
am far from claiming that the solution to the problems pointed out by Norvig and
Wilensky is easy, I believe that explicit representation of utility is an essential first
step.

9.4.3 Model-Based Diagnosis

The discussion of the previous sections applies equally well to model-based diagnosis.29

Model-based diagnosis [37] is based on the simple idea that the knowledge of the
internal structure of a system helps in diagnosing possible malfunctions of that system.
A fundamental assumption underlying model-based diagnosis is that if the model is
correct, then any discrepancy between the observed behavior of the system and the
prediction made by its model arises from a defect in the device. Diagnosis, aimed at
finding the exact location of these defects is aided by a careful study of the model.
The domains explored so far by this technique are troubleshooting of digital circuits
or other physical devices that can be modeled by logical functions. I will not get into
the details of the approach to model-based diagnosis and concentrate rather on the
aspects of this method that are relevant to decision making under uncertainty.

There are two important assumptions that underly the current approaches to model-
based diagnosis. The first is that it is always possible to identify the exact source of
malfunction: at each step in the diagnosis, there are tests and measurements possible
and their cost is negligible. The process is conducted until one diagnostic hypothesis
has been identified with certainty.

for him or her and it is not as urgent now to run to the river-bank as quickly as possible.
29There are two reasons why I consider model-based diagnosis as opposed to diagnosis in general.

The first is that model-based diagnosis works within a model of a system. By this, model building is
separated from the reasoning within that model and the principles behind that reasoning are more
transparent. The second is that there have been already attempts to model uncertainty within such
models using probability theory [42, 43].
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The second assumption is that the goal is to find the right diagnosis, without any con-
sideration for the action that the diagnosis will lead to. This is a natural consequence
of the first assumption — the diagnosis always identifies the malfunctioning part with
certainty, so the diagnostic process is deduction rather than decision making under
uncertainty. As any conclusion from the process is assumed true, any future action
will be conducted under certainty and there will never be a danger of a possible error.

The first assumption, although valid in such devices as digital circuits, seems to be
somewhat unrealistic in general. It will be violated in all situations where the power of
the available tests stops short of discrimination among viable hypothesis, i.e., does not
allow one to identify a single hypothesis with certainty either because of theoretical
or practical considerations (cost of the tests, costs related to diagnosis as opposed to
costs of spare parts, risks related to testing, etc.). Relaxing the first assumption com-
plicates the issues greatly. If this assumption is violated, then violation of the second
assumption immediately follows. As the diagnosis will be made under uncertainty,
one needs to take into account the ultimate purpose of the diagnosis and consider
the costs of errors. In all such situations, explicit representation of preferences is a
prerequisite for optimal decisions.

9.4.4 Discussion

Sections 9.4.1–9.4.3 discussed representation of preferences in three logic-based AI
schemes for reasoning under uncertainty: non-monotonic logics, cost-based abduction,
and model-based diagnosis. Each of the three schemes makes strong assumptions
about utility. This limits its scope of application, and causes potential suboptimal
or even erroneous behavior when the decision problem is placed in a context with
non-standard utility function.

As each of the non-monotonic logics makes strong qualitative assumptions about
utility, it suffers from inflexibility to changes in utility. Conclusions that are reached
using some preference criteria can become counterintuitive when placed in a different
context. None of the existing logics alone works outside a limited scope. It turns
out, in light of the recent result of Doyle and Wellman [46], that they will not work
in assembly — combining different ordinal preference criteria will necessarily lead
sometimes to irrational conclusions. In other words, the non-monotonic logics in
their current form cannot be used as a reliable general purpose formalism for decision
making.

One might defend non-monotonic logics on the ground that they are a descriptive
formalism for non-monotonic inference in humans.30 Decision theory, one might say,

30Descriptive as opposed to normative, in the sense of modeling how human reasoners represent
problems and actually make inferences.
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is not a good descriptive formalism. Indeed, decision theory has its paradoxes and has
been shown to sometimes provide results that many people find counterintuitive (e.g.,
Ellsberg paradox [51], Allais paradox [3]). These paradoxes are, however, exceptions
rather than a rule. Their existence is not considered to seriously endanger decision
theory in its position as one of the basic standards of rationality. It is just a healthy
reminder that the theory is only a useful abstraction of reality and sometimes we will
bounce against the limits of the power of this abstraction. Common sense reasoning
involves decisions under uncertainty: should we believe something, should we store
something in memory, should we be willing to act upon it. Non-monotonic logics can
fail even in a most basic common sense situation. A priori criteria, such as “most
probable conclusion” will be intuitive, and therefore acceptable as descriptive for hu-
man behavior, in situations in which humans indeed value most probable conclusions
the most and nowhere else. Examples of situations under which this criterion is not
what is important for human reasoners are in abundance. It is not possible to avoid
counterintuitive or even irrational inferences in the current form of non-monotonic
logics: they are certain to provide sometimes irrational results. If they cannot model
decisions in general, the non-monotonic logics lack a very essential element of com-
mon sense reasoning. This, I think, puts even their descriptive value for modeling
non-monotonic inferences in question.

Cost-based abduction is an interesting idea that makes the first step towards norma-
tive methods. This step, as demonstrated, has serious limitations and, as it is now, it
fails both as a normative and as a descriptive scheme for reasoning under uncertainty.
In a general decision-making situation, the probabilistic approach to abduction will
have to rethink the strategy drastically and concentrate not on the most probable
explanation but on the best explanation in terms of probability and utility. This will
imply degeneration of the proposed algorithms into decision-theoretic inference and,
unfortunately, will dispose of the main advantage of cost-based abduction: a relative
computational efficiency of its decision procedures.

Similarly, the assumption underlying the current approaches to model-based diagnosis
that the final diagnosis is the true diagnosis, deserves particular attention, as the
methods will not be suitable for environments where it is violated.

The question whether approaches based purely on logic are capable of supporting
common sense reasoning has been the subject of discussions for several years (see
[25, 112] for examples of heated exchanges of opinion). If probability theory was
proposed for solving the deficiencies of the logical approach, it was often proposed as
a substitute to logic rather than its valuable partner. This, on the other hand, raised
questions of whether probability theory in itself is capable of solving problems that
logic approaches are not able to solve and also whether they will not introduce new
problems. I have argued in this chapter that reasoning under uncertainty is in fact
decision making under uncertainty and here the utility function is critical. Without
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it, both logic and probability will be able to handle common sense reasoning only
within restricted domains. Probability theory is better suited for reasoning under
uncertainty and it provides a sound foundation for decision theory, the normative
value of which appears to be widely appreciated. Logic is sufficient and seems to
be better suited than probability theory for reasoning under certainty, for reasoning
about relevance and for constructing models.

Logic-based approaches seem to dominate a large part of Artificial Intelligence, al-
though there are signs of a coming change. The increasing interest in viewing rea-
soning in the context of decisions and actions can be seen in the revival of proba-
bilistic and decision-theoretic methods (e.g., [76, 80, 129]). Several diagnostic sys-
tems have been based on probability theory (e.g., [4, 65, 76]). Diagnostic systems
based on probability theory have gained a status equal to the logic-based approaches
[63]. There have been at least two successful attempts to disseminate elements of
decision-theoretic approach to planning, notably by Langlotz [98] and Wellman [195].
Similarly, methods have been proposed for probabilistic qualitative reasoning (e.g.,
[77, 196, 198]). Buntine [20] and Pearl [130] have demonstrated suitability of proba-
bility theory to model reasoning thought to be the domain of non-monotonic logics.
Decision theoretic concepts of probability and utility start to infiltrate the very foun-
dations of Artificial Intelligence, for example in the work of Doyle [45].

I believe that there is a compromise possible between the logical and probabilistic
approaches. A symbiotic relationship between decision theory and logic, where each
performs the types of reasoning at which it is the best and hands over the task of
reasoning that it cannot handle well to the other might be the right way to go. Non-
monotonic logics have attractive characteristics that are beyond the scope of decision
theory. In their current form, non-monotonic logics can be used for generation of
decision options (or plans). This operation is very natural for them and amounts to
generation of possible theory extensions. Whenever a choice must be made among the
generated options, they should hand this task over to a decision-theoretic procedure.
First practical steps in this directions have been made by Langlotz [98] and Klein
[92].
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Conclusion

A journey of a thousand miles must begin with a single step.
Lao-Tzu, circa 6th century B.C.

Counterintuitiveness of probabilistic inference seems to have placed the research on
computer aided decision support before a dilemma: should we use normative methods
or should we rather opt for methods that are more intuitive at the cost of their
soundness. Must performance be compromised for understandability? Good decision-
making performance seems to require both soundness and intuitiveness: computer
advice that is not understood is likely to be rejected.

This thesis opted for normative inference methods and concentrated on making them
understandable. I argued that probabilistic reasoning rests on intuitive foundations,
which provide a good basis for building human interfaces. While alternative for-
malisms might achieve simplicity by making simplifying assumptions that usually
compromise their power, probability theory aids explanations by providing methods
for varying the level of model’s precision, preserving model’s soundness.

Starting from a few robust empirical premises, such as the largely qualitative char-
acter of human reasoning and the importance of causality, I discussed several issues
that seem to be crucial for building interfaces for decision support systems, such as
causality in probabilistic models, qualitative probabilistic reasoning, and automatic
generation of explanations of probabilistic inference. The position that I have taken
in this research is that a session with a DSS should be focused on the user’s insight
into the problem and into the system’s advice, rather than obtaining the advice. Im-
proving the insight that a decision maker has into the advice generated by a decision
aid can be expected to have a direct impact on the quality of the decision.

212
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10.1 Summary of Contributions

10.1.1 Probability and Causality

This thesis argues on theoretical and empirical grounds, that it is essential to under-
stand and explore the interaction between probability and causality in probabilistic
models. Experts are often inclined to construct belief networks and influence diagrams
that correspond to their causal models of the system. A causal model of the domain
aids in explaining the reasoning based on that model. Knowledge of the causal rela-
tions in a model is crucial for building intelligent planners, i.e., computer programs
capable of constructing and solving decision models without human assistance.

10.1.1.1 Causality in Bayesian Belief Networks

This thesis explains the relevance of Herbert Simon’s mechanism-based view of causal-
ity within structural equations models [164] to probabilistic models. By comparing
belief network models to simultaneous structural equations models, this thesis for-
malizes the circumstances under which the structure of a Bayesian belief network can
be given a causal interpretation. A BBN is a causal graph if for each node n in the
network the following semantic constraint holds: (1) if n has no predecessors, it rep-
resents a variable that is exogenous to the system, and (2) if n has predecessors, it is
involved in a separate mechanism with all these predecessors. A belief network that
is a causal graph compares to its probabilistic equivalents based on different factor-
izations of the joint probability distribution as a structural equation model compares
to its algebraic equivalents. The value of causal belief networks is comparable to
the value of structural equation models — they provide simple and understandable
modular representations of the domain, supporting structural changes in the sys-
tem. This result reconciles two conflicting interpretations of the BBN structure: on
one hand, a pure mathematical formalisms for explicit representation of probabilistic
independences and, on the other hand, a causal graph of the domain.

10.1.1.2 Causal Discovery

This thesis demonstrates that the mechanism-based view of causality is compatible
with the view of causality taken in the recently proposed methods for construction
of causal graphs from observations [131, 172]. The mechanism-based view reconciles
the deterministic view of the world with a probabilistic one and the active experi-
mental setup with the passive character of observation. It allows for treatment of
deterministic causal relations, excluded as “unfaithful” in the causal discovery work.
The mechanism-based view of causality provides a new, interesting and potentially
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powerful framework for the causal discovery work. Causal discovery procedures can
actually be viewed as procedures for discovery of mechanisms acting in the observed
system and this view offers several advantages. Of these, a clear semantics of causal-
ity, based on mechanisms interacting in a system, treatment of causal symmetry,
support for true structural changes in the system, and possible reusability of causal
information are the most important.

10.1.2 Qualitative Probabilistic Reasoning

This thesis takes the position that sound principles of qualitative inference should be
derived from normative laws. Probability theory is deeply rooted in a qualitative for-
malism that can form a sound basis for qualitative inference. Development of partial
or qualitative data specifications and reasoning mechanisms from numerical specifi-
cations can be viewed as change of the level at which reasoning is performed and this
provides a straightforward support for building user interfaces. Also, employment of a
variety of levels of precision and reasoning schemes allows a decision support system,
given a specific query, to solve it at the minimal level of precision required, allowing
the system to spend most effort on the critical elements of the query. This thesis
demonstrates the qualitative foundations of probabilistic inference in the context of
Qualitative Probabilistic Networks [196], a formalism resting on a cognitively robust,
qualitative specification of a probabilistic domain.

10.1.2.1 Qualitative Belief Propagation

This thesis proposes an efficient algorithm for belief updating in qualitative proba-
bilistic networks. The basis for this algorithm, called qualitative belief propagation, is
the passing of qualitative messages between directly neighboring nodes in the network.
Change in belief is caused by observing how new evidence propagates through all vari-
ables that depend directly or indirectly on that evidence. An algorithm for qualitative
belief propagation for singly connected networks was given earlier in [77, 198]. This
thesis generalizes this to multiply connected networks. The algorithm is efficient and
yields the same result irrespective of the order of applied operators, a clear advantage
in comparison with the existing algorithm based on graph reduction. Another useful
property of the qualitative belief propagation algorithm is that it does not modify
the network, thereby facilitating meta-level reasoning about the model.
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10.1.2.2 Intercausal Reasoning

This thesis describes new insight related to intercausal reasoning, an important ele-
ment of qualitative belief propagation, and a valuable building block for any uncertain
reasoning scheme on its own. “Explaining away” is frequently observed in humans
and is, therefore, valuable for any explanation scheme. This thesis shows a problem
in an earlier definition of product synergy [77, 198], a qualitative property capturing
the conditions for explaining away, in presence of uninstantiated predecessor vari-
ables. The definition is extended to capture the conditions for intercausal reasoning
in the general case. The new definition of product synergy is expressed in terms of a
condition that I propose to call matrix half positive semi-definiteness. A square n×n
matrix M is half positive semi-definite if and only if for any non-negative vector x,
xTMx ≥ 0. I prove that the sufficient condition for a square matrix to be half positive
semi-definite is that it is a sum of a positive semi-definite matrix and a non-negative
matrix. I show that this is a necessary condition for 2 × 2 matrices and conjecture
that it is a necessary condition for any n× n matrix.

This thesis studies intercausal reasoning with indirect evidential support when the
common effect variable is binary. I show the conditions under which a node has the
property of being “conditionally inter-causally independent” (CICI) [2]. It turns out
that there is a large class of nodes that have a non-trivial value of evidential support
for which their direct ancestors are independent.

10.1.2.3 Qualitative Belief Propagation-Based Explanations

In belief propagation, a change in belief is caused by propagation of the evidence
through all variables that directly or indirectly depend on that evidence. This seems
to have a counterpart at the higher level cognitive processes and can be used directly
for explanations. The signs on variables determined by the algorithm for qualitative
belief propagation or a quantitative method, along with the signs of influences, can
be translated into natural language sentences describing paths of change from the
evidence to the variable in question. This thesis outlines a method for generation of
qualitative belief propagation-based explanations in multiply connected networks.

10.1.3 Scenario-Based Reasoning

This thesis proposes scenario-based reasoning as another way of looking at belief
updating. Given a probabilistic model, all possible assignments of values of each of
the relevant variables can be generated. Each assignment, such that every variable
in the model is given a value, is a possible deterministic state of the system, called
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a scenario. Scenario-based reasoning is the process of weighting the likelihoods of
deterministic scenarios representing possible states of the world.

10.1.3.1 Suitability for Approximate Belief Updating

Probabilities of different scenarios depend on the probability distributions of all the
variables, and are generally not equal. Most real-world domains exhibit large asym-
metries, which are amplified by the multiplicative character of the process by which
individual conditional probabilities combine into the probability of a scenario. It typ-
ically results in a relatively small number of very likely scenarios. This suggests a way
of approximating probabilistic inference: selecting the most probable scenarios and
controlling the precision by putting an upper bound on the probability of the remain-
ing unlikely scenarios. The probability of an outcome in this method is computed by
summing the probabilities of all scenarios in which the given outcome participates.
Additional evidence leads to discarding incompatible scenarios, hence changing the
relative weights of the remaining scenarios and indirectly the probabilities of a subset
of outcomes.

10.1.3.2 Scenario-Based Explanations

From the available psychological evidence, it might be conjectured that scenario-based
reasoning is similar to the way humans often reason. Reasoning based on scenario
thinking can, therefore, be expected to be comprehensible to humans. This thesis
introduces scenario-based explanations, consisting of sequences of events, often ap-
pearing as coherent causal explanations of observed evidence. Explanation is based on
comparing the relative likelihood of deterministic scenarios that support or disprove
the hypothesis. Selecting only the most relevant variables and the most probable
scenarios allows control over the simplicity of the explanations. Explanations use
verbal expressions of uncertainty. Context sensitivity of the meaning of verbal ex-
pressions is addressed by associating a conversion table with each variable in the
model. Scenario-based explanations is one of the first comprehensive approaches to
explanation in Bayesian belief networks and is unique in its empirical foundations.

This thesis demonstrates a disturbing problem with applying this method to explain-
ing decision theoretic inference: due to the nature of normative utility (in particular,
no scale and no zero point), the concept of the most important scenarios is ill-defined.
In other words, it is not possible to identify a scenario or a set of scenarios that are
important for a decision. I suggest that the explanation of this counterintuitive re-
sult lies in the difference between the normative and the cognitive utility (i.e., the
difference between the utility as constrained by the axioms of the expected utility
theory and the representation of utility in human decision making). As a solution to
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this problem, I propose that an explanation system should be able to represent utility
on a rough absolute scale with a zero point. This zero point, I argue, is a decision
problem-dependent outcome that is perceived as status quo.

10.1.3.3 Scenario-Based Decision-Theoretic Inference

This thesis discusses how scenario-based reasoning extends to decision theoretic in-
ference. It proposes an algorithm for decision-theoretic inference based on scenario
thinking. This algorithm puts bounds on the expected utility of each option by con-
sidering only those scenarios that carry a large contribution to the expected utility
of that option. These bounds are used for identification and removal of those options
that are provably inferior to the currently best option until only one option remains.
The algorithm can be expected to converge rapidly in domains with a clearly dominant
option, while its computational performance will gracefully degrade if no dominant
option is present.

10.1.4 Preferences in Logic-Based AI Schemes

The scenario view of decision-theoretic inference provides a useful insight into logic-
based Artificial Intelligence schemes for reasoning under uncertainty. This thesis dis-
cusses the foundations of three AI schemes: non-monotonic logics, cost-based abduc-
tion, and model-based diagnosis. I demonstrate that these formalisms make implicit,
restrictive assumptions about utility and provide meaningful results only when these
assumptions are valid. In their current form, they are, therefore, not well equipped
to support decision making under uncertainty in general.

10.2 Directions for Future Research

The results of this research provided several contributions to the state of the art
of building human interfaces to probabilistic decision support systems. Clearly, few
questions in the domain of human–computer interaction can be given a final answer
and much more effort is needed before the results of this work turn from science into
technology. I will outline four directions for further work that I find particularly
important.
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10.2.1 Implementation and Empirical Verification

The currently implemented explanations are admittedly very simple and oriented
towards merely showing the technical feasibility of the proposed methods. At the
moment, they do not address the important issues identified in the explanation re-
search, such as user modeling, or interactive character of explanations. There is a
considerable room for improvement in the language generated by the explanations,
which is currently admittedly crude. As IDEAL has no explanation capability at the
moment, an effort in polishing the explanations and turning them into a complete
user interface might fill the existing niche and make the explanations proposed here
a key element of IDEAL’s user interface. Distributing this interface among IDEAL’s
users will provide an excellent opportunity for feedback. Knowledge of users’ ex-
periences with the system can be used to improve the explanations. Testing the
explanations in a large, real system will be especially beneficial. One of the next
research steps should involve demonstrating the power of the proposed methods on
complex real-world problems.

Due to the fact that interaction with human users is central to this research, vir-
tually every technical solution proposed needs empirical validation. Unfortunately,
performing psychological studies in each case would have made this research grow to
a size unmanageable in the time frame typically devoted to a Ph.D. dissertation. The
follow-up work on this dissertation needs to address some of these empirical questions.

10.2.2 Approximate Belief Updating and Decision Algorithms

Scenario-based reasoning provided inspiration for approximate algorithms for belief
updating and decision-theoretic inference. Search for good admissible heuristics that
will make them practical in complex domains is one of the promising directions for
future research.

10.2.3 Qualitative Probabilistic Reasoning

In intercausal reasoning with indirect evidential support, this thesis addressed only
the case of a binary common effect variable. This result needs to be extended to a
general case by introducing a constraint on the product synergies of the individual
outcomes, or a second degree product synergy.

One possible direction for further development of qualitative probabilistic reasoning
is exploration of lower levels of specification of qualitative properties, such as ex-
amination of changes in probabilities of individual outcomes rather than shifts in
probability distributions of variables. This will increase the complexity of the domain
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representation, but at the same time it will loosen the restrictions on the network,
such as ordering outcomes in variables, and will allow for stronger conclusions.

Another direction for the work on qualitative probabilistic reasoning is the search for
reasoning schemes that are able to work with mixed representations, e.g., with signs,
interval probabilities, and numerical probabilities at the same time. Of work that is
relevant to reasoning with different levels of specification of probabilistic reasoning,
the existing research on reasoning with probability intervals deserves a particular
mention [12, 55, 187]. Another direction is unifying this approach with the existing
body of work in qualitative reasoning in deterministic domains [194].

10.2.4 Research on Cognitive Representations of Uncertainty

Although empirical research has provided inspiration for several parts of this thesis,
admittedly too little effort has been spent on rigorous verification of the initial find-
ings concerning the cognitive representations of uncertainty and process-level models
of reasoning. The main motivation underlying the desire to model human reason-
ing under uncertainty is the assumption that an explanation will be more effective
if it is compatible with the way humans normally reason. From this point of view,
every effort spent on studying how people reason in similar situations is well spent.
Through their explicit character, process level models have the capability of demon-
strating where the differences between human and Bayesian reasoning are and how
they originate. They may allow to express human reasoning (with its imperfections)
in probabilistic terms, hence provide a useful framework for user modeling in user
interfaces. Studying cognitive processes, at last, might give interesting ideas for arti-
ficial reasoning schemes.

One of the main empirical efforts beyond this thesis will be verification of Bayesian
belief networks as a plausible cognitive representation of uncertain domains.

A promising direction that is worth following up is search for robust empirical evi-
dence supporting or rejecting the hypothesis that human judgment under uncertainty
resembles weighting of most probable deterministic scenarios involving the outcome
in question. Equally important is studying human decision making. The theoretical
considerations on the difference between the normative and the cognitive utility, and,
in particular, existence of a zero point in utility, suggested a significant discrepancy
between the normative and cognitive utility. Verifying this discrepancy is worth a
major research effort.
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