School of Information Sciences
University of Pittsburgh

TELCOM2125: Network Science and
Analysis
Konstantinos Pelechrinis
Spring 2015
Figures are taken from:
M.E.J. Newman, “Networks: An Introduction”

Part 3: The Large-Scale
Structure of Networks

2

automatically that all pages found by a single crawl will be connected into a single component. A
Web network may, however, have more than one component if, like the Alta Vista network in
the table, it is assembled using several web crawls starting from different locations.

Statistics for real networks
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8.1 COMPONENTS

Components
l

We begin our discussion of the structure of real-world networks with a look at comp
an undirected network, we typically find that there is a large component that fill
network—usually more than half and not infrequently over 90%—while the rest of
divided into a large number of small components disconnected from the rest. Th
sketched in Fig. 8.1. (The large component is often referred to as the “giant compon
this is a slightly sloppy usage. As discussed in Section 12.5, the words “giant comp
specific meaning in network theory and are not precisely synonymous with “larges
In this book we will be careful to distinguish between “largest” and “giant.”)
A typical example of this kind of behavior is the network of film actors discussed
In this network the vertices represent actors in movies and there is an edge between
they have ever appeared in the same movie. In a version of the network from May
was found that 440 971 out of 449 913 actors were connected together in the largest
about 98%. Thus just 2% of actors were not part of the largest component.

What are the component sizes in a real-world network?

§ Typically there is a large component that fills most of the
network
ü Even

more than 90% of the nodes

§ Rest of the network is divided in many smaller components
disconnected from each other

The large components can arise
either due to the nature of the network (e.g., Internet), or due to the
way the network was measured
(e.g., Web)
l
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Components
l

Can a network have more than one large components that
fill a sizable fraction of the entire graph?

§ Usually the answer is no!
ü If

a network of n nodes was divided into two components of size n/
2 each, there would be 0.25n2 vertex pairs such that one vertex
belongs to the first component and the other one to the second.
Given that if any of these pairs gets at some point connected
through an edge, it is highly unlikely that not one such pair would
be connected à it is very unlikely to have two large components

l

Are there networks with no large component?

§ There can be but not of interest
ü E.g.,
5

immediate family ties

Components in directed networks
l

The weakly connected components of directed networks
behave similar to the components of undirected networks

§ There is a large weakly connected component and many
smaller ones
l

The situation is similar with strongly connected
components

§ There is a large strongly connected component and a selection
of smaller ones
§ However, the large connected component is typically not “as
large” as in the case of undirected networks
ü E.g.,

For the WWW, the largest connected component fills about a
quarter of the network*
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* Broder et al., “Graph structure in the Web”, in Computer Networks, 2000

graph, and the typical situation for weakly connected components is similar to
graphs: there is usually one large weakly connected component plus, optionally
Figures for the sizes of the largest weakly connected components in several di
given in Table 8.1.
A strongly connected component, as described in Section 6.11, is a maxima
in a network such that each can reach and is reachable from all of the others alo
As with weakly connected components, there is typically one large strongly con
in a directed network and a selection of small ones. The largest strongly conne
the World Wide Web, for instance, fills about a quarter of network [56].
Associated with each strongly connected component is an out-component (th
that can be reached from any starting point in the strongly connected compone
path) and an in-component (the set of vertices from which the strongly connec
be reached). By their definition, in–and out-components are supersets of the
component to which they belong and if there is a large strongly connected c
corresponding in–and out-components will often contain many vertices that lie o
connected component. In the Web, for example, the portion of the in–and out-c
outside the largest strongly connected component each also occupy about a qua
[56].
Each of the small strongly connected components will have its own in–an
also. Often these will themselves be small, but they need not be. It can happen th
connected component C is connected by a directed path to the large s
component, in which case the out-component of the large strongly connected c
to (and probably forms the bulk of) C s out-component. Notice that the large o
be reachable from many small components in this way—the out-components o
connected components can overlap in directed networks and any vertex can
belong to many out-components. Similar arguments apply, of course, for in-com

Components in directed networks
l
l

Associated with a strongly connected component is an
out- and in-component
Out- and in- components are supersets of the strongly
connected component and can contain many vertices that
themselves lie outside the strongly connected component

§ E.g., in the WWW the portion of in- and out-components that lie
outside the largest strongly connected component each also
occupy about a quarter of the network
ü “Bow

tie” structure

Not all directed networks have large
strongly connected components
l

§ E.g., acyclic networks (citation network)
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The small world effect
l

In many networks the typical network distances between
vertices are surprisingly small

§ Small world effect
l

In math terms the small world effect is a hypothesis that
the mean distance l is “small”

§ Typically networks have been found to have mean distance less
than 20 – or in many cases less than 10 – even though the
networks themselves have millions of nodes
ü Implications

such as rumor spread in a social networks, response
time in the Internet etc.
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The small world effect
l

The small world effect is not surprising

§ Mathematical models for networks suggest that the mean path
length l in a network increases slowly with the number n of
vertices in the network
ü l~log(n)

l

Similarly, the diameter of a network is relatively small as
well

§ Scales logarithmically as well with the number of vertices
§ However, it is not a very useful metric (extreme case)
l

Funneling

§ Most of the shortest path of vertex i go through one or two of its
9

neighbors

Degree distributions
8.3 DEGREE DISTRIBUTIONS

We define pk to be the fraction of vertices in a network that
section, we look
at one ofdegree
the most fundamental
have
k of network properties, the frequency
l

ution of vertex degrees. This distribution will come up time and again throughout this book
fining characteristic of network structure.
described in Section 6.9, thekdegree of a vertex is the number of edges attached to it. Let us
onsider undirected networks. We define pk to be the fraction of vertices in such a network
ve degree k. For example, consider this network:

§ p is essentially the probability that a randomly selected node of
the network will have degree k

p0 =

1
2
4
2
1
, p1 = , p2 = , p3 = , p4 = , pk = 0∀k ≥ 5
10
10
10
10
10

n = 10 vertices, of which 1 has degree 0, 2 have degree 1, 4 have degree 2, 2 have degree 3,
lThus the values of pk for k = 0,..., 4 are
has degree 4.

Degree distribution does not capture the whole structure
of the network!
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Degree distribution
The Internet

Right-skewed

l

Many nodes with small degrees, few with extremely high
Figure 8.3: The degree distribution of the Internet. A histogram of the degree distribution of
Largest
degree
à Sincesystems.
there are 19956 nodes
the vertices
of the Internet
graph atis
the2407
level of autonomous

§

in total
this node is connected to 12% of the whole network in one hop
ü Such
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nodes are called hubs

Thus we cannot tell the complete structure of a network from its degrees alone. The degree
sequence certainly gives us very important information about a network, but it doesn’t give us

Degree distribution in directed networks
l

For directed networks we have both in- and out-degree
distributions

The Web
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Figure 8.4: The degree distributions of the World Wide Web. Histograms of the distributions
of in–and out-degrees of pages on the World Wide Web. Data are from the study by Broder et al.

Degree distribution in directed networks
l

In directed networks we can also define a joint in- and outdegree distribution pjk

§ pjk is the fraction of vertices that have simultaneously an indegree j and an out-degree k

l

The joint distribution can allow to identify correlations
between the in- and out-degrees

§ This is not possible with the two separate, one-dimension,
degree distributions
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Power laws and scale free networks
l

If we plot the degree distribution for the Internet in log-log
scale we get a straight line figure
−α

ln pk = −α ln k + c ⇒ pk = Ck , α > 0, C = e
l
l

Distributions of the above form are called power law
α is called the exponent

§ Typically 2≤α≤3
ü Values

slightly outside this range are
also possible

The constant C is in general not
interesting
l

§ Used for normalization
14

c

Power laws and scale free networks
l

Real networks do not follow power law degree distribution
over the whole range of k

§ Usually when we say a degree distribution follows a power law
we refer to its tail
ü Deviations

from power law can appear for high values of k as well
o E.g., cut-offs that limit the maximum degree of vertices in the
tail

l

Networks that follow power law degree distribution are
often referred to as scale-free networks

§ Identifying scale-free from non scale-free networks is not trivial
ü Simplest

– but not very accurate - strategy à log-log plot is a
straight line
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Detecting and visualizing power laws
l

Simply scaling logarithmically the axis of the histogram
will give poor statistics at the tail of the distribution

§ In every bin there will be only a few samples à large statistical
fluctuations in the number of samples from bin to bin
l

We could use larger bins to reduce the noise at the tail

§ However, this reduces the detail captured from the histogram
(especially at the right side)
l

Try to get the best of both worlds ! different bin sizes in
different parts of the histogram

§ Careful at normalizing the bins correctly!
16

Logarithmic binning
l

In this scheme each bin is made wider than its
predecessor by a constant factor a

§ The n-th bin will cover the range: an-1 ≤ k < an
§ The most common choice for a is 2
l

When plotted in log-log scale, the bins appear to have
equal width

l

We do not plot degree zero
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Cummulative distribution function
l

Another way to visualize power laws is through the
cummulative distribution function (CDF) Pk
∞

Pk = ∑ pk '
k ' =k

§ Pk is the fraction of vertices that have degree k or greater
l

Let’s assume that the degree distribution follows power
law at the tail (i.e., for k≥kmin). Then:
∞

Pk = C ∑ k '
k ' =k

∞
−α

≅ C ∫ k '−α dk ' =
k

C −(α −1)
k
, α > 1, k ≥ kmin
α −1

§ CDF follows a power law as well!
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Cummulative distribution function
l

Hence, we can visualize the CDF in log-log scales

§ No need for binning
ü Hence,

we are not throwing any information as we do when we bin

converges.) Thus we see that if the distribution pk follows a power law, then so does the
the
normalfunction
histogram
cumulative
distribution
Pk, but with an exponent
1 that is 1 less than the original
exponent.

§ Easy to compute from data
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CDF disadvantages
l

Less easy to interpret as compared to normal histograms

l

Successive points on a CDF plot are correlated

§ Adjacent values are not independent
§ Not appropriate to extract the value of the exponent by standard
techniques (e.g., least squares) that assume independence
between data points
ü In

general it is not a good practice to fit straight line to either CDF
or normal histograms
o Biased estimations for different reasons
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Power law exponent
l

The exponent α can be estimated from:
α = 1+ N[∑ ln
i

ki
]−1
kmin − 12

§ kmin is the minimum degree for which the power law holds
§ N is the number of vertices with degree greater than or equal to
kmin
l

The statistical error on the estimation of α is:
σ = N [∑ ln
i

21

ki
α −1
]−1 =
kmin − 12
N

Properties of power-law distributions
l

Power laws appear in a wide variety of places

§
§
§
§
§
§
§
§
§
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Size of city population
Earthquakes
Use of words of a given language
Number of papers scientists write
Number of hits on web pages
Personal names
Sales of books
Income of people
…

Normalization
l

Constant C is computed through the requirement that the
sum of all probabilities for the different degrees must be 1:
∞

∑p

k

=1

k=0

l

In a pure power-law distribution degree of zero is not
allowed. Hence, the above sum should start from k=1.
1
1
k
Then:
C=
=
⇒p =
, k > 0, p = 0
ζ (α )
ζ (a)
∑k
−α

k

∞

0

−α

k=1

l
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If the distribution deviates for small values of k, then the
above constant is not correct!

Normalization
l

When we are interested in the tail of the distribution, we
can discard the rest of the data

§ We normalize over only the tail, starting from the minimum value
kmin for which the power-law holds:
pk =

l

∑

∞
k=kmin

k −α

k −α
=
ζ (α, kmin )

Incomplete
zeta function

If we approximate the sum over k at the tail of the
distribution with an integral we have:
C≅
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k −α

1

∫

∞
kmin

k −α dk

α −1
= (α −1)kmin
⇒ pk ≅

α −1 k −α
(
)
kmin kmin

Moments
l

The m-th moment of the degree distribution is given by:
∞

< k >= ∑ k m pk
m

k=0

l

If a power-law is followed by the degree distribution at the
tail we have:
< k >= ∑ k p + C ∑ k α
kmin −1

m

∞

m

m−

k

k=0

k=kmin

§ Approximating the sum at the tail of the distribution with an
integral we have:

kmin −1
m

< k >≅

∑k
k=0

m

pk + C ∫

∞
kmin

kmin −1

k

m−α

dk =

∑k
k=0

m

pk +

C
[k m−α +1 ]∞kmin
m − α +1

§ If m-α+1≥0 then the m-th moment is not well defined (i.e.,
diverges)
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Moments
l

Given that real networks exhibit exponent 2≤α≤3, for these
the second moment is not defined

§ This is true even if the power-law holds only for the tail of the
distribution
l

What does this mean for network datasets?

§ In any real network all the moments of the degree distribution
will actually be finite and calculated by: < k >= 1 ∑ k
n
n

m

ü Since ki

m
i

i=1
is finite, the sum is finite too
ü Also since we have finite, simple networks, the maximum value that
the degree can get is k=n à < k m >~ [k m−α +1 ]nk ~ n m−α +1
min

§ What does the divergence mean then?
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also have power-law betweenness distributions and others still that have skewed but non-power-law
distributions.
An exception to this pattern is the closeness centrality (Section 7.6), which is the mean geodesic distance
from a vertex to all other reachable vertices. As discussed in Section 7.6 the values of the closeness
centrality are typically limited to a rather small range from a lower bound of 1 to an upper bound of order log
n, and this means that their distribution cannot have a long tail. In Fig. 8.11, for instance, we show the
distributions of closeness centralities for our snapshot of the Internet, and the distribution spans well under
l Eigenvector
betweeness
often
have
highly
an order
of magnitude fromand
a minimum
of 2.30 to a centrality
maximum of 7.32.
There
is no a
long
tail to the
distribution,
and the distribution
is not even roughly monotonically decreasing (as our others have been) but
right-skewed
distribution
shows clear peaks and dips.

Distributions of other centrality measures

§ Not necessarily power law though

Internet
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Distributions of other centrality measures
l

Closeness centrality does not exhibit skewed distribution

§ Closeness centrality takes values in a small range (1 to logn)
and hence there cannot be long tail

Internet
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Clustering coefficients
l

Given a network with a specific degree distribution the
expected clustering coefficient is given by:
1 [< k 2 > − < k >2 ]2
C=
n
< k >3

§ In general when the two first moments of the degree distribution
are finite, then as we increase n, the clustering coefficient takes
very small values
l

However, in many real networks the clustering coefficient
takes much different values (lower or larger) from the
expected one

§ The exact reason for this phenomenon is not well understood,
but it may be connected with the formation of groups or
communities
ü E.g.,
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in social networks à triadic closure

Local clustering coefficient
l

If we calculate the clustering coefficient of all vertices of a
network an interesting pattern occurs

§ On average vertices of higher degree exhibit lower local
clustering

Internet
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Assortative mixing by degree
l

In general the absolute values of the assortativity
coefficient r are not large

l

Technological networks tend to have negative r, while
social networks tend to have positive r

l

In general, for simple networks, due to the limited number
of possible edges between high degree nodes, one should
expect (in the absence of other biases) disassortative
mixing

§ Social networks?
ü There
31

mixing

might be other biases in place that cause a slight assortative

